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Abstract

Clustering has been widely used to efficiently get insight into text collections contain-

ing more documents than a human can effectively read. Although there exist several

different document clustering algorithms, most of them do not consider user prefer-

ences. Due to the personalized nature of document clustering, even best algorithms

cannot create clusters that accurately reflect the user’s perspectives. On the other

hand, it is necessary to visualize the results of clustering to be easily interpretable by

the human. In this thesis, we revisit the problem of document clustering to incorpo-

rate the user’s perspective in the clustering process and effectively visualize data in

the process of being clustered to enhance user’s sense-making of the data. First, we

design clustering algorithms that are interactive and can adapt to the user’s feedback.

Second, a collection of coordinated visualization modules and document projection is

designed to guide the user towards a better insight into the document collection and

the clustering algorithm results. It has been demonstrated that exploiting external

knowledge sources such as Wikipedia can help the clustering algorithm to consider the

semantic similarity between documents. The process of linking terms and phrases of a

document to the related Wikipedia page is called Wikification of a document. To help

the process of Wikification, we introduce a model to extract high-quality distributed

vector representations for each Wikipedia page. Finally, we considered the temporal

similarity between documents and introduced a couple of visualization modules to

depict the temporal aspect of clusters. This has enabled us to study the dynamics

of document clusters over time. A set of quantitative experiments, use cases, and

a user study has been conducted on real-world datasets to show the advantages of

interactive visual analytics clustering.

viii



Chapter 1

Introduction

A huge amount of text documents are produced each day, resulting in the generation

of many documents per subject. One of the most effective solutions to manage and

get insight into this huge amount of data is by automatically clustering them into

meaningful clusters. There exist several clustering algorithms for documents, which

try to group similar documents together with the help of different similarity measures.

However, it is not always possible to automatically create the clustering that best

matches the user’s point of view or the application’s goals, even with state-of-the-art

clustering algorithms. The reason is that the clustering problem is a NP complete

problem and we may find a local optimum instead of the global solution. A sensible

solution to this problem is involving the human in the loop of clustering. In this

approach, it is possible to generate clusters close to the user’s perspectives, while

in the process supporting the human in making sense of the document collection

[57, 47, 8, 6]. An interactive clustering system needs to answer questions such as:

What are the interaction types between the user and the clustering algorithm? Which

visualization modules should be used? How to visualize the clustering result? How

fast should be the clustering algorithm? These are questions that we tried to answer

in Chapter 2.

There are several semi-supervised clustering algorithms that use a few labeled

instances to improve the quality of their results [11, 101]. Some other algorithms

exploit the user’s feedback in terms of the split or merge signals [6]. In that case,

the user only asks to merge two clusters or split a cluster without specifying how to

split the cluster. Most of these approaches have been tested in theory, but not used

in everyday activities. In practice, an interactive clustering algorithm that gives the

user an intuitive way of interaction and is feasible in terms of user effort would be

more appropriate. On the other hand, the constrained clustering algorithms assume

that constraints or user feedback are known before clustering starts, and they do

1
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not support, in their set up, interaction during clustering or progressive clustering

improvement by the user, preventing knowledge acquisition during the process.

Topic modeling, sometimes viewed as soft clustering of documents, is a different

way of categorizing similar content by extracting meaningful topics from the document

collection. In reality, it is sometimes hard to know how distinct the topics generated

by topic modeling really are, which makes it difficult for user interactions. A few

research papers have proposed interactive topic modeling systems for the end user

by providing different visualization modules [57, 29]. In spite of these achievements,

there is still a need to propose more effective visualization and interaction components

to bring better insight into a document collection for the user.

We propose a practical solution for interactive document clustering by combining

an interactive clustering algorithm with a visual interface, that, besides offering a

meaningful way to understand and tailor the clustering process, is equipped with a

set of visual functionalities that facilitate the reasoning and knowledge acquisition

of the data set. For that we have chosen key-term based interaction because it

has been demonstrated that not only is it effective in improving the results but it

is more intuitive for the user to interact with the clustering algorithm [13, 73, 60,

75]. In our key-term based interaction method, the user only assigns a short list of

key-terms (less than five) to the desired cluster to guide the clustering algorithm.

Ability to interact with the clustering algorithm with a very short list of key-terms

distinguishes the proposed method from other key-term based interactive systems.

Additionally, interactions are convertible to each other. For example, the document-

based interaction can be achieved easily by assigning top key terms of the selected

document(s) to a cluster as opposed to just directly linking the document(s) to a

cluster.

We have designed a visual interface to integrate the key-term based user interac-

tions with the clustering algorithms as well as to allow the users to explore the data

set and the relationships between documents and clusters. Several visual components

are developed to guide the user for more effective interaction with the clustering al-

gorithm and give the user better insight into the document collection. We combined

the t-distributed stochastic neighbor embedding (t-SNE) [65] with the Force-directed

placement [37] in a novel way to better improve cluttering typical of such embeddings
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and provide a better distinction among clusters. We have conducted various experi-

ments using real-world datasets including a use case and a user study to demonstrate

the effectiveness of the proposed system.

KMeans is usually initialized by random seeds that can drastically impact the

final algorithm performance. There exist many random or order-sensitive methods

that try to properly initialize KMeans but their problem is that their result is non-

deterministic and unrepeatable. Thus KMeans needs to be initialized several times

to get a better result which is a time-consuming operation. We introduce a novel

deterministic seeding method for KMeans that is specifically designed for text doc-

ument clustering in chapter 3. Due to its simplicity, it is fast and can be scaled to

large datasets.

Each document has a creation time. If one considers the document temporal

aspect and not only cluster documents similar in content but also temporally similar,

it is possible to extract the trends and evolution of clusters over time. In Chapter 4,

we try to consider the temporal dimension of documents while clustering document

collection. The user can select a single time span for the dataset when the temporal

aspect is not important for her. To achieve this goal, first the clustering algorithm

needs to be adapted to the temporal dimension of data, second the visualization

modules need to visualize the evolution of clusters over time. We evaluate this system

on a dataset that belongs to the Canadian Society of Respiratory Therapists which

includes email messages between respirator therapists in a shared mailing list.

In addition to involving human in the process of clustering, considering semantic

similarity can also improve the result of document clustering. This idea is mostly

studied in Chapter 5 where we introduce a method for representing Wikipedia con-

cepts with low dimensional vectors. These Wikipedia concept vectors can be used

for linking concepts of documents to the related Wikipedia page. In this case, we

can disambiguate the meaning of concepts in document collection which is somehow

using the semantic of text for document clustering.

1.1 Contributions

• We introduce a new approach for representing Wikipedia concepts with a vector.

We evaluate the performance of the proposed method based on Concept Analogy
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and Concept Similarity tasks.

• We explain the design of a novel visual interface to integrate the key-term based

user interactions with the clustering algorithms as well as to allow the users

to explore the data set and the relationships between documents and clusters.

Several visual components such as the Document Cloud and Temporal View will

be developed to guide the user for more effective interaction with the clustering

algorithm and give the user better insight into the document collection.

• We explain the process of combining the t-distributed stochastic neighbor em-

bedding (t-SNE) [65] with the Force-directed placement [37] in a novel way to

better improve distinction among clusters.

• Novel preprocessing steps for preparing email conversations for interactive doc-

ument clustering is introduced.

• A case study on a real world listserv dataset is conducted to further evaluate the

proposed system in a practical applications. We asked a Registered Respiratory

Therapist (RRT) to conduct the case study on the dataset of email messages

belonging to the Canadian Society of Respiratory Therapists email list. The

goal of this case study was to apply the proposed method to help Respiratory

Therapists in the process of evidence-based decision making in improving pa-

tient care. This process consists of three main components: clinical expertise,

patient values, and the best scientific research evidence [95]. The proposed

method will be helpful for combining sources of clinical expertise in the process

of evidence-based decision making. The importance of electronic mailing lists

for sharing information and experiences has been reported in several research

papers [63, 97, 58].

• We explain how to incorporate the temporal similarity in the process of docu-

ment clustering.

• Conducting various experiments using real-world datasets and a user study to

demonstrate the effectiveness of the proposed interactive document clustering

system.
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• Introducing a new approach for initializing the clustering algorithms. Previ-

ously, the clustering algorithms were initialized randomly in the first iterations.

Then, in the next iterations, they were initialized by the user feedback in terms

of key-terms. The non-deterministic clustering resulting from a random initial-

ization can confuse the user and makes the clustering not reproducible. The

new initialization method is not only deterministic but it is faster and guides

the clustering algorithm to converge to better clustering result.

• Most of the code developed in this thesis are open source and can be publicly

accessed on the author’s Github page1.

1.2 Outline

The overall structure of the thesis report is in the following.

Chapter 2 In this chapter we introduce a novel Interactive Document Cluster-

ing System. The proposed system has two main parts: The clustering algorithm

and visualization modules. Different interactions between the user and the clustering

algorithm can be divided to three categories: document interaction, key-term interac-

tion and hybrid key-term and document interactions. key-term based interactions are

easier for the user and enables her to group a bunch of documents by a few key-terms

[73]. In our system, we select clustering algorithms that can interact by key-terms.

In the visualization section, we design different modules that can help the user to get

better insight from the document collection and help her to find the desired key-terms

effectively. We evaluate the proposed method by quantitative experiments, usage sce-

narios and a user study. In the design of the user study, we tried to both evaluate the

effectiveness of the visualization for efficient visualizing of document collection and

the quality of final clustering before and after user interactions.

Chapter 3 In this chapter, we focus on the initialization part of the clustering

algorithm. Because the KMeans is non-convex in nature it is sensitive to the initial

1https://github.com/ehsansherkat/IDC
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seeds. Most of the existing initialization methods for KMeans are random or order-

sensitive. In case of interactive document clustering, if the result of initial clustering

changes due to its initialization method, it can confuse the user. To overcome this

problem, we design a fast and simple initialization method which is deterministic.

Because of deterministic feature of this method, it only needs to be initialized once

which makes the clustering process faster.

Chapter 4 This chapter is the extension of Chapter 2 and the goal is to consider

the temporal aspect of documents in the process of document clustering. In this

case, it is possible to extract the trends and evolution of clusters over time. Similar

to Chapter 2, we will focus on the KMeans like clustering algorithms and try to

incorporate the temporal feature of the data both in the similarity measure of the

clustering algorithm. In this chapter, we involved the user feedback (key-terms) in the

objective function of the KMeans algorithm. In case of violating the user preferred

feedback a penalty term will be assigned to the objective function.

Chapter 5 The main goal of this chapter is improving the quality of document

clustering by incorporating the semantic similarity. Linking concepts in document

to external resources such as Wikipedia can be used for semantic similarity. One of

the key steps in linkage process is disambiguating the concepts with several surface

forms. The higher quality of document clustering is reported by considering the bag

of concepts [44]. In the first step, we use word embedding methods for represent-

ing Wikipedia concepts with a vector. These vectors can be used in the process of

disambiguation and consequently help to better quality bag of concepts.



Chapter 2

Interactive Document Clustering

Document clustering is an efficient way to get insight into large text collections. Due

to the personalized nature of document clustering, even the best fully automatic

algorithms cannot create clusters that accurately reflect the user’s perspectives. To

incorporate the user’s perspective in the clustering process and, at the same time,

effectively visualize document collections to enhance user’s sense-making of data, we

propose a novel visual analytics system for interactive document clustering. We built

our system on top of clustering algorithms that can adapt to user’s feedback. First,

the initial clustering is created based on the user-defined number of clusters and

the selected clustering algorithm. Second, the clustering result is visualized to the

user. A collection of coordinated visualization modules and document projection is

designed to guide the user towards a better insight into the document collection and

clusters. The user changes clusters and key-terms iteratively as a feedback to the

clustering algorithm until the result is satisfactory. The user is satisfied with the

result if she does not want to apply any new changes to the clusters. In key-term

based interaction, the user assigns a set of key-terms to each target cluster to guide

the clustering algorithm. A set of quantitative experiments, a usage scenario, a use

case, and a user study have been conducted to show the advantages of the approach

for document analytics based on clustering1.

2.1 Introduction

Document clustering is one of the key modules in Visual Text Analytics. The goal of

document clustering is to group similar documents without having any prior knowl-

edge about their labels. Document clustering has many applications in different fields

from news trends to health analytics. It is also a very important first step for other

visualizations and mining strategies. Despite numerous text clustering algorithms

1Part of this chapter is published in [92] (best student paper award recipient), [93], and [75].

7



8

and also statistical techniques to measure quality of clusters, user-supervised cluster-

ing is preferred to totally unsupervised clustering in analytic applications. However,

presenting documents and collecting feedback from the user require an interactive

clustering algorithm with easy to learn parameters as well as a well-designed visual-

ization platform.

We propose a practical solution for interactive document clustering by combining

an interactive clustering algorithm with a visual interface. We have chosen key-

term based interaction because it has been demonstrated that not only is it effective

in improving the results but it is more intuitive for the user to interact with the

clustering algorithm [13, 73, 60, 75]. In our key-term based interaction method, the

user only assigns a short list of key-terms (less than five) to the desired cluster to

guide the clustering algorithm. Ability to interact with the clustering algorithm with

a very short list of key-terms distinguishes the proposed method from other key-term

based interactive systems. Additionally, interactions are convertible to each other.

For example, document based interaction can be achieved easily by assigning top key

terms of the selected document(s) to a cluster as opposed to just directly linking the

document(s) to a cluster.

Lexical Double Clustering (LDC) [74] and a novel KMeans style interactive clus-

tering algorithm called iKMeans are incorporated in our proposed system. We have

selected document clustering algorithms instead of topic modeling ones to avoid prob-

lems of inconsistency after several runs, empirical convergence criteria and difficulty

to interact with their complicated formula and algorithm. LDC has shown better

performance compared to state-of-the-art topic modeling algorithms such as Latent

Dirichlet Allocation (LDA) [18] and Non-negative Matrix Factorization (NMF) [76]

on several standard document clustering datasets. Both LDC and iKMeans are deter-

ministic in each interaction and generate similar results for the same key-term based

user feedback. Because of the simple nature of KMeans-like algorithms, it is easy to

incorporate user feedback and scale the algorithm to very large datasets with a short

running time, which is hard to achieve in topic modeling algorithms.

In the proposed system, it is possible to switch between the LDC and iKMeans

algorithms on demand. Interactively switching algorithms during clustering is not

used in any other interactive clustering system. For example, the user can start with
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the LDC algorithm which is robust to outliers and when the user gets sufficiently

familiar with the dataset, switch to iKMeans to generate highly customized clusters.

The ability to alternate between different clustering algorithms demonstrates the

independence of our system of the specific clustering algorithm, which means it can

incorporate any other key-term based interactive clustering algorithm.

2.2 Related Work

Each interactive clustering system consists of two integrated parts: an interactive

clustering algorithm and a visual interface. The main focus of some research papers

is in the clustering algorithm, some in the visualization part and others focus on the

integration of both. In the following we targeted these three types of related work.

2.2.1 Constrained Clustering Algorithms

Semi-supervised clustering algorithms use labeled data to guide the clustering pro-

cess. Two semi-supervised clustering algorithms, Seeded-KMeans and Constrained-

KMeans, inspired by the KMeans algorithm, were introduced in [11]. In Seeded-

KMeans, instead of randomly initializing the KMeans, the labeled data points are

used to initiate the clustering. Constrained-KMeans is similar to the seeded one

but it keeps the label of seeds unchanged in every iteration of the algorithm. These

two algorithms are modeled based on the Expectation-Maximization (EM) algorithm

on a mixture of k (number of clusters) Gaussians. Each data point has k possible

conditional distributions and the initial supervision is to determine these conditional

distributions for seed points. These two algorithms showed better performance in

comparison to COP-KMeans [101]. The supervision in COP-KMeans is in terms of

must-link (two data points must be in the same cluster) and cannot-link (two data

points cannot be in the same cluster) constraint. In each step of KMeans, partitions

are generated in a way that satisfies all the given constraint. The problem with these

algorithms is that they assume that all the constrains are known in advance, hence

they are not designed for interactive use.
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2.2.2 Interactive Clustering Algorithms

A class of interactive clustering algorithms captures all the necessary interactions

between the user and the clustering algorithm as cluster split and merge queries [8].

The user sends a Merge request if two clusters are a subset of a target cluster and a

split request if a cluster contains data points belonging to distinct targeted clusters.

The user does not enter how to split or point out possible mistakes in the have led to

the request. Several different merge and split operations are introduced by Awasthi

et al. [6] to reduce the number of merge and split requests. We believe that for

textual data the user should not only be able to send the split request but also to

specify how to split the cluster by providing some key-terms, aiming to reduce the

number of split and merge requests. These algorithms have not been equipped with

visualization or tested by end users.

2.2.3 Constrained Topic Modeling

Latent Dirichlet Allocation (LDA) [18] has been widely used for topic modeling. LDA

models topics as distributions over words and documents as distributions over top-

ics. One can consider the most probable topic of a document as a document cluster

label. LDA has been extended to incorporate domain knowledge into the topic mod-

eling through must-link and cannot-link constraints over terms [4]. The must-link

constraint between two terms indicates that they tend to be generated by the same

topic, while the cannot-link constraint says that two terms tend to be generated by

different topics. The Dirichlet forest prior is used to encode must-link and cannot-link

constraints in which the prior is a mixture of Dirichlet tree distributions. The must-

link constraints only were used as a supervision to the LDA in [104]. They used a

collection of tree-structured (based on must-link terms) multinomial distributions in-

stead of multinomial distributions over words. Must-link and cannot-link constraints

over documents were incorporated in the LDA model by changing the Gibbs sampling

of the original LDA [104]. Contrary to the original LDA, the document topic distri-

bution prior is updated in every iteration based on user feedback. They applied this

system to improve topic model stability after adding new documents to the model.

A supervised version of LDA that incorporates labeled documents in the model

has been proposed by [81]. In this model, the user can improve the quality of LDA
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by providing some topics for documents. These algorithms are not designed to obtain

the user feedback in an interactive way. One of the major problems of topic modeling

algorithms is inconsistency of results after each iteration which makes them difficult

to use interactively. Algorithms described in this subsection have not been tested by

the end user with the help of a visualization.

2.2.4 Interactive Topic Modeling Systems

iVisClustering is an interactive clustering system that introduced a visual interface on

top of the LDA algorithm to involve the user in the loop [57]. The interaction with the

LDA is performed only by changing terms’ weights. This system has several different

visualization modules called views. The Graph View using force-directed layout shows

the general view of the document collection. The summary of clusters with their top

terms are depicted in rectangle shaped boxes called Cluster Summary View beside

the hierarchical style visualization of clusters (Cluster View). The user hands over a

cluster in Cluster Summary View and the system shows document grids with the color

spectrum which depicts their relatedness to the cluster. By clicking on a grid, the

relatedness of that document to other clusters will be shown in a Parallel Coordinates

View plus the content of documents in a Document View. The list of top terms of

each cluster is in the Term-Weight View in which the user can change the weight of

each term and impact the result of clustering. Because of the complicated nature of

LDA formulas the interaction with this algorithm is not straightforward so changing

term weights may confuse the user. In our system, the user only needs to define a

set of key-terms without any need to assign a weight to them. Relative importance

of terms is given by their order, without having to assing values. In addition to

their lack of intuitiveness, topic modeling algorithms suffer from inconsistency in the

results after each interaction. In contrast to iVisClustering, in our proposed system,

all the visualization modules are coordinated with each other.

UTOPIAN [29] is an interactive topic modeling system, which is based on Non-

negative Matrix Factorization (NMF) [76] instead of LDA. The interaction with NMF

is based on changing term weights. Authors used Graph View, Document View, and

Term-Weight View as supporting visualizations. In the Graph View, the location of
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nodes is assigned by t-SNE [65]. The t-SNE algorithm is a method for dimension-

ality reduction mostly used for 2D and 3D projection of data points. UTOPIAN is

developed by the same group of developers of iVisClustering system. In this system,

they used NMF instead of LDA to handle the inconsistency problem of LDA algo-

rithms. UTOPIAN still suffers from the empirical convergence problem and difficulty

to meaningfully interact because of their complicated formula and algorithm. Un-

like our proposed system, neither UTOPIAN nor iVisClustering were evaluated by

end users. The overall differences between the key-term based document clustering

systems and the UTOPIAN and the iVisClustering is described in more details in [75].

2.2.5 Interactive Document clustering Systems

An active learning scheme for selecting seed documents to be labeled by the user

is presented in [45]. These seed documents will be used as an input to a semi-

supervised KMeans algorithm. To facilitate the process of finding seed documents, a

visualization is designed, which contains a Term Cloud View of each document and

cluster, Document View, and Pie Visualization of clusters. In the Pie Visualization,

each slice is a cluster and in the middle of the pie, there is a circle which contains all

unlabeled documents. The user can assign these unlabeled documents to a desired

cluster. TopicPanorama has also used a pie visualization for topics. All these topics

are sub-topics of a few major topics determined by the user. Topics are linked together

based on graph matching techniques in this system. This sub-topic graph structure

is inside a hollow circle named Radial Icicle Plot in which for each major topic there

is a color-coded arc. The user can zoom in on a topic by changing the length of the

arc. Subtopics more similar to the major topics are near its arc and the common sub-

topics are in the middle of the circle. In our proposed system, we used key-term based

interactions, which is easier and more effective than document based interactions [75].

In our proposed system, we focus on the key-term based interaction which is more

effective and intuitive for the user than the document based interaction or a hybrid

one [75]. In this paper, we present a flexible framework for key-tem based document

clustering where users can interact based on key-terms with more than one word (e.g.

bigrams); a new key-term based clustering algorithm is introduced, which shows how

to combine a key-term interaction with document supervision; documents projection
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is improved by combining (t-SNE) with the Force-directed placement in order to

distinguish groups of documents better; and we have conducted a user study that

evaluates both the effectiveness of this type of interface for supervised clustering and

the overall interactive document clustering approach.

The summary of different types of interactions between the user and the clustering

algorithm is in Table 2.1. These interactions are the most commonly used interactions.

Most of the algorithms incorporated KMeans, LDA, and NMF as a base algorithm and

tried to incorporate user interactions in the loop. In terms of visualization, different

common types of views are summarized in Table 2.2. Some of these visualization

modules are designed for data visualization systems and some are appropriate for

interactive systems.

The summary of different types of interactions between the user and the clustering

algorithm is described in Table 2.1. These interactions are the most commonly used

interactions and can mainly be categorized into three types of 1) seeding 2) must-

link and cannot-link constraints 3) split and merge signals. In the seeding method,

the algorithm gets some labeled data such as labeled documents, labeled topics, or

labeled terms from the user to better cluster the dataset. Must-link and cannot-

link constraint methods are sometimes called a Constrained clustering algorithm. A

must-link constraint indicates that two data instances must be in the same group or

cluster while cannot-link constraint emphasizes that two data point should not be

associated in the same cluster. Optimization methods such as Integer Linear and

Quadratic Programming is applied to satisfy the constraints [54]. In split and merge

signal method, the user asks to merge two clusters or split a cluster to half without

explaining how to do the split or merge. In our proposed method, the user can merge

two clusters by joining the top key-terms of them in the same cluster or can split a

cluster by separating the top key-terms of a cluster into two clusters. In this way,

the user not only is able to split or merge clusters but she can also indicate how to

do the merge and split. In Table 2.1, most of the algorithms incorporated KMeans,

LDA, and NMF as a base algorithm and tried to incorporate user interactions in the

loop.

In terms of visualization, different common types of visualization modules are

summarized in Table 2.2. Some of these visualization modules are designed for data



14

Table 2.1: A summary of different types of interactions between the user and cluster-
ing algorithm.

# Type of
Interaction

Description Base Algorithm

1 Seed
documents

Providing labeled document KMeans [11, 45]

2 Seed terms Providing seed terms or changing the
weight of terms

CMRF [13], LDA
[57], NMF [29, 51]

3 Seed topics
(labels)

Providing a list of seed topics LDA [81]

4 Seed feature
selection
(Aspect based)

The user selects which set of features
best describes his/her point of view.

CMRF [13]

5 Must-link
documents

Documents pairs that should be in
the same cluster

KMeans [101], LDA
[104]

6 Cannot-link
documents

Documents pairs that should not be
in the same cluster

KMeans [101], LDA
[104]

7 Must-link
terms

A set of terms should be in the same
cluster or topic

LDA [4, 47]

8 Cannot-link
terms

A set of terms should not be in the
same cluster or topic

LDA [4]

9 Split cluster The user asks to split a cluster but
not says how to split it

No base [8, 6]

10 Merge cluster The user ask to join two clusters No base [8, 6]
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Table 2.2: A summary of common visualization modules used for document cluster
and topic visualization.

# Visualization
module name

Description Reference

1 Graph view General view of Document collection, which
nodes are documents color-coded by their
assigned cluster. Similar documents are
linked by edges.

[57, 29, 51,
61]

2 Cluster
(summary) view

A summary of clusters with their important
terms.

[57]

3 Cluster Tree view Depicting clusters structure in a tree style [57]

4 Parallel
Coordinates view

Demonstrating the relatedness of documents
or terms to other clusters.

[57]

5 Document View A view for showing the content of
documents.

[57, 29, 30]

6 Term list view Providing list of terms plus their weight
using bar charts or just their value.

[57, 29, 30]

7 Document Tracer
view

Following documents cluster change with a
heat map style visualization.

[57]

8 Term cloud view Depicting important terms based on font
size and color.

[14, 61]

9 Topic Rose Tree
view

Documents’ topics are depicted in a
hierarchical fashion in which user can
interactively explore topics with three
operations of Join, Absorb and Collapse

[34]

10 Hierarchical
ThemeRiver view

This view is used to demonstrate the
temporal evolution of topics.

[34]

11 Pie visualization In the Pie Visualization, each slice is
color-coded cluster.

[45, 61]

12 Scatter plot Using scatter plot to visualize documents
with their membership color-coded. In this
view, there are no links between each
document.

[14, 51]

13 Matrix Visualizing document-topics or word-topic
matrix

[30, 3]
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visualization systems and some are appropriate for interactive systems. The Graph

view is one of the major visualization components used in several systems to help

the user bird’s eye view of all documents and their relation. Document projection

methods such as t-SNE, Principle Component Analysis (PCA) and Force-directed

placement are the most common methods applied in the graph view. Sometimes

Scatter plot is used to give the user a general view of documents. In this case, the

link between documents is not indicated. In our proposed method, we combined the

t-SNE and Forced-directed placement in a novel way to better visualize all document

and their relations in a single graph. Users usually like to access the content of each

document and this is why several systems have a document view. The summary of

the content of a cluster can be presented by a list of terms and because of that, it

is common to have a Term-list view. In our proposed method, we elaborated several

views such as Graph view, Document view, Term-list view, and Parallel coordinates

view with the customized features in an integrated and novel way to help the user to

better sense-making of the dataset and at the same time to select better key-terms

to interact with the clustering algorithm.

2.3 Overview of the Proposed System

The clustering is a personalized task in nature and even the best fully-automatic

clustering algorithm may not reflect the user perspectives. Because of that, the

clustering algorithm needs guidance from the user to fully adapt to the user needs.

On the other hand, to effectively interact with the clustering algorithm the user

needs a good visualization of the result of the clustering. To tackle these problems,

we proposed a novel visual analytics system which has a highly interactive visual

interface to facilitate the user interaction with the clustering algorithm.

The proposed system is a web-based user-centered document clustering system

that integrates key-term based clustering algorithms with an interactive visualiza-

tion (Fig. 2.1). First, the user uploads documents, which the system preprocess and

provides an initial fully automatic clustering. Second, the user obtains insight into

the document collection by inspecting the visual components including the document

projection. Third, the user provides key-term based feedback to the clustering al-

gorithm to guide the result of clustering. In the following, each component of the
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system is described.

Figure 2.1: The proposed system overview.

2.3.1 Document Preprocessing

In the first step, we extract the plain text of each documents after removing punctu-

ations and numbers. In the next step, we remove useless terms from the document

collection dictionary. Even a few documents can lead to several thousand unique

terms. This will cause a negative impact on the quality of document clustering [59]

and increases the clustering time which is very crucial for interactive systems. In

order to tackle this problem, we used an unsupervised feature selection method based

on terms tf-idf score. This score shows the discriminative power of a term over each

document [67]. Let D be the set of documents and d a document in D, the tf-idf

score of the term w is as Equation 5.1.

tf idf(w, d,D) = f(w, d)× log |D|
|d ∈ D : w ∈ d|

+ 1. (2.1)

The f(w, d) is the frequency of term w in document d. Now each document has

a vector of terms’ tf-idf score. We normalize each document vector based on the

Euclidean (L2) norm. For each term, the mean-tf-idf score is calculated based on

Equation 5.2.

mean tf idf(w,D) =
1

|D|
×
∑
d∈D

tf idf(w, d,D). (2.2)

All terms with the mean-tf-idf score above the average mean-tf-idf of all terms are

selected to shape the final document-term matrix. Approaches based on term fre-

quency are reported [62, 105] to be as effective as more complicated methods while
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having linear time complexity for unsupervised feature selection in textual datasets.

The clustering algorithm gets the document-term matrix plus the number of clus-

ters determined by the user as an input. There are different types of interactions

between the user and the clustering algorithm (see Table 2.1). We decided to use

seed term based interaction because it has been reported in several research papers

that term labeling is an effective and intuitive way to involve the user in the process

of document clustering [13, 73, 60]. It has been reported by Nourashrafeddin et al.

that a clustering algorithm could achieve the same performance or even higher by the

seed term compared to the seed document interaction [73]. Unlike the Split cluster

interaction, the user can split clusters by determining seed terms for each new clusters

and help the clustering algorithm decide how to split the clusters. This will reduce

the number of interactions between the user and the clustering algorithm. Lexical

Double Clustering (LDC) [74] which is designed for seed term interaction is selected

as a base algorithm in our system. In addition to this, we introduced a framework

that applies the user selected seed term to extract seed documents for each class of

documents (see Section 2.3.2). This framework enables the use of document clustering

algorithms with seed documents interaction as well.

Outputs of the clustering algorithm are documents’ cluster, term cluster relation

(relation of each term to every cluster), and document cluster relation (relation of each

document to every cluster). The document-term matrix and the assigned label of the

clusters are used to project the document collection in a 2D space (see Section 2.3.3).

Document projection gives a general view of the clustering result and helps the user

to interact with the clustering algorithm. The document cluster label assigned by

the clustering algorithm is used as a supervision to extract the key-terms for each

document cluster. The output of clustering algorithm, document projection, and

extracted key-terms are fed to a novel visualization as an interface between the user

and the clustering algorithm (see Section 2.3.4). The user can interact with the

clustering algorithm in terms of assigning his/her desired terms to each cluster. The

user can also remove or create a new cluster based on his/her point of view. The

clustering algorithm re-creates new document clustering based on the feedback. This

process can be done iteratively until the user is satisfied with the result.
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2.3.2 Document Clustering

key-term (seed term) based interaction is intuitive for the user and it is been re-

ported that the user can achieve his/her desired clusters faster than by document

labeling [73]. We chose Lexical Double Clustering (LDC) [74] which is appropriate

for seed term based interactions. In order to demonstrate the independence of the

proposed system from the clustering algorithm, we introduced an interactive version

of KMeans (called iKMeans) which is inspired by Basu et al. [11]. The proposed

framework for the iKMeans can be reused for other clustering algorithms such as

Labeled LDA [81] to employ them in the proposed system.

LDC Algorithm

LDC contains two steps, the first step is term clustering and the second step is using

term clusters to create a distilled set of terms to guide the assignment of documents to

each term cluster. The Fuzzy C-means [16] algorithm is used for term clustering. This

algorithm allows a term to belong to more than one cluster (soft clustering). The goal

of the Fuzzy C-means (FCM) is optimizing the objective function in Equation 2.3.

FCM =

|W |∑
i=1

k∑
j=1

umij ‖ wi − cj ‖2, 1 < m <∞ (2.3)

The wi (w ∈ W : W=set of terms) is the ith column of the document-term matrix

which is a |D| dimensional vector of tf-idf scores. The cj is a |D| dimensional vector

of the j th (k=number of clusters) cluster center. The cosine distance is used to

calculate the similarity between each term and term clusters center. The uij is degree

of membership of term wi in the cluster j. which is defined as Equation 2.4.

uij =
1∑K

k=1

(
‖di−cj‖
‖di−ck‖

) 2
m−1

. (2.4)

The membership matrix of u is recalculated in every iteration of FCM to optimize

the objective function shown in Equation 2.3. In the first iteration, all the values in

matrix u are assigned randomly. In case there exist user feedback, the matrix u will

be initialized based on user’s feedback instead of random initialization. LDC distills

the term clusters and then assigns documents to the closest term cluster after several

steps.
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Algorithm 1: iKMeans algorithm

input : K=Number of clusters; document-term matrix|D|×|W |; F=User defined

seed term; Confidence(%)

output: Doc clusters

1 if firstIteration then

2 termClusters ← FCM(document-term matrix,K,m=1.1,maxIter=50);

3 foreach termCluster ∈ termClusters do

4 termCluster ← getTopTerms(Default=5)

5 else

6 termClusters ← F

7 end

8 termClustersCenter ← CC(termClusters);

9 for i← 1 to K do // Expand key-terms

10 while counter1 < α× |W | × 2(2−Confidence
25

) do

11 termClustersi += // Cosine Sim.

nextSimilar(term∈W,termClustersCenteri);

12 counter1 ← counter1 + 1

13 end

14 end

15 termToDocCenter ← CC(termClustersT );

16 for i← 1 to K do // Find seed docs

17 while counter2 < β × |D| × 2(2−Confidence
25

) do

18 SeedDocsi += // Cosine Sim.

nextSimilar(doc∈D,termToDocCenteri);

19 counter2 ← counter2 + 1

20 end

21 end

22 SeedDocsCenter ← CC(SeedDocs);

23 Doc clusters ← KMeans(document-term matrix,K,SeedDocsCenter);

24 Function CC(M I×J): // Calculate Center

25 for i← 1 to I do

26 CenterMi
←

∑|Mi|
j=1 (Mij=[m1,m2,...,mn])

|Mi|

27 end
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iKMeans Algorithm

In order to demonstrate that our proposed system is independent of the clustering

algorithm, we propose an interactive version of KMeans algorithm based on seed term

interaction. The first step of the framework is term clustering (see Algorithm 1).

The Fuzzy C-means is used to find top terms (the top 5) for each cluster. In term

clustering, we cluster the columns of the document-term matrix. This step is only for

the first iteration of the algorithm; in the next iterations the top terms are determined

by the user (line 1-7 of Algorithm 1). Result of our User Study (see Section 2.4.4)

demonstrates that the user intends to assign a few terms for each cluster; this is why

we only get the top 5 terms for each term cluster. The center of these term clusters is

calculated to extend the list of top terms for each cluster (line 8 of Algorithm 1). The

center is the average entrywise sum of each term vector (column of document-term

matrix ). A term vector is the representation of a term in the vector space defined by

the documents. Terms that co-occur often in the same documents will have similar

term vectors. As the number of top terms increases, the result of document clustering

will be more biased to the top terms indicated by the user. The user can determine

his/her confidence percentile in every interaction. The user confidence level regulates

the number of top terms to be extended. Based on user confidence, the number

of extension of top terms is calculated from the equation in line 10 of Algorithm 1

(Default α = 0.2). A term is assigned to the list of top terms of a term cluster if it is

more similar to its center according to Cosine similarity.

Each term cluster contains a list of terms in which one could imagine that all these

terms may belong to a single imaginary document. The average tf-idf score of these

terms in all documents is considered as the tf-idf score of terms in this imaginary

document (line 11 of Algorithm 1). This imaginary document is now the center of

document clusters. Several documents are assigned to each document cluster center

based on Cosine similarity. The number of assigned documents for each document

center is related to the user confidence level (line 17 of Algorithm 1). The KMeans

algorithm uses these seed documents to initialize the document clusters and then

assigns all the remaining documents to each cluster. Based on our experiments in

Section 2.4.1, KMeans can produce promising results by having good seed documents.
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The proposed framework for iKMeans can be reused for other clustering algo-

rithms. To do so, one could only replace lines 2 and 23 of Algorithm 1 with other

algorithms. For the first iteration (line 2 of Algorithm 1) which is for finding the

top 5 terms for each term cluster, one can use LDA to extract keywords. Instead

of KMeans (line 23 of Algorithm 1), the Labeled LDA [81] or any semi-supervised

(based on document labels) algorithm can be used as the clustering algorithm. Al-

gorithm 2 is the pseudo code for the general framework. This algorithm is similar to

Algorithm 1 with a higher abstraction level. Line 2 and 12 in Algorithm 1 are the

ones that user can apply different algorithms.

The independence of the proposed system from the clustering algorithm enables

the user to switch between different clustering algorithms on demand.

Algorithm 2: General Framework

1 if firstIteration then

2 termClusters ← Generate term clusters;

3 get top terms of each term cluster;

4 else

5 termClusters ← User defined top terms

6 end

7 calculate the center of the term clusters;

8 expand key-terms for each term cluster based on user confidence;

9 calculate the center of the term clusters;

10 find top (due to user confidence) seed document for each term cluster;

11 calculate the center of the seed documents;

12 Doc clusters ← Use seed documents to guide the clustering algorithm and then

cluster documents;

2.3.3 Document Projection

Projecting all documents in a 2D space gives the user a global view of the document

clusters with their internal and external relations. Principal Component Analysis

(PCA) [102] and t-Distributed Stochastic Neighborhood Embedding (t-SNE) [65] are
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among the most popular approaches for projection of documents. The t-SNE demon-

strate better performance in visualizing clusters of data point than the PCA [65]. The

t-SNE and PCA use the bag of words representation of documents to calculate the

pairwise similarity between documents. In t-SNE, there is a chance that data points

are loosely grouped and consequently, there may be many overlaps between data

points from different clusters which makes it difficult for the user to fully understand

the structure of clusters. The UTOPIAN [29] and TopicLens [51] systems tried to

tackle this problem by multiplying the pairwise distance of data points belonging to

the same cluster by a particular factor. In this way, data points belonging to the same

cluster are grouped together which results in a clearer view of clusters. The prob-

lem with this approach is that by changing the pairwise distance of data points the

position of nodes are no longer that match meaningful and the user cannot visually

find similar documents belonging to different clusters. In our system, we used t-SNE

to project document clusters and combined it with Force-directed placement [37] to

illustrate the clusters more distinctly with fewer data points overlap. In the following

we briefly describe the structure of Force-directed placement and t-SNE algorithms

and then we demonstrate how we combined these two algorithms (extended t-SNE)

for better projection of documents.

Force-directed placement: The Force-directed placement does not consider the

pairwise similarity of data points, instead, it projects them in a way that reduces the

number of cross-links (edges) based on different forces. Let xi denotes the coordinate

of the data point (node) i, the Γ(i) be the set of neighbors of i, and ‖ xi − xj ‖ the

Euclidean distance between two data points. These two nodes are neighbors if there

is an edge between them. The repulsive force fr between two nodes is according to

Equation 2.5 and the attractive force fa between two neighboring nodes is defined as

Equation 2.6. The attractive force exists only for neighboring nodes. These forces

somehow resemble Hookes Law.

fr(i, j) =
−CK2

‖ xi − xj ‖
, i 6= j, K =

√
area

#nodes
(2.5)

fa(i, j) =
‖ xi − xj ‖2

K
, i, j = neighbor (2.6)

In Equations 2.5 and 2.6, K is a parameter known as optimal distance and is calculated

based on projection area and the number of nodes [37]. The C is a constant for
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(a) The original t-SNE (b) Cluster labels added (c) 2 Force-directed ticks plus adding
edges

(d) 10 Force-directed ticks (e) 100 Force-directed ticks

Figure 2.2: The comparative result of t-SNE (a, b) and the t-SNE combined with
Force-directed (c, d, e). Cluster labels are based on clustering algorithm. Even with
applying a few Force-directed iterations a clearer projection of documents is producing
(d). If the number of Force-directed iterations increases, the result of t-SNE will be
similar to the Force-directed layout (e). A subset of 490 randomly chosen documents
of BBC sport data set [39] is used in these figures.

regulating repulsive and attractive forces between nodes. Equation 2.7 shows the

combined repulsive and attractive forces of the node i [46].

fi(i, x,K,C) =
∑
i6=j

− CK2

‖ xi − xj ‖2
(xj − xi)+ (2.7)

∑
j∈Γ(i)

‖ xi − xj ‖
K

(xj − xi).

The overall energy of all nodes is defined as Equation 2.8. The Force-directed place-

ment tries to minimize the total energy of nodes. The forces can be minimized itera-

tively by moving nodes according to their forces’ direction (each iteration is called a

tick). In the first iteration, all nodes are placed randomly in the area. The BarnesHut
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(a) Only Force-directed placement (b) The augmented t-SNE

Figure 2.3: The user has an access to both augmented t-SNE (b) and only Force-
directed placement (a) layouts. If the user clicks on a node in one of these layouts,
that node will be highlighted in another layout as well.

approximation [10] is usually applied to make the optimization of forces faster.

Energy(x,K,C) =
∑

i∈V ertices

f 2(i, x,K,C). (2.8)

t-SNE: The t-SNE minimizes the divergence between the distribution of input

nodes and the distribution of corresponding nodes in the low-dimensional (typically 2

or 3) space according to their pairwise similarity. Let I = {x1, x2, ..., x|D|} be the set

of input nodes and |D| the number of documents in the document-term matrix. Each

node in I has the dimension equal to the vocabulary size of the document collection.

The node xj is similar to node xi based on the conditional probability described in

Equation 2.9 [99].

p(j|i) =
exp(− ‖ xi − xj ‖2 /2σi2)∑
k 6=i exp(− ‖ xi − xk ‖2 /2σi2)

, p(i|i) = 0 (2.9)

In Equation 2.9, the σi is the bandwidth of the Gaussian kernels and is set based on

the user predefined perplexity. Let O = {y1, y2, ..., y|D|} be the set of counterparts

of nodes in I in the corresponding low denominational space. Thus, the similarity

between node yj and yi is computed as Equation 2.10.

q(j|i) =
exp(− ‖ yi − yj ‖2)∑
k 6=i exp(− ‖ yi − yk ‖2)

, q(i|i) = 0 (2.10)

The location of data points (nodes) is determined as a result of minimization of the

joint distribution of P andQ. This task is iteratively done by optimizing the Kullback-

Leibler divergence (Equation 2.11). Similar to the Force-directed placement, nodes
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are attractive or repulsive to each other based on their p and q probabilities in each

iteration.

KL(P ‖ Q) =
∑
i6=j

pijlog
pij
qij
. (2.11)

Extended t-SNE : Projecting documents with only t-SNE forces may lead to an over-

lapped view of documents (data points). In order to improve the result of the t-SNE

based projection, we combined Force-directed placement forces with t-SNE ones.

First, only t-SNE forces are applied to nodes until they get balanced, then based

on the current location of nodes, Force-directed placement forces will be applied to

nodes. Let iter be the number of iterations that Equation 2.11 gets optimized, and

[u ≥ iter] be a function to be 0 when u < iter and 1 otherwise then data points (doc-

uments) project based on Equation 2.12. The λ is a regulatory constant to control

the impact of Force-directed placement on data points.

Pr(P,Q, x,K,C) =KL(P ‖ Q)+ (2.12)

λ[u ≥ iter]Energey(x,K,C)

The Energey(x,K,C) function of Equation 2.12 will be applied iteratively to nodes.

A few iteration of it can significantly improve the projection of data points located

by t-SNE. Fig. 2.2a demonstrates the projection of 489 documents belonging to BBC

sport dataset [39] based on original t-SNE. After assigning the nodes label by the

clustering algorithm it is clearer that some nodes are overlapped (Fig. 2.2b). After

certain iterations of t-SNE, the forces between nodes will be changed to the Forced-

directed ones (Figs. 2.2c, 2.2e, 2.2d). As the goal of Force-directed placement is

reducing the number of cross-links, before applying the Force-directed forces, we add

links to nodes. The links are according to the cosine similarity between the bag of

words vector representation of documents (nodes). The two nodes will have a link if

they are similar due to a certain threshold. Even applying a few Force-directed forces

the overlaps between nodes decreases significantly while preserving the meaningful

(based on t-SNE) locations of nodes (Fig. 2.2d). If the number of Force-directed

iterations increases, the result of t-SNE will be similar to the original Force-directed

layout (Fig. 2.2e).

Projecting documents based on Forced-directed approach will place documents

with similar cluster labels together while placing the isolated nodes far from the
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center (Fig. 2.2e). The problem with Forced-directed placement is that the location

of nodes is not according to their pairwise similarity (contrary to t-SNE). This means

that two nodes placed near each other are not necessarily similar to each other. In

addition to the augmented t-SNE with the Force-directed projection (Fig. 2.3b) of

documents, we also provide the user the projection of documents only with the Force-

directed layout (Fig. 2.3b). If the user clicks on a node in one of these layouts, that

node will be highlighted in another layout as well (Fig. 2.3).

2.3.4 Visual Components

The overall picture of the proposed web-based user-centered system is depicted in

Fig. 2.4. The system contains several components called view. The name of each

component is indicated in its header part. The size and the location of each view are

designed as a result of our user study due to their importance and usage frequency

(see Section 2.4.4). The Graph view is the most frequently used component, and views

on its right part are more frequently used than the ones on the left. The user has the

freedom of resizing and relocating every component of the system. The components

are interconnected to each other and changing a parameter in one could impact the

other components as well. In Fig. 2.4 the components with the similar colorful header

are sharing information about the selected cluster (the one with red color margin) in

Cluster view. As depicted in Fig. 2.1, the user first determines the number of clusters

then the system clusters the document collection and visualizes the result in different

views (Fig. 2.3). The user gains benefit from views to get insights into the document

collection to provide feedback to the clustering algorithm. The feedback is in terms

of adding, removing, and reordering of clusters’ top terms or adding a new cluster

or removing a cluster (which change the number of clusters) in Cluster view. The

user can iteratively interact with the clustering algorithm several times and in each

iteration can ask a different clustering algorithm to cluster documents. The clustering

result can be saved in each iteration so the user can rollback the previous results of

clustering.

The document’s glyph in Graph view (Fig. 2.5) contains information such as

document cluster(s) color, document’s name, and a list of top terms based on its

terms tf-idf score. The user can find the location of the selected document in the
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Figure 2.4: The visual interface of the proposed system. In the middle, the projection
of 737 documents of the BBC Sport dataset is depicted (Graph view). On the left,
we see the Cluster tree view for a hierarchical display of clusters and documents, the
Document view for showing the plain text of documents, and the Document-cluster
view to depict the relatedness of the selected document to each cluster. The name
of each visual component is given in its header. On the right, we see the Clusters
view, which demonstrates top terms of clusters, the Term cloud view for highlighting
top terms of a selected cluster or set of documents, the Cluster key-terms view for
listing top terms of a selected cluster with their level of importance (bar charts), and
beside it the Term-cluster view to depict relatedness of a selected term(s) in Cluster
key-terms view to each cluster. The views with colored header are all related to the
selected cluster in the Clusters view. The selected cluster has a red margin and the
same header color. The user can add, remove, rename or recolor a cluster or merge
two clusters in Clusters view. The feedback to the clustering process by changing the
number of clusters or adding/removing terms in Clusters view, as well as adding or
removing cluster. The user can send changes made by pressing the cluster button on
the top of the Graph view.

Document view by the red color stroke of a glyph, or load the textual content of a

node in Document view by clicking on the name of a cluster in node’s tool-tip. If

a document belongs to more than one cluster, its inner color turns to black. This

is more convenient for the user to spot multi-clustered documents than using Pie

Visualization when there are many documents. The user can zoom in/out the Graph

view to have a better view of documents. The glyphs are connected according to
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Cosine similarity. If the user change the threshold, links will be added/removed

from graph view in real time. By setting the Cosine distance threshold to zero, all

duplicated (repetitive) documents will still have a link. Two documents are repetitive

if they share exactly the same textual content with different file names. If the user

clicks on a glyph (see Fig. 2.3), that glyph and its neighbors will be highlighted in

both augmented t-SNE and Force-directed layouts (the second tab in Graph view).

It is possible to add more nodes to the selected nodes (keep function) or remove a

node from the selected nodes (un-keep function). The user can get the summary of

selected nodes in Term cloud view. Let G be a set of selected glyphs (documents),

and M |G|×|W | a subset of document-term matrix containing selected documents. The

score (its level of importance) of a term t belonging to the selected documents is

defined as Equation 2.13.

Score(ti) =
1

|G|
∑
j∈G

Mji (2.13)

In Term cloud view, a term with the higher score has a larger font size with a darker

color. The single color term representation helps the user to spot the important terms

faster than the colorful version of it. It is possible to switch between single color to

the colorful version in case of better spotting of bigram terms.

Selecting terms in Cluster key-term view, highlights all documents (nodes) con-

taining those terms in Graph view, and Document view. This will help the user to

find the discriminative power of selected terms which is somehow similar to visualiz-

ing the tf-idf score of selected terms. We chose the grayscale color for highlighting

the selected terms in Cluster key-term view, and Document view to differentiate them

from the clusters’ color. The user can search a term in the document collection and

directly add it to the list of top terms of a cluster. The documents relatedness in

Document-cluster view and term relatedness in Term-cluster view are calculated by

the Chi-squared statistic (χ2) using assigned clusters labeled by the clustering algo-

rithm. Chi-squared statistic is a supervised feature selection algorithm.
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Figure 2.5: The Document’s glyph in Graph view. The inner circle indicates document
cluster color and the outer one demonstrates its selection status. The left glyph with
red color stroke is the selected document in Document view. Selecting a node in
Graph view, turns the node stroke color from gray (the middle glyph) to black (the
right glyph). The user can see the node’s document name, cluster name, and a list
of top terms of each node by hovering the mouse on a glyph.

2.4 Experiments

In this section, a quantitative evaluation, a usage scenario, a case study and a user

study are reported to examine the quality and effectiveness of the proposed sys-

tem. The proposed web-based system is implemented in Python in the back-end

and Javascript, jQuery, HTML, and D3 [19] in the front-end. The result of document

clustering can be saved as a Zip file of clustered documents, MindMap, or VNA graph

format. The following datasets are used in our experiments.

• BBC Sport: This dataset was introduced by Greene and Cunningham [39] which

contains 737 news articles about 5 sport categories extracted from BBC website

from 2004-2005.

• Yahoo Answers: A collection of 189,467 questions and answers extracted from

Yahoo! answers website with 20 top-level and 280 sub-categories [28]. In the

user study (Section 2.4.4), we used 6 sub-categories containing general questions

about Computer, Education, Music, Food Receipts, General Health, and Society.

For each category we randomly selected 100 question and answer pairs.

• R8: A subset of Reuters-21578 dataset containing 8 categories with 2,189 test

and 5,485 training documents (7,674 documents together) [25]. Reuters-21578

is a popular dataset for text classification with 21,578 documents extracted from

Reuters newswire in 1987 then assembled by David Lewis [86].
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• NewsSeparate: This dataset contains 381 news feeds manually categorized into

13 categories [77]. In the user study (Section 2.4.4), we randomly selected 100

documents belonging to 4 categories from this dataset.

• WebKB: This dataset is 4199 faculty, student, project, and course web sites

crawled from the computer science faculty website of four universities in January

1997 [31].

• NG5: This dataset is a subset of 20 Newsgroups2 dataset including 5 categories

with 80 randomly chosen documents for each category. Newsgroups dataset

consists of nearly 20,000 messages of Internet news articles with 20 categories

collected by Ken Lang [55].

2.4.1 Quantitative Evaluation

The impact of using unigram and bigram, as the bag of words representation of

documents, on the clustering algorithm are presented in Table 2.3. Based on different

evaluation metrics, the combination of unigram and bigram can have some negative

impacts on the quality of the clustering algorithm but users may find more meaningful

phrases by having bigrams. The default configuration is only unigrams unless the

user decides to have bigrams as well. In this experiment, we selected Fuzzy C-means

algorithm as clustering algorithm and reported the average result of 20 runs. The

feature selection is based on mean-tf-idf method. The experiment is evaluated by

Adjusted Random Score (ARS), Adjusted Mutual Information (AMI), Homogeneity

(H), and Average Silhouette (S) (the average of all documents’ Silhouette score).

ARS is a measure of similarity between the ground truth clustering and the clustering

algorithm [49]. The ARS value near 0 indicates the random labeling. ARS is penalized

by the number of false positive and false negative predictions. Mutual Information

is a measure for calculating the amount of mutual information between predicted

labels and the actual labels. AMI is an adjustment of the Mutual Information to

reduce the effect of the agreement by chance and it is 0 in random labeling [100].

A clustering result has a higher Homogeneity score (between 0 and 1) if its clusters

contain more documents which are members of a single class [87]. Silhouette is an

2www.qwone.com/~jason/20Newsgroups/

www.qwone.com/~jason/20Newsgroups/
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unsupervised metric for evaluation of the document clustering algorithm and helping

the user to find the optimum number of clusters [88]. The Silhouette is between −1

and 1 in which the higher positive value for a document shows it is more similar to

the assigned cluster than the other clusters.

We compared different clustering algorithms with our proposed framework without

the user interactions in Table 2.4. The experiments are as a result of using unigrams

with mean-tf-idf as feature selection, and algorithms are initialized randomly. First,

iKMeans (Algorithm 1) receives the top 5 terms for each cluster from the output of

the Fuzzy C-means algorithm, then it to provides seed documents for the KMeans

algorithm. In all of the datasets iKMeans performed better than KMeans which

demonstrates the effectiveness of our proposed framework. Comparing iKMeans with

LDC and Fuzzy C-means algorithms shows that there is not any clear winner and

some approaches performed better in some datasets but not in all.

In the next experiment, the interactivity feature of the KMeans algorithm which

is called Seeded KMeans in Table 2.5 is evaluated. In this experiment, the documents’

label are provided as supervision to the algorithm so instead of random initialization it

has been initialized based on these documents. This is somehow simulating lines 1-21

of Algorithm 1 by directly providing the seed documents to the clustering algorithm

(KMeans). We provided four different sets of seed documents.

• Bad Seeds : In the case of Bad Seeds, 3 seed documents are assigned to each

cluster where all of these seed documents have a similar label.

• Semi Bad Seeds : If the number of seed documents per cluster is reduced to 1,

Semi Bad Seeds situation will occur.

• Good Seeds : For clustering with Good Seeds, 5 seed documents are assigned

to each cluster, where each cluster’s seeds are labeled to a single correct label

different from other clusters’ seeds.

• Semi Good Seeds : Reducing the number of seed documents to 1 results in a

Semi Good Seeds setting.

The results in Table 2.5 demonstrates that by providing a few good labeled doc-

uments KMeans performance increases significantly. On the other hand, the Fuzzy
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C-means performance did not change with this number of documents and more seeds

are needed to impact the result of it. From the user’s point of view, the algorithm

which could be improved with a fewer number of interactions is more favorable.

The impact of user confidence (lines 10 and 17 of Algorithm 1) on the result of

clustering is depicted in Fig. 2.6. The higher the confidence the lesser is the expansion

of user’s terms which result in a cluster containing documents having only the user’s

terms (Fig. 2.6b). With lower confidence level the user’s terms will be expanded and

consequently, the resulting cluster will have more documents.

Table 2.3: The impact of bigram and unigram on the clustering result (The average
20 runs of Fuzzy C-means algorithm)

Dataset
Name

Evaluation metric Unigram
Unigram
& Bigram

R8
(7674 doc.
8 classes)

Adjusted Random Score 0.290 0.233
Adjusted Mutual Info 0.397 0.371
Homogeneity 0.585 0.540
Average Silhouette 0.089 0.058

WebKB
(4199 doc.
4 classes)

Adjusted Random Score 0.302 0.296
Adjusted Mutual Info 0.354 0.341
Homogeneity 0.368 0.356
Average Silhouette 0.025 0.014

Table 2.4: The comparison result of clustering algorithms with random initialization
(The average 200 runs for each algorithm).

Dataset
Name

Metric
Fuzzy

C-means
LDC KMeans iKMeans

NG5
(400 doc.
4 classes)

ARS 0.521 0.501 0.201 0.628
AMI 0.614 0.577 0.297 0.710
H 0.619 0.582 0.306 0.714
S 0.090 0.074 0.034 0.087

R8
(2189 doc.
8 classes)

ARS 0.353 0.440 0.195 0.305
AMI 0.438 0.481 0.387 0.447
H 0.637 0.659 0.473 0.592
S 0.092 0.083 0.077 0.092

WebKB
(4199 doc.
4 classes)

ARS 0.310 0.324 0.265 0.320
AMI 0.337 0.326 0.281 0.311
H 0.354 0.337 0.283 0.314
S 0.027 0.025 0.024 0.022
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Table 2.5: The role of seeds (documents) quality in the result of document clustering.
The NG5 dataset is used in this experiment.

Seed
Type

Evaluation metric
Fuzzy

C-means
Seeded

KMeans

Bad seeds

Adjusted Random Score 0.558 0.006
Adjusted Mutual Info 0.647 0.006
Homogeneity 0.651 0.051
Average Silhouette 0.104 0.010

Semi-bad
seeds

Adjusted Random Score 0.486 0.067
Adjusted Mutual Info 0.588 0.198
Homogeneity 0.593 0.208
Average Silhouette 0.102 0.052

Semi-good
seeds

Adjusted Random Score 0.548 0.305
Adjusted Mutual Info 0.641 0.414
Homogeneity 0.646 0.422
Average Silhouette 0.103 0.048

Good
seeds

Adjusted Random Score 0.545 0.637
Adjusted Mutual Info 0.639 0.711
Homogeneity 0.644 0.715
Average Silhouette 0.103 0.088

(a) Before re-clustering. (b) Higher Confidence. (c) Lower Confidence.

Figure 2.6: The impact of the confidence level on the clustering result. The BBC
Sport dataset before (a) and after (b, c) sending re-clustering signal.

2.4.2 Usage Scenario

The scenario presented here demonstrates how a user can change the topics and

number of clusters in order to reflect her preferences in the process. The author of

this thesis perform the usage scenario. Although the framework is very flexible and

different users may choose to operate by employing different modules, we follow one

possible set of steps to illustrate the process and the support our framework offers.
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Figure 2.7: Use case 1: clustering NewsSeparate - Iteration 1: Term clouds of different
subgraphs of “cluster1” and “cluster4” show that these clusters must be separated
to obtain finer sub-clusters. Top five key-terms of each cluster are shown in the rect-
angles. Document-Cluster View shows that a single document belongs to “cluster1”
and “cluster3” with different degrees of relevance.

To this end, we have employed NewsSeparate which contains news articles in 13

topics that can be identified as “Trial of Zacarias Moussaoui”, “Viondrug dispute”,

“Tennessee Tornadoes”, “Stock Price”, “Iraq Suicide”, “Nepal Strikes”, “Masters

Augusta (Golf)”, “Katie Courie”, “Immigration Bill”, “Hamas”, “Enron Insurance

case”, “Bird Flu”, and “Da Vinci Code dispute”.

Table 2.6: The Silhouette indices of clusterings generated on NewsSeparate in each
iteration. The Silhouette indices of t-SNE and Force Layout are independent of the
user interaction. The Silhouette index of the clustering shows the quality of clustering.

Average Silhouette
Iteration1 Iteration2 Iteration3 Iteration4

Clustering 0.0830 0.1718 0.2011 0.2224
t-SNE 0.0522 0.2305 0.3530 0.3385
Force Layout 0.0474 0.2423 0.3774 0.4681

Even though we know the number of classes, the initial clustering was generated

with five clusters. The rectangles of the clusters, the graph representation of the

clustering, and a term cloud of each subgraph are depicted in Fig. 2.7. Based on the

key-terms of the rectangles, one can observe that the topics of clusters were “Golf”,

“Tennessee Tornadoes”, “Hamas and Palestine”, “Bird Flu”, and “Immigration Bill”.

The average Silhouette indices of this iteration are shown in Table 2.6.
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The term clouds of the subgraphs clearly demonstrate that multiple disjoint groups

of documents (based on similarity) were assigned to the same cluster. For instance,

the term clouds of two subgraphs of “cluster1” correspond to the documents of “Trial

of Zacarias Moussaoui” and “Tennessee Tornado”. This observation clearly implies

that the number of clusters should increase.

We observed that a few documents were assigned to more than one cluster (black

nodes in the graph). A part of these documents contain discussions about the eco-

nomic aspect of bird flu and were placed into both “Stock Price” and “Bird Flu”

clusters. The other documents cover two topics of “Tennessee Tornadoes” and “Bird

Flu”.

After analyzing the results, we decided to add five new clusters for the next

iteration. The topics of the new clusters were specified by using terms in the term

clouds, term lists, and document contents. A re-clustering signal along with the term

lists were sent to the clustering algorithm.

It is logical that the topics of document clusters alter after each iteration; for

instance, “cluster1” in the following iterations will not represent the same topic as in

the current iteration.

The results of the second iteration are depicted in Fig. 2.8. Documents were

grouped into ten clusters and improvement was achieved based on the Silhouette

index [Table 2.6]. The improvement confirms that increasing the number of clusters

was successful. Nevertheless, there were still different groups of documents placed

in the same cluster. We thus added two new clusters targeting at segregating these

topics.

The output of the third iteration is shown in Fig. 2.9. We observed that some

documents were mistakenly placed in cluster “Da Vinci Code dispute” while they

actually belong to “Stock Price”. These topics share key-terms such as “London”,

“legal”, and “expected”. We thus removed these common key-terms from the rect-

angles for the next iteration. The alternative was to keep them in the rectangles

with different levels of relevance but we did not have enough knowledge about the

collection to do so.

For the fourth iteration, we added two new clusters [Fig. 2.10] and we decided to

stop at this point.
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Figure 2.8: Use case 1: clustering NewsSeparate - Iteration 2: Except for “cluster1”,
most clusters contain only one group of adjacent documents. There are two groups
of documents in “cluster1”. The topic of one group is “Trial of Zacarias Moussaoui”
and the topic of the other one is “Tennesse Tornadoes”. Based on the term clouds,
there are some common terms like “death” in both groups. The Term-Cluster View
shows the relevance of term “trial” in document clusters.

Figure 2.9: Use case 1: clustering NewsSeparate - Iteration 3: The term cloud of
“cluster1” shows that a new cluster is needed to separate topics of “Enron Insurance
case” and “Trial of Zacarias Moussaoui”. The Term-Cluster View of “immigration”
shows that it is more related to “cluster4” than to “cluster11”.
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Figure 2.10: Use case 1: clustering NewsSeparate - Iteration 4: Result of clustering
NewsSeparate after four iterations. Most groups of adjacent nodes of the graph are
in distinct clusters. Some clusters, however, could be distilled further, for instance
“cluster10”.

This use case shows the efficacy of the framework to generate user-desired cluster-

ings by increasing the number of clusters and specifying the topics of interest. The

same scenario is applicable to form the clusters in a top-down approach by merging

clusters and reducing the number of clusters.

2.4.3 Use Case

We asked a computer science researcher with good knowledge about document clus-

tering to cluster the Yahoo Answers dataset without mentioning the subject of the

dataset to her. The use case took 40 minutes including 20 minutes for system in-

troduction. We recorded the user interactions and have reported the summary of

them in this paragraph. First, the user asked the clustering algorithm to generate 4

clusters which Fig. 2.11a demonstrates the initial result of the clustering. Second,

the user checked the Term Cloud of clusters to know their subject and by looking at

the Graph view, she noticed that there were two dense groups of documents in the

cluster with the topics Cancer, Syndrome, and Lymphoma. Third, the user selected

several nodes related to one of these groups of documents in the Graph view with the

help of the Keep function. She noticed that these nodes were about education and

university (The blue Term Cloud in Fig. 2.11a), so she selected the top three terms

from Term Cloud and created the new cluster. The new clustering result after adding
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a new cluster is depicted in Fig. 2.11b. The new cluster (blue color) now had two

dense sets of nodes. Fourth, the user found out that terms such as Education were

common between these two sets of documents by the help of Term-cluster view. On

the other hand, one of the sets of documents was more about Language, French, and

Spanish so she decided to create a new cluster. The user also removed the term Ed-

ucation from the blue color cluster to help the clustering algorithm to separate these

two sets of documents. The result of clustering after the third interaction of the user

is in Fig. 2.11c. The improvement in the Silhouette score after each interaction (see

Table 2.7), gave the user more confidence about the usefulness of the user feedback

to the clustering algorithm. The Silhouette score of the t-SNE is calculated based on

the x and y coordinate of each document in the 2D space while for the Clustering is

based on the bag of word representation of each document. Because of that, it is not

meaningful to compare the Silhouette score of the t-SNE with the Clustering.

Table 2.7: The improvement of the Avg. Silhouette after each interaction.

Avg. Silhouette Interaction 1 Interaction 2 Interaction 3
t-SNE 0.3493 0.3533 0.3544
Clustering 0.1267 0.1382 0.1530

2.4.4 User Study

We invited 18 participants (9 male, 9 female) for a user study. The participants were

computer science students with at least acceptable knowledge of document clustering

and strong English comprehension skills. The study was in an office with a single

monitor with 1920x1200 resolution. In this study, we had two research questions:

1) evaluate the impact of users’ interactions on the quality of document clustering.

2) study if the visualization assists the users in obtaining better insight into the

document collection and to improve the clustering result. To find the answer to these

questions we designed two separate tasks. For each user, 20 minutes of training and

50 minutes for two tasks of the study was provided.

In the first task, we gave each of the 18 participants 30 minutes to cluster the

Yahoo Answers dataset. Each document in this dataset was renamed to prevent the

user from finding the correct cluster label of documents by their name. We did not
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(a) Initial clustering result.

(b) Second interaction. (c) Third interaction.

Figure 2.11: The screen-shots of different interaction rounds conducted by the user.
The Yahoo Answers dataset and the iKMeans algorithm is used in this use case.

provide any information about the topics of the dataset and its number of clusters.

To provide similar condition for each user, each one started with the result of random

initialization of the clustering algorithm with 3 clusters. We recorded every operation

that users conducted during this task. The average frequency of five important actions

of the term-based interactive clustering that users conducted is in the middle section

of Table 2.8. The following items are the summary of findings in the first task.

• The high standard deviation for the number of Add term, indicates that some

users generated a longer list of key terms as the supervision to the cluster-

ing algorithm. There is a +0.42 (Pearson) correlation between the number of

Add term and the Homogeneity score of the final clustering result after users’

interactions.
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Table 2.8: Statistics about the study. The left table demonstrates users’ vote for
visualization modules. The middle table is average number of important users’ inter-
actions in the first task. The right table highlights the most frequent users’ operations
and the name of its parent module.

Module name # Votes Action name Avg. Count Operation description Module name Percent
Document-cluster
& Document view

4 Re-clustering 7.17 ± 4.78
Highlight documents
containing the selected term

Graph view 11.45%

key-terms view &
Term-cluster view

6 Add term 25.39 ± 26.42
Click on a cluster to load
its information on views

Cluster view 10.95%

Cluster view 5 Remove term 5.61 ± 5.77
Mouse over a node to see
its information (tool-tip)

Graph view 7.56%

Term cloud view 6 Add cluster 4.22 ± 2.05 Creating terms cloud Term Cloud view 6.86%

Graph view 14 Remove cluster 0.33 ± 0.77
Click term in key-term view
& load Term-cluster view

key-terms view &
Term-cluster view

6.69%

• The users categorized this dataset to 5.7± 1.3 clusters in average which is close

to the actual number of classes in this dataset.

• The most frequent operations users did during this task is summarized in the

right section of Table 2.8.

• The users were asked in the post-task questionnaires to vote for each module of

the system (multiple votes were allowed). The approval of the popularity and

the importance of the Graph view by the users is demonstrated in left part of

Table 2.8.

Figure 2.12: The comparison between the initial clustering and the final clustering
after user interactions. The final2 is after removing outliers.

In order to investigate the impact of users’ interactions on the quality of the final

clustering result, we compared the initial result of the clustering and the result of the
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clustering after user interactions in the first task. The evaluation metrics are Adjusted

Random Score (ARS), Adjusted Mutual Information (AMI), Homogeneity (H), and

Average Silhouette (S) (See Fig. 2.12). Results demonstrate that user supervision

significantly improved the result of clustering. During the study, four participants

misunderstood the instructions and were not able to complete the task properly. A

higher performance with less Standard Deviation was achieved after removing these

participants (Final2 bar charts in Fig. 2.12).

Table 2.9: Comparing the result (number of correct answers) of the system with (Vis.)
and without (Base) visualization and their significance differences based on Wilcoxon
signed-rank test with p < 0.05.

Question Base Vis. P-value
1-Provide a title for each cluster 14/18 16/18 0.2119
2-Give the names of two clusters
with most similar topics

4/18 9/18 0.0184

3-For each cluster, provide at least
1 term belong to other clusters as well

2/18 9/18 0.0054

The overall (for all questions) 20 34 0.0023

In the second task, we studied the impact of the user interface on giving the user

better insight into the document collection. The NewsSeparate dataset with 3 initial

clusters is elaborated in this task. The users were unfamiliar with the content of the

dataset prior to the experiments. A questionnaire was provided to each user, who had

10 minutes to complete it (See Table 2.9). We asked the user to answer these questions

twice (two modes); once with and once without (base mode) the visualization. In the

without visualization mode, the ordered list of the top terms of each cluster and the

folder of documents related to each cluster was provided. The users were able to use

the Windows file explorer feature and the Notepad++ application to dig into the

clustering result in this mode. These are the usual tools that users use when using an

automatic clustering algorithm without the visualization. We did not inform the users

that in both modes they are answering the same questions about the same dataset.

We randomly divided the participants into two halves. For the first half the clustering

results with and for the second half without visualization was provided first. For the

first question, the users were able to answer this questions properly in both modes.

We believe the reason is that the ordered list of the top terms for each cluster is a
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good description of each cluster and it was easily accessible in both modes. For the

next two questions, the result of the visualization mode is statistically significantly

better which shows the effectiveness of the visualization. The order of providing the

visualization or the base mode at first did not have a statistically significant impact on

the quality of users’ answers. The overall comparison result in Table 2.9 demonstrates

that the visualization is significantly better than the base mode.

Table 2.10: The Post-task questionnaire. Questions 1-10 are from Software Usability
Scale (SUS) questionnaire [21]. All questions are in 5-point Likert scale agreement
scores (the higher, the more agreement).

Question Avg.
1-I think that I would like to use this system frequently 4.28±0.83
2-I found the system unnecessarily complex 2.28±0.83
3-I thought the system was easy to use 4.22±0.65
4-I think that I would need the support of a technical
person to be able to use this system

2.22±1.06

5-I found the various functions in this system were
well integrated

4.61±0.50

6-I found there was too much inconsistency
in this system

1.44±0.62

7-I would imagine that most people would learn to
use this system very quickly

4.17±0.92

8-I found the system very cumbersome to use 2.17±1.04
9-I felt very confident using the system 4.28±0.75
10-I needed to learn a lot of things before I could
get going with this system

2.28±1.13

11-It is more meaningful to use phrases instead of
single words to determining the clusters topics

3.89±0.83

12-Term based visualization and term labeling is a
useful way in generating desired cluster topics

4.67±0.69

13-The user interface is a useful tool for document
clustering in general

4.67±0.59

14-I would like to use the system in the future 4.61±0.70

Three more questions were asked from the users to test the ease of use and the

learnability of the visualization. The first question asked which cluster has the high-

est number of documents and 83% of participants answered correctly. The second

question was about the number of repetitive documents in the collection and 45% of
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participants were able to answer this question correctly. For the third question, par-

ticipants needed to give the number of documents with more than one cluster labels.

The participants 67% answered this question correctly. The low correct answer rate

for the complicated questions such as the second question indicates that we need to

reduce the complexity of the interface and provide a more straightforward solution

for the users.

The result of the post-task questionnaire is in Table 2.10. The goal of these ques-

tions was to get the users experience and opinion during the user study. The first

10 questions of Table 2.10 are selected from the Software Usability Scale (SUS) ques-

tionnaire [21]. The overall average result of answers of participants to the questions

of Table 2.10 demonstrates the effectiveness and usefulness of the proposed system

for interactive document clustering.

2.5 Conclusion

In this chapter, we introduced a novel solution for interactive document clustering.

First, the proposed solution was evaluated in real world datasets by end users, demon-

strating significant improvement in the quality of the clusters over fully automatic

clustering. We built our system based on key-term interaction because of its intu-

itiveness for the user. Second, we introduced an interactive version of KMeans called

iKMeans. The proposed method for iKMeans could be applied to other clustering

algorithms and consequently could be employed in the proposed system. Third, we

have combined the t-SNE algorithm with force directed display for improved pro-

jection of documents. The evaluation result demonstrates the effectiveness of the

proposed system on improving the clustering result.



Chapter 3

Deterministic Seeding of KMeans

In chapter 2 a user study is conducted to evaluate the performance of the proposed

interactive document clustering algorithm. Based on the result of the user study,

we found out that random initialization of the clustering algorithm may confuse the

user because of the inconsistency of results. In this chapter1, we try to improve the

quality of KMeans by introducing a novel initialization method and at the same time

provide consistence result. KMeans is usually initialized by random seeds that can

drastically impact the final algorithm performance. There exist many random or

order-sensitive methods that try to properly initialize KMeans but their problem is

that their result is non-deterministic and unrepeatable. Thus KMeans needs to be

initialized several times to get a better result which is a time-consuming operation. In

this chapter, we introduce a novel deterministic seeding method for KMeans that is

specifically designed for text document clustering. Due to its simplicity, it is fast and

can be scaled to large datasets. Experimental results on several real-world datasets

demonstrate that the proposed method has overall better performance compared to

several deterministic, random, or order-sensitive methods of initializing KMeans in

terms of clustering quality and runtime.

3.1 Introduction

The objective of KMeans is to assign similar data points to the same cluster while

they are dissimilar to other clusters. The gradient descent method is usually used for

optimizing the objective function and due to the non-convex nature of KMeans, the

initial seeds play an important role in the quality of the clustering. There are several

research works that try to provide good seeds for the KMeans. These methods can

be divided into two major categories of non-deterministic and deterministic methods

[27].

1An earlier version of this chapter appeared as [94]

45
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The non-deterministic methods are random or order-sensitive in nature. KMeans

Plus Plus is a well known seeding method that incrementally selects initial seeds one

at a time [5]. In each step, a data point is selected with a probability proportional

to the minimum distance to the previously selected seeds. Because the first seed in

KMeans++ is determined randomly and next seeds are selected based on a proba-

bilistic method, the initial seeds are not repeatable. The KMC2 method improves

the KMeans++ sampling step by Markov chain Monte Carlo based approximation

[7]. Similarly to KMeans++, KMC2 starts with a uniformly random seed then the

next seeds are selected by Markov chains of size m. The key factor for speeding up

the KMC2 is that for each seed selection, it does not need to fully pass through all

the data points and it only needs to compute the distance between m data points

and previously selected seeds. The m is a fixed value, independent of the number of

data points.

While there are many non-deterministic seeding methods, there exist few deter-

ministic ones. The deterministic approaches need to be run only once and it makes

them more practical for larger datasets. The comparison between different determin-

istic methods is presented by [26]. The KKZ method is one of the first deterministic

seeding methods for KMeans [50]. It first sorts data points by their vector’s norm

and the one with the highest value is selected as the first seed. The next seeds will

be selected from data points that have the largest distance to the closest previously

selected seeds. The most important drawback of this method is that it is sensitive to

outliers. To avoid selecting an outlier as the initial seed, the ROBIN approach [41]

uses local outlier factor (LOF) method [20]. This method first starts with a refer-

ence point r that usually is the origin of data points. Then it sorts data points in

decreasing order of their minimum distances from r. It then traverses the sorted list

and selects the first non-outlier node, based on its LOF value. For the next steps,

it sorts data points in decreasing order by their minimum distance to the previous

seeds and, again, the first non-outlier node is the next seed. The LOF method is not

applicable to high dimensional and sparse datasets, which is an important issue in

textual document collections [2].

The PCA-part and VAR-part are two popular deterministic hierarchical initializa-

tion methods for KMeans [96]. They start with all data points as a single cluster and
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then divide the data point into two halves based on Principle Component Analysis

(PCA) [1].

This process continues and at each step, the half with largest average distance to

its centroid is divided into two parts until the required number of seeds is reached.

The result of the previous steps is an approximate clustering of data points; the

centroid of the clusters are used for initializing KMeans.

There are some applications that require determinism. Interactive document clus-

tering is a task that involves a human domain expert in the clustering procedure [13].

First, the clustering algorithm provides the user with initial clustering results, then

the user provides feedback to reflect her idea of a meaningful clustering. If the initial

result is non-deterministic, the user may get confused by the inconsistence clustering

result. It is possible to store the initial data points to make the result of a non-

deterministic method repeatable, but it may lead to a bad quality solution unless one

initializes the clustering algorithm several times and then consider the one which has

optimized the objective function the most which is a very time-consuming process. In

a medical domain, such as cancer subtype prediction, it is essential to have determin-

istic clusters for making a consistent decision and be able to compare the clustering

results with other clustering algorithms [72]. There is a particular treatment plan for

each cancer subtype and in case that a subtype is clustered differently with different

seeds it may impact the patients’ treatment procedure.

In this chapter, we introduce a simple deterministic seeding method for the KMeans

algorithm, called DSKM, with the target of text document clustering. The proposed

method is not only deterministic and reproducible but also improves the overall clus-

tering results. The proposed method tries to find initial seeds that are as diverse

as possible which consequently lead to a better clustering result. The KMeans need

to be initialized by DSKM only once and this makes it fast and applicable to large

datasets. All the code and data is publicly available2.

In Section 3.2, we present our proposed initializing method DSKM. We provide a

review of baseline methods in Section 3.3 and a detailed description of datasets and

evaluation metrics in Section 3.4. Finally, we report extensive experimental results

in Section 3.5.

2https://github.com/ehsansherkat/DSKM

https://github.com/ehsansherkat/DSKM
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3.2 Proposed Method

The key idea of the proposed method is to select k data points that are far from each

other and, at the same time, have a high L1 norm. These data points are used to

initialize the KMeans algorithm. Steps of the proposed method is described in the

following.

Step 1 First the document vectors are created based on terms of document col-

lection after removing numbers, punctuations and stop-words. The document-term

matrix produced as a result of this step is the input of the Algorithm 3. Let D be the

set of documents and d a document in D. The Tfidf weight of term w in document

d is defined as Eq. 3.1, which is a smoothed variant of the classical TF-idf.

Tf idf(w, d, D) = f(w, d)× log |D|+ 1

|x ∈ D : w ∈ x|+ 1
+ 1. (3.1)

where f(w, d) is the frequency of term w in document d. Each document vector is

then normalized by the L2 norm. The high dimensionality of vectors may impact the

results of the clustering algorithm. To reduce the dimensionality, we use a simple but

effective approach for pruning: the terms with a lower mean-Tf-idf score than the

average mean-Tf-idf of all terms.

For each term, the mean-Tf-idf score is calculated based on Eq. 3.2.

mean Tf idf(w, D) =
1

|D|
×
∑
d∈D

tf idf(w, d, D). (3.2)

Step 2 The rows of the document-term matrix are sorted by L1 norm in a way that

the first row of the matrix is the document with the highest L1 norm. Documents

with a higher L1 norm have more impact on grouping similar documents because of

having more key-terms. Therefore, we select the document with the highest L1 norm

as the starting data point (s0). This procedure will generally not select an outlier

document as a seed document.

Step 3 In the third step, we find a data point that is far from the starting data

point and consider it as the first seed.
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(a) Pairwise cosine similarity (b) Pairwise dsim similarity

Figure 3.1: The comparative result of pairwise cosine and dsim similarity of News-
group5 dataset. The darker color indicates the higher similarity between two docu-
ments. The documents are sorted by their class labels and five clusters are clearly
detectable in both heat maps.

Let C |D|×|D| be the pairwise cosine similarity matrix between each pair of docu-

ments. Let cdi be the i-th row of C. cdi corresponds to the vector of similarities of

document di with every other document. It has been shown that the cosine similarity

is a better similarity metric than Euclidean distance for comparing textual documents

[12]. We define the double similarity (dsim) between the document di to document

dj as Eq. 3.3.

dsim(di, dj) =
cdi · cdj

‖cdi‖2

∥∥cdj∥∥2

. (3.3)

The insight for using dsim is that not only two documents, but also their similar

documents, should be far from each other. Using dsim can help to achieve this

goal. The comparison between heat maps of pairwise cosine and dsim similarity of

Newsgroup5 dataset is depicted in Figure 3.1. The darker colors in the dsim heat

map indicate that two documents may have considerable number of common similar

documents. It means that, two documents may be more similar to each other if we

compare their similar documents with each other than directly comparing them.

Let A be the list of document indexes sorted in decreasing order by their L1 norm.

The goal of the third step is finding the first document which has dsim similarity less



50

than a specific threshold from the starting point (s0) by traversing from the first of

list A (Lines 8-13 Algorithm 3).

Let S be the set of seed documents and si ∈ S be the document index of seed i.

The similarity threshold (Lines 1-3 Algorithm 3) is calculated based on Eq. 3.4.

T (si) =
1

|D|

|D|∑
j=1

dsim(dj, Si). (3.4)

T (s0) is the threshold for finding the first seed based on the starting data point s0.

We do not consider the starting data point as the first seed but we will give the chance

for it to be selected in the next steps. Using Eq. 3.4 as the threshold prevents to

select documents that are at the very end of list A which have low L1 norm and less

impact on grouping similar documents. After having found the first document s1 that

passes the threshold, we stop considering other documents and we add it to the seed

document set S. Now, the seed documents set has the size of 1.

Step 4 We find k−1 more seed documents in this step. We start from the beginning

of list of A−S and find the first document which is far from every seed in set S based

on the threshold defined by Eq. 3.4. We iterate this step until k seeds are determined

(Lines 16-22 Algorithm 3). In the case that there is no document far from all the

seeds in S, the following objective function is considered, with the goal of finding

the document, which has the lowest cumulative dsim to every other seed document

(Lines 23-25 Algorithm 3).

argmin(

|S|∑
j=1

dsim(di, sj)), 1 ≤ i ≤ |D|, di /∈ S. (3.5)

This step ensures that the proposed method can always find k seed documents in

every document collection.

After finding the initial seeds, we can directly initialize the KMeans algorithm.

Based on our experiments, we can achieve a higher quality of result if for each seed

document we find a few similar documents based on cosine similarity and then con-

sider their centroid as the final seed. In our experiments, we extended each seed

document with 15 similar documents for all datasets.
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Algorithm 3: Deterministic seeding KMeans (DSKM)

input : k: Number of clusters

Data|D|×|W |: document-term matrix // Step1

output: S:{s1, s2, ..., sk} = Set of seed documents index

1 Function T (si): // Threshold function

2 return 1
|D|
∑|D|

j=1 dsim(dj, si);

3 end

4 C |D|×|D| ← pairwise-similarity(Data, ’cosine’);

5 A:{a1, a2, ..., a|D|} ← sort(Data, ’L1 norm’);

6 s0 ← C[a1] // Set starting point; Step 2;

7 S ← {}

8 for i← 1 to |D| do // Step 3

9 if dsim(C[s0], C[ai]) < T(s0) then

10 S ← ai;

11 break;

12 end

13 end

14 while |S| < k do // Step 4

15 found ← False;

16 for i← 1, ai /∈ S to |D| do

17 if dsim(C[sj], C[ai]) < T(sj),∀sj ∈ S then

18 S ← ai;

19 found ← True;

20 break;

21 end

22 end

23 if found == False then

24 S ← argmin(
∑|S|

j=1 dsim(ai, sj)),∀ai ∈ A, ai /∈ S
25 end

26 end

27 return S
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Complexity Analysis: Let |D| = n be the number of documents and m the num-

ber of unique terms after applying Eq. 3.2 filter. The time complexity of sorting

document-term-matrix and calculating the cosine similarity matrix is O(n log n) and

O(n2m/2) while the time complexity of finding seed documents based on dsim is

O(n2k). Calculating the cosine similarity matrix is the most time-consuming step of

the proposed method but it could easily be processed in parallel. On the other hand,

pairwise similarity matrix is a one time process and it could be calculated once in

off-line processing. In reality, the size of m will be less than a few thousand even

for large textual datasets after selecting important terms, which makes the proposed

approach practically feasible.

3.3 Baseline Methods

We compare three random or order-sensitive seeding methods, Points, KMeans++,

and KMC2 with the proposed method. In the Points method, uniformly k randomly

selected data points are considered as the initial seeds for the KMeans algorithm.

KMeans++ is one of the most widely used seeding methods which has been demon-

strated to achieve better performance result than the Points method [5]. KMeans++

starts with a random seed, then it tries to find the next one as far as possible from the

first seed based on a probability sampling method called D2-sampling. In this sam-

pling method, data points that have higher distance to the previously selected seeds

will more likely be selected as the next seed. This process continues until k initial

seeds are detected. KMC2 method is speeding up KMeans++ algorithm by Markov

chain Monte Carlo sampling based approximation [7]. It has been reported that the

KMC2 has a better quality of results and computational cost than the KMeans++

algorithm. In our experiments, we use the assumption-free version of KMC2 with m

equals to 200.

Two widely used deterministic seeding methods of PCA-part and VAR-part are

compared with the proposed method. The PCA-part method hierarchically divides

the data points into two halves based on PCA. First, it starts with calculating the

centroid of all data points as a single cluster, and the principal eigenvector of the

cluster covariance matrix. Second, it passes throw an hyperplane orthogonal to the

principal eigenvector of the cluster which goes from the cluster centroid to create two
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Table 3.1: Description of Datasets. The Eq. 5.2 is used for feature selection for the
first 7 datasets and for the rest only stop-words and words with frequency less than
20 are removed.

# Dataset #Samples #Dim. #Classes
1 Newsgroup5 400 1450 5
2 Yahoo6 600 2206 6
3 R8 7674 1997 8
4 Newsgroup20 18846 11556 20
5 WebKB 4199 1578 4
6 NewsSeparate 381 380 13
7 SMS 5549 858 2
8 BBCsport 737 969 5
9 BBC 2225 3121 5
10 Wikilow 4986 15441 10
11 WikiHigh 5738 17311 6
12 Guardian 6520 10801 6
13 Irishtimes 3246 4823 7

sub-clusters. The sum distance of each data point in each sub-cluster to its centroid is

calculated and the sub-cluster with a higher value is divided in the next step. Finally,

this procedure is continued until k clusters are obtained. The VAR-part (variance

partitioning) is an approximation to the PCA-part method [96]. In VAR-part the

covariance matrix of the cluster is assumed to be diagonal. In each partitioning

stage, the hyperplane is diagonal to the dimension with the largest variance. Based

on our experiments, using the Euclidean distance leads to similar initialized seeds

compared to cosine distance for VAR-par and PCA-part in all datasets; therefore we

used the Euclidean distance for both methods.

In our experiments, we used the Spherical version of the KMeans algorithm. In

Spherical KMeans the feature vectors are projected to the unit sphere equipped with

the cosine similarity which performs better than Euclidean distance for text document

clustering [33].

We compare the Spherical KMeans with different seeding methods with Fuzzy

CMeans and Von Mises-Fisher Mixture methods. In the Fuzzy CMeans algorithm the

data points can belong to more than one cluster with different membership values

rather than distinct membership to only one cluster [15]. In our experiments, we



54

Table 3.2: Comparing precision of seeds. The average (± std) over 50 runs is reported
for the Points, KMeans++, and KMC2 methods.

Dataset DSKM Points KMeans++ KMC2
Newsgroup5 0.800 0.684±0.145 0.636±0.182 0.692±0.134
Yahoo6 1.000 0.700±0.115 0.613±0.131 0.677±0.070
R8 0.750 0.393±0.120 0.495±0.135 0.443±0.137
Newsgroup20 0.700 0.634±0.064 0.617±0.072 0.638±0.060
WebKB 1.000 0.660±0.179 0.610±0.151 0.655±0.165
NewsSeparate 0.846 0.582±0.084 0.563±0.089 0.614±0.103
SMS 1.000 0.620±0.214 0.630±0.219 0.610±0.207
BBCsport 0.800 0.660±0.140 0.576±0.148 0.656±0.133
BBC 0.800 0.668±0.153 0.580±0.146 0.688±0.145
Wikilow 0.800 0.646±0.090 0.556±0.098 0.676±0.111
WikiHigh 0.833 0.653±0.152 0.627±0.131 0.687±0.123
Guardian 1.000 0.643±0.105 0.577±0.138 0.667±0.120
Irishtimes 0.857 0.611±0.114 0.509±0.149 0.643±0.112

use cosine similarity for the distance measure of the Fuzzy CMeans. The Von Mises-

Fisher Mixture methods is a mixture model for clustering data distributed on the

unit hypersphere based on Von Mises-Fisher distribution [9].

3.4 Datasets and Evaluation Metrics

Datasets Different text document clustering datasets with a diverse number of clus-

ters and documents are adopted to evaluate the proposed method. The description

of datasets is provided in Table 3.1.

We obtained dataset Newsgroup5 by selecting 5 categories of the Newsgroup203

dataset each containing 80 randomly chosen documents. The Newsgroups20 dataset

consists of nearly 20,000 messages of Internet news articles with 20 categories. The

Yahoo6 is a sub-collection of questions and answers extracted from the Yahoo! An-

swers website [28]. We used 6 sub-categories with 100 randomly selected question and

answer pairs. R8 is a subset of Reuters-21578 dataset containing 8 categories and can

be downloaded from Ana Cachopo’s homepage4. The WebKB dataset consists of 4199

faculty, student, project, and course websites collected from the four universities on

3http://qwone.com/~jason/20Newsgroups/ — last accessed: Oct. 16, 2018
4http://ana.cachopo.org — last accessed: Oct. 16, 2018

http://qwone.com/~jason/20Newsgroups/
http://ana.cachopo.org
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Table 3.3: Comparing clustering accuracy. For the deterministic approaches the
McNemars test is used. The P-value less than 0.05 indicates that the clustering
algorithm does not have the same error rate as DSKM approach. The average over
50 runs with standard deviation is reported for the random or order-sensitive methods
in which the m shows the minimum and the M shows the maximum of 50 runs.

Dataset
KMeans
(DSKM)

KMeans
(PCA-part)

KMeans
(VAR-part)

KMeans
(Points)

KMeans
(KMeans++)

KMeans
(KMC2)

Fuzzy CMeans
(Points)

Von Mises
Fisher Mixture

Newsgroup5 0.850
0.740

p < 0.05
0.525

p < 0.05
0.687 ± 0.082

m:0.522 M:0.91
0.696 ± 0.095

m:0.555 M:0.922
0.706 ± 0.080

m:0.542 M:0.912
0.719 ± 0.056

m:0.505 M:0.785
0.666 ± 0.073

m:0.497 M:0.820

Yahoo6 0.850
0.827

p > 0.05
0.803

p < 0.05
0.756 ± 0.079

m:0.553 M:0.847
0.740 ± 0.072

m:0.577 M:0.850
0.746 ± 0.070

m:0.620 M:0.843
0.798 ± 0.062

m:0.633 M:0.830
0.645 ± 0.052

m:0.457 M:0.757

R8 0.688
0.411

p < 0.05
0.537

p < 0.05
0.468 ± 0.060

m:0.332 M:0.605
0.476 ± 0.052

m:0.381 M:0.585
0.474 ± 0.064

m:0.361 M:0.612
0.457 ± 0.045

m:0.368 M:0.539
0.431 ± 0.054

m:0.271 M:0.513

Newsgroup20 0.485
0.517

p < 0.05
0.386

p < 0.05
0.478 ± 0.037

m:0.399 M:0.565
0.496 ± 0.041

m:0.378 M:0.605
0.484 ± 0.039

m:0.410 M:0.595
0.119 ± 0.003

m:0.114 M:0.126
0.343 ± 0.024

m:0.303 M:0.407

WebKB 0.65
0.609

p < 0.05
0.529

p < 0.05
0.609 ± 0.029

m:0.521 M:0.669
0.604 ± 0.033

m:0.539 M:0.661
0.605 ± 0.039

m:0.529 M:0.692
0.603 ± 0.041

m:0.514 M:0.660
-

NewsSeparate 0.861
0.711

p < 0.05
0.766

p < 0.05
0.727 ± 0.072

m:0.562 M:0.89
0.713 ± 0.059

m:0.583 M:0.861
0.748 ± 0.066

m:0.622 M:0.864
0.747 ± 0.048

m:0.627 M:0.874
0.679 ± 0.066

m:0.507 M:0.824

SMS 0.597
0.904

p < 0.05
0.907

p < 0.05
0.675 ± 0.142

m:0.502 M:0.907
0.646 ± 0.139

m:0.502 M:0.907
0.667 ± 0.143

m:0.505 M:0.907
0.797 ± 0.037

m:0.721 M:0.839
-

BBCsport 0.856
0.670

p < 0.05
0.951

p < 0.05
0.783 ± 0.115

m:0.521 M:0.961
0.789 ± 0.117

m:0.620 M:0.958
0.800 ± 0.124

m:0.514 M:0.958
0.869 ± 0.123

m:0.626 M:0.955
0.803 ± 0.122

m:0.528 M:0.955

BBC 0.956
0.958

p > 0.05
0.953

p > 0.05
0.870 ± 0.116

m:0.654 M:0.962
0.817 ± 0.133

m:0.493 M:0.965
0.833 ± 0.142

m:0.443 M:0.965
0.948 ± 0.035

m:0.704 M:0.953
0.809 ± 0.108

m:0.539 M:0.953

Wikilow 0.763
0.969

p < 0.05
0.834

p < 0.05
0.803 ± 0.101

m:0.466 M:0.968
0.771 ± 0.096

m:0.581 M:0.964
0.793 ± 0.097

m:0.477 M:0.967
0.843 ± 0.075

m:0.702 M:0.964
0.751 ± 0.067

m:0.590 M:0.870

WikiHigh 0.715
0.861

p < 0.05
0.658

p < 0.05
0.774 ± 0.087

m: 0.544 M:0.88
0.774 ± 0.087

m:0.487 M:0.890
0.785 ± 0.069

m:0.655 M:0.874
0.851 ± 0.026

m:0.712 M:0.867
0.629 ± 0.062

m:0.496 M:0.730

Guardian 0.951
0.951

p > 0.05
0.950

p > 0.05
0.834 ± 0.104

m: 0.583 M:0.954
0.832 ± 0.108

m:0.574 M:0.955
0.837 ± 0.121

m:0.554 M:0.954
0.945 ± 0.013

m:0.856 M:0.947
0.851 ± 0.097

m:0.661 M:0.945

Irishtimes 0.871
0.772

p < 0.05
0.626

p < 0.05
0.695 ± 0.083

m: 0.518 M:0.871
0.671 ± 0.085

m:0.505 M:0.837
0.678 ± 0.084

m:0.498 M:0.827
0.784 ± 0.074

m:0.625 M:0.877
0.704 ± 0.059

m:0.574 M:0.837

January 19975. The NewsSeparate dataset is a subset of RSS news feeds from BBC,

CNN, Reuters and Associated Press manually categorized into 13 categories [68]. The

SMS dataset is a set of labeled SMS messages for spam research6.

Datasets number 8 to 13 are taken from [38] and can be downloaded from their

web-page7. The BBCsport, BBC, Irishtimes, and Guardian are news articles and

WikiHigh and Wikilow are a subset of a Wikipedia dump from January 2014.

Evaluation Metrics The clustering quality is measured by two widely used doc-

ument clustering evaluation metrics of Normalized Mutual Information (NMI) and

Accuracy (Acc) [22]. These metrics generate values between 0 and 1 in which values

closer to 1 shows better performance. To match the predicted labels with actual

labels for calculating the accuracy, we used the Hungarian method [53].

We compare the precision of initial seeds of methods defined by Eq. 3.6. The true

5http://cs.cmu.edu/afs/cs/project/theo-20/www/data/ — last accessed: Oct. 16, 2018
6http://dt.fee.unicamp.br/~tiago/smsspamcollection/ — last accessed: Oct. 16, 2018
7http://mlg.ucd.ie/howmanytopics/index.html — last accessed: Oct. 16, 2018

http://cs.cmu.edu/afs/cs/project/theo-20/www/data/
http://dt.fee.unicamp.br/~tiago/smsspamcollection/
http://mlg.ucd.ie/howmanytopics/index.html
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Table 3.4: Comparing clustering NMI score. The average 50 runs with standard
deviation is reported forthe random or order-sensitive approaches in which the m
shows the minimum and the M shows the maximum of 50 runs.

Dataset
KMeans
(DSKM)

KMeans
(PCA-part)

KMeans
(VAR-part)

KMeans
(Points)

KMeans
(KMeans++)

KMeans
(KMC2)

Fuzzy CMeans
(Points)

Von Mises
Fisher Mixture

Newsgroup5 0.781 0.742 0.513
0.663 ± 0.075

m:0.437 M:0.829
0.667 ± 0.074

m:0.511 M:0.821
0.665 ± 0.066

m:0.550 M:0.815
0.663 ± 0.032

m:0.537 M:0.706
0.622 ± 0.069

m:0.442 M:0.777

Yahoo6 0.704 0.684 0.645
0.631 ± 0.043

m:0.492 M:0.700
0.621 ± 0.044

m:0.538 M:0.693
0.629 ± 0.041

m:0.532 M:0.694
0.664 ± 0.028

m:0.585 M:0.678
0.538 ± 0.03

m:0.449 M:0.615

R8 0.575 0.534 0.509
0.515 ± 0.032

m:0.420 M:0.567
0.520 ± 0.027

m:0.460 M:0.580
0.527 ± 0.029

m:0.453 M:0.600
0.480 ± 0.032

m:0.425 M:0.548
0.397 ± 0.057

m:0.260 M:0.495

Newsgroup20 0.539 0.533 0.467
0.498 ± 0.023

m:0.453 M:0.554
0.509 ± 0.028

m:0.439 M:0.578
0.501 ± 0.024

m:0.456 M:0.567
0.234 ± 0.002

m:0.232 M:0.239
0.412 ± 0.018

m:0.365 M:0.45

WebKB 0.388 0.320 0.353
0.362 ± 0.017

m:0.324 M:0.396
0.362 ± 0.017

m:0.316 M:0.395
0.363 ± 0.016

m:0.322 M:0.394
0.349 ± 0.023

m:0.307 M:0.377
-

NewsSeparate 0.872 0.809 0.829
0.819 ± 0.035

m:0.729 M:0.899
0.813 ± 0.033

m:0.742 M:0.882
0.833 ± 0.031

m:0.777 M:0.893
0.826 ± 0.022

m:0.767 M:0.894
0.77 ± 0.036

m:0.679 M:0.868

SMS 0.123 0.409 0.414
0.120 ± 0.128

m:0.000 M:0.414
0.135 ± 0.115

m:0.002 M:0.413
0.140 ± 0.119

m:0.000 M:0.414
0.267 ± 0.043

m:0.165 M:0.317
-

BBCsport 0.761 0.716 0.858
0.742 ± 0.077

m:0.583 M:0.881
0.742 ± 0.079

m:0.578 M:0.876
0.752 ± 0.089

m:0.570 M:0.876
0.816 ± 0.066

m:0.692 M:0.869
0.743 ± 0.091

m:0.461 M:0.876

BBC 0.865 0.871 0.857
0.806 ± 0.072

m:0.663 M:0.880
0.772 ± 0.091

m:0.536 M:0.891
0.774 ± 0.090

m:0.557 M:0.889
0.851 ± 0.020

m:0.708 M:0.856
0.718 ± 0.086

m:0.494 M:0.859

Wikilow 0.867 0.934 0.897
0.862 ± 0.040

m:0.730 M:0.933
0.853 ± 0.037

m:0.781 M:0.930
0.862 ± 0.039

m:0.740 M:0.931
0.879 ± 0.027

m:0.825 M:0.927
0.774 ± 0.031

m:0.713 M:0.832

WikiHigh 0.723 0.740 0.642
0.707 ± 0.047

m:0.580 M:0.761
0.702 ± 0.043

m:0.548 M:0.764
0.704 ± 0.037

m:0.633 M:0.759
0.721 ± 0.016

m:0.620 M:0.727
0.552 ± 0.041

m:0.479 M:0.667

Guardian 0.862 0.862 0.861
0.805 ± 0.054

m:0.627 M:0.870
0.803 ± 0.056

m:0.647 M:0.872
0.807 ± 0.062

m:0.644 M:0.871
0.852 ± 0.015

m:0.748 M:0.856
0.786 ± 0.055

m:0.639 M:0.848

Irishtimes 0.783 0.720 0.642
0.681 ± 0.049

m:0.575 M:0.759
0.672 ± 0.055

m:0.564 M:0.761
0.680 ± 0.052

m:0.573 M:0.761
0.741 ± 0.032

m:0.666 M:0.780
0.672 ± 0.036

m:0.595 M:0.740

label of each initial seed is used to find the diversity of label of seeds. The method

with more diverse (their true labels be different) initial seeds is better because it

is able to introduce a better representative seed for each cluster. The comparative

result of seed precision of evaluation methods is given in Table 3.2. The PCA-part

and VAR-part produce initial centroids instead of initial seeds so it is not possible to

evaluate their seed precision.

SeedPrecision =
#diverse labels

k
. (3.6)

3.5 Experimental Results

The accuracy of the DSKM in comparison to other methods is summarized in Table

3.3. For random or order-sensitive methods, we report the average over 50 runs with

its standard deviation, the minimum, and the maximum result. In order to have

a fair comparison, we only initialize KMeans once for the non-deterministic meth-

ods. For the PCA-part and VAR-part methods, the McNemar’s test is applied to

determine whether their clustering result has the same error rate as DSKM. The
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Table 3.5: Running time (seconds) of seeding methods. A random single run of
KMeans++ and KMC2 is reported.

Dataset DSKM PCA-part VAR-part KMeans++ KMC2
Newsgroup5 0.03 5.27 0.03 0.05 0.03
Yahoo6 0.02 10.08 0.04 0.01 0.02
R8 3.22 172.67 0.90 0.25 0.47
Newsgroup20 55.96 19712.72 39.56 8.28 6.28
WebKB 0.72 - - 0.11 0.06
NewsSeparate 0.03 0.74 0.03 0.02 0.01
SMS 0.77 7.92 0.11 0.02 0.03
BBCsport 0.06 4.79 0.03 0.01 0.01
BBC 0.38 94.93 0.39 0.08 0.07
Wikilow 7.02 6849.23 5.62 1.45 0.70
WikiHigh 8.75 8725.6 5.59 1.21 0.71
Guardian 6.02 3681.96 3.88 0.82 0.44
Irishtimes 0.99 410.3 1.25 0.22 0.14

Hungarian algorithm is used to map the cluster labels to actual labels. The deter-

ministic approaches are superior in accuracy score compared to the average score of

random or order-insensitive methods. Better performance for deterministic methods

on non-textual and Synthetic datasets has been reported by [27]. A possible rea-

son is that the deterministic methods are running once and the seeding step can be

viewed as an approximate clustering of data points. The DSKM method has similar

or even better accuracy compared to the maximum accuracy score of the random or

order-sensitive methods on Yahoo6, R8, WebKB, NewSeparate, BBC, Guardian, and

Irishtimes. The SMS dataset is an unbalanced dataset and DSKM does not perform

well on it although it was able to find 100% diverse initial seeds (Table 3.2). PCA-

part, and VAR-part performed well on the SMS dataset which demonstrates their

effectiveness for unbalanced datasets. Fuzzy CMeans has the best average and Von

Mises Fisher Mixture the lowest accuracy score on most of the datasets among ran-

dom or order-sensitive methods. On the Newsgroup20 dataset, Fuzzy CMeans does

not perform well, which indicates that this method has difficulty on large datasets

with a high number of clusters. The Points, KMeans++, and KMC2 have similar

average accuracy result on most datasets. This shows that KMeans++ and KMC2

are performing better for very large datasets which it is a case for Newsgroup20 and

R8 datasets.
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Figure 3.2: The impact of number of initialization on the Accuracy performance
and running time. Each initialization of the KMeans++ and KMC2 is the result of
average 50 runs.

The NMI score of the proposed method compared to other methods is summarized

in Table 3.4. The DSKM is outperformed in most of the datasets. The same trend

of performance similar to the accuracy score can be observed for NMI score as well.

KMC2 has slightly better NMI score compared to KMeans++ and Points.

We compare the running time of the seeding methods in Table 3.5. Although the

PCA-part has better performance result than the VAR-part, its running time makes

it not practical for large datasets. The DSKM method has acceptable running time

even for large datasets. The KMC2 is the fastest seeding algorithm compared to

the others and based on its accuracy and NMI performance, it is the best random or

order-sensitive method. Due to the random nature of the KMeans++ and KMC2, the

Kmeans is initialized several times by them and the clustering which optimizes the

KMeans objective function is selected. The impact of the number of initializations on

the accuracy performance of the KMeans++ and KMC2 for NewsSeparate is depicted

in Figure 3.2. In order to have stable results, we reported the average of 50 runs for

KMC2 and KMeans++. As the number of initialization increases, the accuracy of
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the KMC2 and KMeans++ increases and converges to a stable value. On the other

hand, the running time increases as the number of initializations is increased. This

indicates that the DSKM method could be even faster than the random or order-

sensitive methods in practice because it does not need to run several times.

3.6 Conclusion

In this chapter, a new deterministic seeding algorithm for the KMeans algorithm

called DSKM is proposed. The key idea of the DSKM is that the initial seeds should

be as far as possible from each other. Two data points that not only themselves but

their similar documents are less similar to each other are good candidates and that is

why we have defined the dsim similarity. For finding seeds we start from documents

with higher L1 norm. Experimental results on several real world textual datasets

shows that DSKM outperforms other deterministic, random or order-sensitive meth-

ods in terms of clustering accuracy and NMI score. The proposed methods have an

acceptable running time even for large datasets. In the future, we will incorporate

the temporal aspect in the process of clustering and will used the similar initializa-

tion method that proposed in this chapter for initializing the proposed method for

interactive temporal document clustering.



Chapter 4

Interactive Temporal Document Clustering

In chapter 2 we have incorporated KMeans-like document clustering algorithms in

the loop of interactive document clustering. Considering the temporal aspect in the

process of clustering is needed when one wants to extract the trends and evolution

of clusters over time. In this chapter1, we aim to incorporate the temporal aspect in

the procedure of document clustering. First, a time-based similarity measure is intro-

duced and following that a novel temporal interactive document clustering algorithm

is presented in detail. Second, we explain how to consider the temporal aspect in the

visualization. Finally, we discuss the case study of clustering a real world dataset

belonging to the Canadian Society of Respiratory Therapists.

4.1 Incorporating Temporal Aspect in the Clustering Algorithm

In this section, we will first introduce a temporal based similarity for textual doc-

uments. This similarity is the combination of the content and temporal similarity

between documents. Experimental results show that considering the temporal sim-

ilarity could improve the overall clustering performance in some datasets. Second,

we have designed a new clustering algorithm that can incorporate the user key-term

interactions in the objective function of the clustering algorithm and at the same time

consider the temporal similarity between documents. Notations used in this section

is explained in Table 4.1.

4.1.1 Temporal Similarity

It is possible to consider the temporal similarity from different aspects. One could

extract the temporal related terms such as week days, dates, and time from the

document content and then place the documents in the same time interval close

1Part of this chapter is published in [90]

60
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Table 4.1: List of notations

D Set of data points (documents).
di ∈ D A data point (document)
k Number of clusters
πi List of documents in cluster i
µi Centroid of cluster i
n = |D| Number of data points in D
Dis(di, dj) Distance between di and dj
ti Term i in document-term matrix
vti Vector representation of term ti (the column ti of document-term matrix)
vdi Vector representation of document di (the row di of document-term matrix)
M The set of must-link constraints
time(di, dj) The creation time difference between two documents
Tdi The creation time of document di

to each other [66]. This needs several different Natural Language Processing steps

such as Name Entity Detection and is beyond the scope of this research. In our

experiments, we assume that each document has a creation time and based on that we

calculate the temporal similarity between documents. This assumption will simplify

the task and let us only focus on the impact of the temporal similarity on the result

of the clustering. Let Tdf and Tdl be the creation time of the first and last document

in the collection. We define the temporal distance between two documents in Eq. 4.1.

time(di, dj) =
|Tdi − Tdj |
|Tdf − Tdl|

(4.1)

The time difference can be in days, months, weeks, or years and can be determined

by the user and it is related to the characteristic of the dataset. We not only want to

consider the temporal similarity but we also need to consider the content similarity.

Based on this, we combine the the temporal and content similarity based on Eq. 4.2.

Dis(di, dj) = (1− λ ∗ time(di, dj)) ∗ (1− Cosine(di, dj)) (4.2)

In Eq. 4.2, λ is a hyper parameter to balance between temporal and content

similarity which can be adjusted by the user. This temporal-content similarity is

inspired by the similarity introduced by M. Rizoiu et al. [83], which has been used

for non-textual datasets. We made some amendments to make it appropriate for the

textual datasets. The Cosine similarity between two documents is defined in Eq. 4.3.
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Cosine(di, dj) =
di · dj
‖di‖ ‖dj‖

=

∑v
k=1 ditkdjtk√∑v

k=1 d
2
itk

√∑v
k=1 d

2
jtk

(4.3)

Table 4.2: Statistics of the Datasets used in the Temporal Similarity experiments.

Name Type/Language # Documents # Categories Categories
NewsCat news/English 8018 5 Arts; Education Tech; Crime; Science
NewsCat2 news/English 8022 4 Religion; College; Travel; World News
BrazilNews news/Portuguese 5749 4 Comida; TV; Folhinha; Turismo
BrazilNews2 news/Portuguese 4864 3 Ilustrissima; Ciencia; Educacao

In our experiments, we use two datasets, NewsCat and BrazilNews. The statistical

information about these datasets is in Table 4.2. These datasets had the creation date

for each document in terms of day, month and year and this is the reason we have

chosen them. NewsCat dataset contains around 125k news headlines from 2013 to

2018 extracted from HuffPost website2. BrazilNews is a news dataset containing

about 167K news articles gathered between January 2015 and September 2017 from

Folha de São Paulo newspaper3. We have selected a subset of categories in these

datasets.

We compare the performance of clustering based on different similarity measures in

Table 4.3. Normalized Mutual Information (NMI), Homogeneity, and Adjusted Ran-

dom Index (ARI) are used to evaluate the results. For each similarity, the KMeans

algorithm has been initialized 100 times by random seeds. In order to have a fair

comparison, the same set of seeds is used for each similarity method. In most cases,

the combination of the temporal and content (Cosine) similarity leads to better clus-

tering result. We also studied the impact of using only the temporal similarity. The

temporal similarity results in Table 4.3 indicates that even by using different seeds

the clustering algorithm will merge to the same set of clusters. It is an interesting

result and it can be used to automatically determine the λ parameter of Eq. 4.2. For

example, calculate the Silhouette score of the clusters when using only the temporal

similarity and based on that regulate the λ parameter. The higher value of the Sil-

houette score the closer value of the λ to 1. For those datasets that the Temporal

similarity by itself leaded to a good clustering result, the combination of it with the

2http://kaggle.com/rmisra/news-category-dataset — last accessed: Oct. 16, 2018
3http://kaggle.com/marlesson/news-of-the-site-folhauol — last accessed: Oct. 16, 2018

http://kaggle.com/rmisra/news-category-dataset
http://kaggle.com/marlesson/news-of-the-site-folhauol
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Table 4.3: The comparison between different similarity methods and their impact on
the clustering performance. Normalized Mutual Information (NMI), Homogeneity,
and Adjusted Random Index (ARI) are used to evaluate the results. For each sim-
ilarity, the KMeans algorithm has been initialized 100 times by random seeds. The
number after +/- indicates the standard deviation. In order to have a fair comparison,
the same set of seeds is used for each similarity method. The values in parentheses
indicate the average percentage of improvements over the Cosine similarity measure.
In NewsCat and NewsCat2 the λ is set to 1 and for the BrazilNews and BrazilNews2
is set to 0.3 based on grid search approach.

Similarity Measure NewsCat NewsCat2 BrazilNews BrazilNews2

Cosine
NMI 0.36 +/- 0.05 0.32 +/- 0.07 0.31 +/- 0.07 0.45 +/- 0.12
Homogeneity 0.36 +/- 0.05 0.31 +/- 0.07 0.3 +/- 0.08 0.4 +/- 0.12
ARI 0.32 +/- 0.11 0.31 +/- 0.08 0.23 +/- 0.1 0.37 +/- 0.16

Temporal
NMI 0.12 +/- 0 0.3 +/- 0 0.08 +/- 0 0.01 +/- 0
Homogeneity 0.12 +/- 0 0.3 +/- 0 0.08 +/- 0 0.01 +/- 0
ARI 0.06 +/- 0 0.29 +/- 0 0.04 +/- 0 0.01 +/- 0

Cosine &
Temporal

NMI
0.4 +/- 0.05
(+11.27%)

0.46 +/- 0.08
(+47.92%)

0.34 +/- 0.07
(+12.99%)

0.43 +/- 0.11
(-1.48%)

Homogeneity
0.4 +/- 0.06
(+12.45%)

0.45 +/- 0.09
(+50.05%)

0.33 +/- 0.08
(+14.47%)

0.39 +/- 0.11
(-1.04%)

ARI
0.37 +/- 0.11
(+17.89%)

0.45 +/- 0.11
(+53.47%)

0.26 +/- 0.09
(+20.04%)

0.35 +/- 0.14
(-0.9%)

content similarity (Cosine) was effective. For example in BrazilNews2, the temporal

similarity had the worst performance and consequently there is no improvement when

the temporal similarity and the Cosine similarity are combined.

We repeat the same set of experiments by using the DSKM algorithm for ini-

tializing the KMeans algorithm in Table 4.4. Results indicate that using the DSKM

improved the performance result of the BrazilNews and BrazilNews2 datasets and for

the NewsCat and NewsCat2 results did not improve. In the DSKM algorithm, we

only need to initialize the clustering algorithm once.

4.1.2 Interactive Temporal Document Clustering

It is possible to interact with the KMeans algorithm in different ways. One can

consider the interactions as seed documents (similar to iKmeans) or assign a penalty

in the objective function of the KMeans in case of violating the must-link or cannot

link constraints [17, 32]. In this section, we will introduce a novel clustering algorithm

that considers both user interactions and the temporal similarity between documents.
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Table 4.4: The comparison between different similarity methods and their impact
on the clustering performance. The DSKM method has been used to initialize the
KMeans algorithm. The values in parentheses indicates the percentage improvements
over the Cosine similarity measure.

Similarity Measure NewsCat NewsCat2 BrazilNews BrazilNews2

Cosine
NMI 0.35 0.321 0.389 0.403
Homogeneity 0.334 0.289 0.394 0.377
ARI 0.365 0.284 0.349 0.312

Cosine &
Temporal

NMI 0.363 (+3.71%) 0.458 (+42.68%) 0.38 (-2.31%) 0.481 (+19.35%)
Homogeneity 0.352 (+5.39%) 0.409 (+41.52%) 0.385 (-2.28%) 0.439 (+16.45%)
ARI 0.39 (+6.85%) 0.41 (+44.37%) 0.301 (-13.75%) 0.446 (+42.95%)

The user interactions are over of key-terms. The key-term interactions will be mapped

to must-link constraints and in case of violating them there will be a penalty. In our

proposed method we assumed the following assumptions.

• The document-term matrix contains the normalized tf-idf value of terms inside

each document.

• Interaction between the user and the clustering algorithm is based on key-terms.

Only must-link constraints are considered. For example, the user wants to have

two terms to be in a cluster.

• Let the user assign m key-terms to a cluster. The must-link terms will be

converted to the equivalent must-link documents as Eq. 4.4 where 1 is the

indicator function and Σ is the sum of each element of two vectors. vti is vector

representation of term ti (the column ti of document-term matrix). Basically,

the result of Eq. 4.4 is a set of documents that contains at least one of the user

specified key-terms. In case that a document belongs to more than one set of

must-links, the one that is more similar based on the Cosine similarity will be

chosen.

m∑
i=1

1[vti > 0] (4.4)

• If a document is clustered differently from the designated user cluster, we assign

a penalty. The penalty in case of violating a must-link constraint is considered
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to be the distance between the centroid of the cluster that the document must

be belongs to and the centroid of the new assigned cluster.

• In the first iteration of the algorithm, we assumed that there are no must-link

constraints.

The KMeans algorithm has two major steps, assignment and update. In the

assignment step, the distance between each document and cluster centroids is cal-

culated first, then the documents are assigned to the closet cluster centroid. In the

update step, the centroid vectors will be updated. In the main KMeans algorithm,

the centroid of a cluster will be updated by calculating the element-wise average of

all documents assigned to that cluster.

Let α be a hyper parameter to regulate the penalty term of the objective function.

Based on the above assumptions, we will define the objective function of the KMeans

algorithm as Eq. 4.5.

J =
k∑
j=1

∑
di∈πj

1

2
(µj − di)2 + α

∑
dk /∈πj

(dk,di)∈M

1

2
(µj − µk)2

 (4.5)

Let (iter − 1) be the result of previous iteration. The Cluster assignment for

document di is:

argminj=1,...,k

1

2
(µ

(iter−1)
j − di)2 + α

∑
dk /∈π

(iter−1)
j

(dk,di)∈M

1

2
(µ

(iter−1)
j − µ(iter−1)

k )2

 (4.6)

Based on Eq. 4.6, a document will be assigned to the closest cluster centroid. The

role of the penalty term is forcing a document not to be clustered differently from the

cluster the user assigned to it. As described before, the user can assign documents

to clusters indirectly by assigning a set of key-terms for the clusters. In case that

there exists a cluster centroid such that a document is closer to it than the the user

specified cluster centroid, the penalty term in Eq. 4.6 is playing the decision making

role.
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The next step is updating cluster centroids. Let L be:

L =
∑
di∈πj

1

2
(µj − di)2 + α

∑
dk /∈πj

(dk,di)∈M

1

2
(µj − µk)2

 (4.7)

Optimizing L will optimize the J as well. Based on that, the cluster center (j)

will be updated as the following:

∂L

∂µj
= 0⇒

∂
(∑

di∈πj

[
1
2
(µj − di)2 + α

∑
dk /∈πj ,(dk,di)∈M

1
2
(µj − µk)2

])
∂µj

= 0

⇒
∑
di∈πj

1

2

∂(µj − di)2

∂µj
+ α

∑
dk /∈πj

(dk,di)∈M

1

2

∂(µj − µk)2

∂µj

 = 0

⇒
∑
di∈πj

(µj − di) + α
∑
di∈πj

∑
dk /∈πj

(dk,di)∈M

(µj − µk) = 0

⇒ |πj|µj −
∑
di∈πj

di + α|πj|
∑
dk /∈πj

(dk,di)∈M

µj − α
∑
di∈πj

∑
dk /∈πj

(dk,di)∈M

µk = 0

⇒ |πj|µj +

α ∑
di∈πj
dk /∈πj

1[(dk, di) ∈M ]

µj −
∑
di∈πj

di − α
∑
di∈πj

∑
dk /∈πj

(dk,di)∈M

µk = 0

Let Yj be:

Yj = |πj|+ α
∑
di∈πj
dk /∈πj

1[(dk, di) ∈M ] (4.8)

Then:

µj =

∑
di∈πj di

Yj
+

α
∑

di∈πj

∑
dk /∈πj

(dk,di)∈M
µk

Yj
(4.9)
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Based on Eq. 4.9, a cluster centroid is updated by the sum of all assigned doc-

uments vectors plus the summation of the centroid vectors of violated constraints.

This value is normalized by the number of assigned documents and the number of

times that a must-link constraint has been violated.

Algorithm 4: Proposed Interactive Temporal Document Clustering Algorithm

1 if firstIteration then

2 provide and visualize initial clusters for the user;

3 else

4 get user feedback (key-terms) for each cluster;

5 generate must-link document constraints using Eq. 4.4;

6 while !Converged do

7 assign data points to each cluster using Eq. 4.6;

8 update centroid of clusters based on Eq. 4.9;

9 end

10 visualize the clusters for the user;

11 end

The overall pseudocode of the proposed interactive temporal document clustering

algorithm is explained in Algorithm 4. In the first iteration, the clustering algorithm

provides the initial result for the user. It is possible to use the DSKM algorithm

explained in section 3.2 for finding the initial seed documents. In the second step, the

user can provides feedback for each cluster by assigning a set of key-terms for each

cluster. The key-term interactions will be converted to a set of must-link documents

using Eq. 4.4. In the next step, each data points will be assigned to the closet cluster

based on Eq. 4.6. Finally, the centroid of clusters will be updated using Eq. 4.9. The

date point assignment and centroids update steps will be executed iteratively until

the clustering algorithm converge to solution. The algorithm is converged when the

label of clusters does not change from the previous iteration. This way of solving an

optimization function is usually called Coordinate descent [103].
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Evaluation

In order to evaluate the proposed interactive clustering algorithm, first we ran the

algorithm without any interactions, then we initialized the algorithm with the cen-

troids of output clusters and a set of keywords as an interaction. This is exactly the

same procedure when an end users want to interact with an interactive clustering

algorithm. In order to find the relevant keywords for each cluster we used the Chi

Square test using the true label of each document. For each cluster we selected a

single keyword. In this way, we can simulate the interactions with the clustering

algorithm using these keywords.

Table 4.5: Comparing the Accuracy of the proposed key-term based interactive clus-
tering algorithm. The average of 50 runs of the algorithm by random seeds is reported.
The number after +/- indicates the standard deviation. In order to have the fair com-
parison, the same set of seeds is used for each similarity method. See Table 3.1 for
more information about Newsgroup5 dataset.

Dataset Similarity Before Interaction After Interaction Improvment Alpha keywords

Newsgroup5 Cosine 0.706 +/- 0.09 0.719 +/- 0.09 +2.09% 0.15
chastity; zoo;
aramis; georgia; politics

NewsCat Cosine 0.434 +/- 0.06 0.439 +/- 0.09 +1.51% 0.1
art; police; education;
teachers; apple

NewsCat
Cosine &
Temporal

0.458 +/- 0.03 0.459 +/- 0.03 +0.28% 0.05
art; police; education;
teachers; apple

NewsCat2 Cosine 0.430 +/- 0.04 0.440 +/- 0.05 +2.41% 0.1
college; pope;
korea; travel

NewsCat2
Cosine &
Temporal

0.532 +/- 0.04 0.547 +/- 0.05 +3.38% 0.4
college; pope;
korea; travel

The comparison result of the accuracy of the proposed method on different datasets

is provided in Table 4.5. The clustering quality is measured by Accuracy [22]. To

match the predicted labels with actual labels for calculating the accuracy, we used

the Hungarian method [53]. The reason that we selected the accuracy is to prevent

the impact of the order of key-terms on evaluation results. Because we are simulating

the interactivity we do not know in which order to assign the keyword to each cluster.

For the sack of simplicity, in Eq. 4.5, we considered (dk, di) ∈ M where k = i. We

evaluated the proposed method with and without considering the temporal similar-

ity. The result shows that in most cases the combination of the key-term interaction

and the temporal similarity leads to the best clustering performance result. For the

NewsCat dataset, the improvement of using both temporal and key-term interaction
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does not significantly change the result. It means that a single key-term is not enough

for this dataset and more interaction is needed.

4.2 Incorporating Temporal Aspect in the Visualization

In this section, we explain how to consider the temporal aspect in the visualization

and finally evaluated the usefulness of visual components by conducting a case study.

In the case study we use the combination of the DSKM algorithm (Chapter 3) and

the iKMeans algorithm (Chapter 5) as the clustering algorithm.

(a) The percentage of documents per interval

(b) The frequency of intervals normalized by the max frequency

Figure 4.1: The two modes of the Temporal view. The user can switch between these
modes on demand.

4.2.1 Visualization Modules

Sentence Cloud View To make the reading of the content of documents faster,

we decide to introduce the Sentence Cloud instead of a plain display of document

textual content. The idea of the sentence cloud is highlighting the most important

sentences of the document by changing the font size. The more important sentences

will have a larger font size and consequently, the user can quickly skim the document
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content and find out directly its most important parts. In order to create the Sentence

Cloud, first, we use a sentence tokenizer and extracted the sentences of the document.

Second, we aggregate the tf-idf value of terms of each sentence from the document-

term matrix. Based on the sentence score, we assign the HTML font size from 1 to 7

to each sentence of the document.

Temporal View It is important and beneficial to depict the clusters’ change over

time. We use a ThemeRiver [42] style visualization for illustration of changes. First,

the document collection is divided into equal time intervals. The time intervals are

on a monthly basis between 1 to 6 months and the user can change the interval in real

time. Second, we count the number of documents belonging to each cluster in each

interval. This frequency is used to initialize the ThemeRiver in two modes. The first

mode shows the percentage of documents per interval (Fig. 4.1a), and the second one

is the frequency of intervals normalized by the max frequency (Fig. 4.1b). In the first

mode, the user can find out what percentage of the document clusters is changing over

each time interval and in the second one, the user can see cluster evolution based on

the maximum frequency of the number of documents in all time intervals. Monotonic

interpolation is used to smoothly connect intervals together. The color of each layer

of ThemeRiver is the same as the color of the associated cluster. Whenever the user

hovers over each cluster in each time interval the list of top terms of the documents in

that cluster and interval will be shown to the user. These top terms are extracted by

Eq. 2.13. This view is for datasets containing documents that include their creation

time.

4.2.2 Case Study

In this section, we explain the details of a case study conducted by domain experts.

The case study employs the system for evidence-based decision making over email

conversations in the field of Respiratory Therapy. The different between the Case

study with the user study is that, in the case study we ask domain experts (usually

one or two) about their opinions while in the user study, the number of participants

are much higher and they do not necessary need to be domain expert.



71

Case Study Introduction

Email is one of the popular formal communication methods used by healthcare pro-

fessionals. Often, healthcare providers belonging to the same community join list-

servers to share their questions, ideas, and concerns about different topics. The tacit

knowledge in the email conversations complements formal textbooks and research

publications. Current email applications are not adequate for efficiently exploring,

retrieving, and acquiring knowledge from past email conversations. The goal of this

case study is to employ the proposed interactive document clustering system for vi-

sual analytics of listserver content. We apply our method to the real world dataset

belonging to the Canadian Society of Respiratory Therapists. The dataset consists

of email conversations among members of the Respiratory Therapist community who

subscribe to the mailing list since 2015. First, we introduce how we prepared and pro-

cessed the dataset. Second, we report the result of the case study conducted on the

respiratory therapy dataset. Besides the cases previously analyzed in [92], the study

shows that, with proper consideration for the vocabulary involved, the framework is

useful even for more complex data sets such as email.

Dataset Preparation

First, we extract email subject, sender name, date, and body, then sorted them by

email date. The timezone differences were considered while sorting email messages.

This process resulted in 1058 email messages from January 2015 to January 2018.

Second, we merge emails with the same subject title in chronological order and created

email threads. Email messages with the same subject but not in the same time period

are considered as forming new email threads. Each email thread is considered as a

single document and saved by the name of its first email message date concatenated

by its subject. Third, the repetitive parts of emails included as a result of replying or

forwarding the original email are removed based on a rule-based approach. Fourth,

default text messages after the emails signature, such as the organization’s privacy

rules or the listserv regulations, were removed. While the text inside the signature

section of emails contains useful information, for the process of creating the document-

term matrix, we do not consider the signatures. The signature can make unrelated

email messages similar if they have been sent by the same person or from the same
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organization.

A simple, but effective, heuristic was used to distinguish the signature from the

body of an email. First, we create a different combination of the email sender name

such as just the first or last name, last name followed by the first name or first and

last name together. Second, we spot these names in the email message. If we spot

more than one name combination, the one which is longer and have the larger offset

index value is selected. Finally, the text followed by the targeted name was considered

as the email signature. The reason that this heuristic is effective is that most email

messages, especially emails in the scientific listservers, end with the sender name and

it is unusual to have the sender name inside the body of the email message.

The language of the email messages was mostly formal and had very few spelling

and grammatical errors. Abbreviations are common in most of the emails, so we

expand the abbreviations by using reference textbooks about Respiratory Therapy.

The most frequent sense is used for disambiguating the abbreviations with the same

surface form. In order to create the document term matrix, we decided to use the

controlled vocabulary approach. The reason is that there are several greeting and

signature common words in email messages that make unrelated email threads look

similar to each other based on the bag of words model. The controlled vocabulary was

created from the index and glossary section of several reference Respiratory Therapy

textbooks. To expand the vocabulary, we used named entity recognition4 (NER)

to extract organization, persons, tools, locations, and drug names. The vocabulary

contains single-word as well as multi-word terms (noun phrases). All terms that

appeared in the controlled vocabulary, were extracted by the NER method and used

to create the final document-term matrix. The reason we prepare the document-term

matrix in this way is to support evidence-based decision making. Domain-specific

terminologies are very helpful for this task.

Case Study Results

The case study was conducted by a Registered Respiratory Therapist (RRT) with

more than 20 years of experience and a faculty member of a Canadian University.

The user started with 8 clusters. Then, by looking at the Cluster view, and based on

4https://spacy.io/ - last access: Oct. 16, 2018

https://spacy.io/
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Table 4.6: Top terms of final clustering result of the email list dataset. Each line
shows the top related phrase or term of each cluster.

laryngectomy
emergency
tracheostomy
algorithms
airway

fabian
sipap
arabella
biphasic
efficacy

end tidal co2
tidal
end
capnography
monitoring

flow
nasal
high flow nasal cannula
humidifier
delivered

program
pft
lab
pulmonary
function

days
staffing
hospital
tertiary
following

methacholine
challenge
particle
conducting
methacholine challenge testing

filters
filter
expiratory
occlusion
acid

invasive
non
non invasive ventilation
niv
ventilation

sputum
sputum induction
induction
saline
hypertonic

nitric
nitric oxide
oxide
inhaled nitric oxide
pregnant

birth
born
congenital
decelerations
defects

sedation
procedural
suite
rrt
endoscopy

balloon
esophageal balloon
esophageal
procedure
peep

ett
etts
endotracheal tube
securing
endotracheal

respiratory
respiratory therapy
health
position
therapy

bronchoscope
cleaning
mdr
scope
point

machine
circuit
gas
tubing
bag

aggregate
delivery room
institutional
institutional review board
irb

arterial
line
insertion
lines
art

her expert knowledge, she increased the number of clusters to 20. The new clustering

result was more satisfying to her but she decided to increase the number of clusters to

40 to find out if there would be finer clusters. The clustering result with 40 clusters

was not as satisfying as the clustering with 20 clusters so she switched back to 20

clusters. The deterministic feature of the system was very helpful for the user to

reproduce the previous clustering result. During the case study, the user searched

the term “CPAP” and the related documents were filtered in the Graph view. The

result of this search not only helped the user retrieve the related documents, but she

was able to find the most similar cluster to this term. This feature enabled the user

to identify similar topics and email threads that may not contain “CPAP” but are

actually related to the user query. The user found the list of documents saved by the

name of their related email thread in the sentence cloud very helpful and informative.

Emails with similar subjects are grouped as a single thread and sorted according

to the time they were sent. They are preprocessed by removing the repetitive content

from forwarded or replied emails, and the sender’s signature. These features helped

the user to find her required content quickly and efficiently.

By looking at the Temporal view, the user found out that January and September

are two months that have the highest number of email conversations. It may be

related to the start of the academic semesters. The Temporal view also showed the
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same email rates per year. Some clusters and topics can be observed in most time

intervals while some of the clusters emerged or faded out in different time intervals.

The user found it useful to be able to change the time intervals in the Temporal

view. Based on this feature, the user is able to change the interval from 1 month to

6 months.

The overall final clustering result of the Canadian Society of Respiratory Therapy

email list is summarized in Table 4.6. The final clustering result was very convincing

and informative to the user. The user mentioned that, by using this system, she

was able to faster and better retrieve the related email threads about a specific topic

than the traditional search in email applications. This is an important feature in

support of the process of evidence-based decision making. We asked another domain

expert who was head of a Respiratory Therapy department in a Canadian University

to give his idea about the results of Table 4.6 and he confirmed that the results

in this table are meaningful and valuable to understand the major topics in email

conversations. During the case study, we automatically logged every operation that

the expert conducted (see Table 4.7). We did not inform the expert about logging

to prevent behavior change of the expert. The most frequent module that the expert

focused on was the Graph view. The Cluster view and temporal view are in the

second and third place. The quality of clustering based on the Silhouette score after

each re-clustering request is reported in Table 4.8. The low Silhouette score of the

clustering indicates that there is a very diverse set of topics in the email conversations

and as the number of clusters increases, the score is also increased. The heat map of

the expert clicks and mouse movements during the case study is depicted in Fig. 4.2.

Table 4.7: Most frequent operations that the expert conducted during the case study.
During the case study we automatically logged every interaction of the user with the
system.

Operation description Module name Percent
Hover a mouse on the Graph view nodes Graph view 36.3
Click on a cluster in Cluster view Cluster view 12.79
Hover mouse over Temporal view Temporal view 11.19
Highlighting documents containing the selected term in Graph view Cluster view and Cluster Key-terms view 8.45
Changing the Cosine distance threshold of a Graph view Graph view 5.25
A node inside Graph view is clicked Graph view 4.57
A term inside Cluster view is clicked Cluster view 3.88
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Figure 4.2: The heat map of the expert clicks and mouse movements. The red areas
are most frequently clicked areas. The expert mostly focused on the Sentence view,
the Graph view, Cluster key-term view and Cluster view. The clicks on the white
area of the Graph view are cases that the expert decided to de-select nodes in the
graph.

Expert Interview:

The case study was conducted in about 70 minutes, including 20 minutes introducing

the system to the expert, 40 minutes conducting the case study, and 10 minutes

interviewing the expert. We summarize the interview result into three categories.

Clustering algorithm The expert was impressed by the accuracy of the clustering

algorithm but she needed a better mechanism to find the proper number of clusters

as she commented “some trial and error is required in order to determine the ideal

number of clusters required in order to achieve a relevant clustering”

Interactive visualization All in all, the expert was satisfied by the interactive

visualization and found most of the modules useful in practice. The expert found the
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Table 4.8: Clustering Silhouette after each re-clustering request from the expert.

Evaluation measure
Re-clustering 1
(8 Clusters)

Re-clustering 2
(40 Clusters)

Re-clustering 3
(20 Clusters)

Clustering Silhouette 0.0125 0.0582 0.0472

Sentence view as one of the most practical ones but she preferred to have the same font

size for all portions of an email thread. She commented about the Temporal view that

she needs to conduct some trial and error to optimally visualize what topics/clusters

were most prominent during specific time intervals. The expert was uncertain about

the functionality of the relationship between clusters in the Graph view in this Case

study. Finally, the search bar in the interactive visualization was very helpful for the

expert to search for all e-mail threads related to a specific topic or theme.

Overall goal We quote the expert response for her goal of conducting the case

study and the result she achieved in the following. “The objective of this project

[Case Study] was to extract from a Listserv, topics, and trends related to respiratory

therapy practice in Canada. The interactive clustering tool that was created enabled

the user to easily find e-mail threads related to specific topics, see clustered topics and

identify discussion trends during the last four years.”

4.3 Conclusion

In this chapter, we have incorporated the temporal aspect in the procedure of clus-

tering. First, a temporal based similarity measure is introduced. The experimental

results indicate that the combination of the temporal and content similarity can lead

to better clustering in most of the datasets. Second, a novel temporal interactive doc-

ument clustering algorithm is explained in detail. In the proposed method, we have

added a penalty term to the objective function of the KMeans and have considered

the key-terms as generating must-link constraints. The result indicates that the pro-

posed method can apply the user preferences to clustering and consequently improve

the quality of the clusters. Third, we have explained how to consider the temporal

aspect in the visualization. Finally, we have discussed the case study conducted on

real world dataset belonging to the Canadian Society of Respiratory Therapists.
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Wikipedia Based Semantic Similarity

In addition to involving human in the process of clustering, considering semantic

similarity can improve the result of document clustering. This idea is mostly studied

in this chapter1 where we introduce a method for representing Wikipedia concepts

with low dimensional vectors. These Wikipedia concept vectors can be used for linking

concepts of documents to the related Wikipedia page. In that case, each document

can be represented by a bag of concepts. The higher quality of document clustering

is reported by considering the bag of concepts [44]. In the first step, we use word

embedding methods for representing Wikipedia concepts with a vector. These vectors

can be used in the process of disambiguation and consequently help to better quality

bag of concepts. The bag of concepts can be used similar to bag of words in the

process of clustering.

Using neural network model for different machine learning tasks such as word

embedding has recently gained a lot of researchers’ attention. Word embedding is

the task of mapping words or phrases to a low dimensional numerical vector. In this

chapter, we use skip-gram model to embed Wikipedia concepts and entities. The

English version of Wikipedia contains more than five million pages, which suggest

its capability to cover many English entities, phrases, and concepts. Each Wikipedia

page is considered as a concept. Some concepts correspond to entities, such as a

person’s name, an organization or a place. Contrary to word embedding, Wikipedia

concepts embedding is not ambiguous, so there are different vectors for concepts

with similar surface form but different mentions. The results show that the proposed

approaches have the performance comparable and in some cases even higher than the

state-of-the-art methods.

1Part of this chapter is published in [91]
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Table 5.1: Top similar terms to “amazon” based on Word2Vec and GloVe.

Word2Vec itunes play.com cli adobe acrobat amiga canada
GloVe amazon.com rainforest amazonian kindle jungle deforestation

5.1 Vector Embedding of Wikipedia Concepts

5.1.1 Introduction

Recently, many researchers [69, 78] showed the capabilities of deep learning for natu-

ral language processing tasks such as word embedding. Word embedding is the task

of representing each term with a low-dimensional (typically less than 1000) numerical

vector. Distributed representation of words showed better performance than tradi-

tional approaches for tasks such as word analogy [69]. Some words are Entities, i.e.

name of an organization, Person, Movie, etc. On the other hand, some terms and

phrases have a page or definition in a knowledge base such as Wikipedia, which are

called concepts. For example, there is a page in Wikipedia for Data Mining or Com-

puter Science concepts. Both concepts and entities are valuable resources for getting

semantic and better sense making of a text. In this chapter, we used deep learning

to represent Wikipedia concepts and entities with numerical vectors. We make the

following contributions in this chapter:

• Wide coverage of words and concepts: about 1.7 million Wikipedia concepts and

nearly 2 million English words were embedded in this research, which is one of

the highest numbers of embedded concepts that currently exists, to the best of

our knowledge. The concept and words vectors are also publicly available for

research purposes2. We also used one of the latest versions of the Wikipedia

English dump to learn word embedding. Over time, each term may appear in

different contexts, and as a result, it may have different embeddings so this is

why we used one of the recent versions of Wikipedia.

• Unambiguous word embedding: Existing word embedding approaches suffer

from the problem of ambiguity. For example, top nine similar terms to ‘Amazon’

based on pre-trained Google’s vectors in Word2Vec [69] and GloVe [78] models

2https://github.com/ehsansherkat/ConVec

https://github.com/ehsansherkat/ConVec


79

are in Table 5.1. Word2Vec and GloVe are the two first pioneer approaches for

word embedding. In a document, ’Amazon’ may refer to the name of a jungle

and not the name of a company. In the process of embedding, all different

meanings of the word ‘Amazon’ are embedded in a single vector. Producing

distinct embedding for each sense of the ambiguous terms could lead to better

representation of documents. One way to achieve this is using unambiguous

resources such as Wikipedia and learning the embedding separately for each

entity and concept.

• We compared the quality versus the size of the corpus on the quality of trained

vectors. We demonstrated that much smaller corpora with more accurate tex-

tual content is better than very large text corpora with less accuracy in the

content for the concept and phrase embedding.

• We studied the impact of fine-tuning weights of network by pre-trained word

vectors from very large text corpora in tasks of Phrase Analogy and Phrase

Similarity. Fine-tuning is the task of initializing the weights of the network by

pre-trained vectors instead of random initialization.

• Proposing different approaches for Wikipedia concept embedding and compar-

ing results with the state-of-the-art methods on the standard datasets.

5.1.2 Related Work

Word2Vec and GloVe are two pioneer approaches for word embedding. Recently,

other methods have been introduced that try to improve both the performance and

quality of the word embedding [35] by using multilingual correlation. A method based

on Word2Vec is proposed by Mikolov et al. for phrase embedding. [69]. In the first

step, they find the words that appear more frequently together than separately, and

then they replace them with a single token. Finally, the vector for phrases is learned

in the same way as single word embedding. One of the features of this approach is

that both words and phrases are in the same vector space.

Graph embedding methods [24] using Deep Neural Networks are similar to the

goals of this paper. Graph representation has been used for information management

in many real world problems. Extracting deep information from these graphs is
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important and challenging. One solution is using graph embedding methods. The

word embedding methods use linear sequences of words to learn a word representation.

For graph embedding, the first step is converting the graph structure to an extensive

collection of linear sequences. Perozzi presented a uniform sampling method named

Truncated Random Walk for converting the graph structure to a linear sequences [79].

In the second step, a word embedding method such as Word2Vec is used to learn the

representation for each graph vertex. Wikipedia can also be represented by a graph,

and the links are the inter citation between Wikipedia’s pages, called anchors.

A graph embedding method for Wikipedia using a similarity inspired by the HITS

algorithm [52] is presented in [89]. The output of this approach for each Wikipedia

concept is a fixed length list of similar Wikipedia pages and their similarity score,

which represents the dimension name of the corresponding Wikipedia concepts. The

difference between this method and deep learning based methods is that each dimen-

sion of a concept embedding is meaningful and understandable by the human.

Milne and Witten [71] proposed a Wikipedia concept similarity index based on

in-links and out-links of a page. In their similarity method, two Wikipedia pages

are more similar to each other if they share more common in- and out-links. This

method is used to compare the result of the Concept Similarity task with the proposed

approaches.

The idea of using Anchor texts inside Wikipedia for learning phrase vectors is being

used in some other research [98, 23] as well. In this research, we proposed different

methods to use anchor texts and evaluated the results in standard tasks. We also

compared the performance of the proposed methods with top notch methods.

The link structure (citation) between scientific papers is used in cite2vec [14]

to help users better exploring such documents. In this system, all the citations in

documents are replaced by a unique identifier, and it then jointly learned a semantic

embedding of words and documents. As a result of this step, each pair of word

and document has a single vector in the same vector space. In the interface, the

documents are depicted in a scatter plot and on top of that the most similar term for

each document. The user can filter the scatter plot by providing desired keywords

and as a result, all similar terms and documents will be highlighted in the plot.
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5.1.3 Distributed Representation of Concepts

From this point on, we describe how we trained our word embedding. At first we

describe the steps for preparing the Wikipedia dataset and then describe different

methods we used to train words and concepts vectors.

Preparing Wikipedia dataset: In this research, the Wikipedia English text from

the Wikipedia dump on May 01, 2016 is used. In the first step, we developed a toolkit3

using several open source Python libraries (described in Appendix A) to extract all

pages in English Wikipedia, and as a result 16,527,332 pages were extracted. Not all of

these pages are valuable, so we pruned the list using several rules (check Appendix B

for more information).

As a result of pruning, 5,001,168 unique Wikipedia pages, pointed to by the an-

chors, were extracted. For the next step, the plain text of all these pages was extracted

in such a way that anchors belonging to the pruned list of Wikipedia pages were re-

placed (using developed toolkit) with their Wikipedia page ID (the redirects were

also handled), and for other anchors, their surface form was substituted. We merged

the plain text of all pages in a single text file in which each line is a clean text of a

Wikipedia page. This dataset contains 2.1 billion tokens.

ConVec: The Wikipedia dataset obtained as a result of previous steps was used

for training a Skip-gram model [69] with negative sampling instead of hierarchical

softmax. We called this approach ConVec. The Skip-gram model is a type of Artificial

Neural Network, which contains three layers: input, projection, and output. Each

word in the dataset is inputted to this network, and the output is a prediction of

the surrounding words within a fixed window size. We used a window size of 10

because we been able to get higher accuracy based on this window size. Skip-gram

has been shown to give a better result in comparison to the Bag of Words (CBOW)

model [69]. CBOW gets the surrounding words of a word and tries to predict the

word (the reverse of the Skip-gram model).

As a result of running the Skip-gram model on the Wikipedia dataset, we got

3,274,884 unique word embeddings, of which 1,707,205 are Wikipedia concepts. Words

3https://github.com/ehsansherkat/ConVec

https://github.com/ehsansherkat/ConVec
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and Anchors with a frequency of appearance in Wikipedia pages less than five are

not considered. The procedure of training both words and concepts in the same time,

results in that concepts and words belonging to the same vector space. This feature

enables not only finding similar concepts to a concept but also finding similar words

to that concept.

ConVec Fine-Tuned: In image processing approaches, it is customary to fine-

tune the weights of a neural network with pre-trained vectors over a large dataset.

Fine-tuning is the task of initializing the weights of the network by pre-trained vectors

instead of random initialization. We tried to investigate the impact of fine-tuning the

weights for textual datasets as well. In this case, we tried to fine-tune the vectors with

GloVe 6B dataset trained on Wikipedia and Gigaword datasets [78]. The weights of

the the skip-gram model initialized with GloVe 6B pre-trained word vectors and then

the training continued with the Wikipedia dataset prepared in the previous step. We

called the concept vectors trained based on this method ConVec Fine-Tuned.

Table 5.2: Comparing the results of three different versions of ConVec (trained on
Wikipedia 2.1B tokens) with Google Freebase pre-trained vectors over the Google-
100B-tokens news dataset in the Phrase Analogy task. The Accuracy (All) shows the
coverage and performance of each approach for answering questions. The accuracy for
common questions (Accuracy (Commons)) is for fair comparison of each approach.
#phrases shows the number of top frequent words of each approach that are used
to calculate the accuracy. #found is the number of questions where all 4 words are
present in the approach dictionary.

Embedding Name #phrases
Accuracy (All) Accuracy (Commons)
#found Accuracy #found Accuracy

Google Freebase
Top 30,000 1048 55.7% 89 52.8%
Top 300,000 1536 47.0% 800 48.5%
Top 3,000,000 1838 42.1% 1203 42.7%

ConVec
Top 30,000 202 81.7% 89 82.0%
Top 300,000 1702 68.0% 800 72.1%
Top 3,000,000 2238 56.4% 1203 61.1%

ConVec
(Fine-Tuned)

Top 30,000 202 80.7% 89 79.8%
Top 300,000 1702 68.3% 800 73.0%
Top 3,000,000 2238 56.8% 1203 63.6%

ConVec
(Heuristic)

Top 30,000 242 81.4% 89 80.9%
Top 300,000 1804 65.6% 800 68.9%
Top 3,000,000 2960 46.6% 1203 58.7%
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ConVec Heuristic: We hypothesize that the quality of concept vectors can im-

prove with the size of training data. The sample data is the anchor text inside each

Wikipedia page. Based on this assumption, we experimented with a heuristic to in-

crease the number of anchor texts in each Wikipedia page. It is a Wikipedia policy

that there is no self-link (anchor) in a page. It means that no page links to itself. On

the other hand, it is common that the title of the page is repeated inside the page.

The heuristic is to convert all exact mentions of the title of a Wikipedia page to

anchor text with a link to that page. By using this heuristic, 18,301,475 new anchors

were added to the Wikipedia dataset. This method is called ConVec Heuristic.

ConVec Only-Anchors: The other experiment is to study the importance and

role of the non-anchored words in Wikipedia pages in improving the quality of phrase

embeddings. In that case, all the text in a page, except anchor texts were removed

and then the same Skip-gram model with negative sampling and the window size

of 10 is used to learn phrase embeddings. This approach (ConVec Only-Anchors) is

similar to ConVec except that the corpus only contains anchor texts.

An approach called Doc2Vec was introduced by Mikolov et al. [56] for Document

embedding. In this embedding, the vector representation is for the entire document

instead of a single term or a phrase. Based on the vector embeddings of two docu-

ments, one can check their similarity by comparing their vector similarity (e.g. using

Cosine distance). We tried to embed a whole Wikipedia page (concept) with its con-

tent using Doc2Vec and then consider the resulting vector as the concept vector. The

results of this experiment were far worse than the other approaches so we decided

not to compare it with other methods. The reason is mostly related to the length

of Wikipedia pages. As the size of a document increases, the Doc2Vec approach for

document embedding results in a lower performance.

5.1.4 Evaluation

Phrase Analogy and Phrase Similarity tasks are used to evaluate the different em-

bedding of Wikipedia concepts. In the following, detailed results of this comparison

are provided.
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Phrase Analogy Task: To evaluate the quality of the concept vectors, we used the

phrase analogy dataset in [69] which contains 3,218 questions. The Phrase analogy

task involves questions like “Word1 is to Word2 as Word3 is to Word4 ”. The last

word (Word4) is the missing word. Each approach is allowed to suggest the one and

only one word for the missing word (Word4). The accuracy is calculated based on the

number of correct answers. In word embedding the answer is finding the closest word

vector to the Eq. 5.1. V is the vector representation of the corresponding Word.

VWord2 − VWord1 + VWord3 = VWord4 (5.1)

V is the vector representation of the corresponding Word. The cosine similarity is

used for majoring the similarity between vectors on each side of the above equation.

In order to calculate the accuracy in the Phrase Analogy, all four words of a

question should be present in the dataset. If a word is missing from a question, the

question is not included in the accuracy calculation. Based on this assumption, the

accuracy is calculated using Eq. 5.2.

Accuracy =
#CorrectAnswers

#QuestionsWithPhrasesInsideApproachV ectorsList
(5.2)

We compared the quality of three different versions of ConVec with Google Free-

base4 phrase vectors pre-trained over the Google-100B-token news dataset. The Skip-

gram model with negative sampling is used to train the vectors in Google Freebase.

The vectors in this dataset have 1000 dimensions in length. For preparing the embed-

ding for phrases, the authors used a statistical approach to find words that appear

more together than separately and then considered them as a single token. In the

next step, they replaced these tokens with their corresponding freebase ID. Freebase

is a knowledge base containing millions of entities and concepts, mostly extracted

from Wikipedia pages.

In order to have a fair comparison, we reported the accuracy of each approach in

two ways in Table 5.2. The first accuracy is to compare the coverage and performance

of each approach over all the questions in the test dataset (Accuracy All). Based on

the training corpus and the frequency of each word vector inside the corpus, each

4https://code.google.com/archive/p/word2vec

https://code.google.com/archive/p/word2vec
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Table 5.3: Comparing the results in Phrase Similarity dataset. Rho is Spearman’s
correlation to the human evaluators. !Found is the number of pairs not found in each
approach dataset. The average scores are weighted average score of the approach for
each of the datasets. The weights are number of found pairs for each dataset.

Datasets
Wikipedia
Miner

Google
Freebase

ConVec
ConVec
(Heuristic)

# Dataset Name #Pairs !Found Rho !Found Rho !Found Rho !Found Rho
1 WS-REL [36] 251 114 0.6564 87 0.3227 104 0.5594 57 0.5566
2 SIMLEX [43] 961 513 0.2166 369 0.1159 504 0.3406 357 0.2152
3 WS-SIM [36] 200 83 0.7505 58 0.4646 81 0.7524 41 0.6101
4 RW [64] 1182 874 0.2714 959 0.1777 753 0.2678 469 0.2161
5 WS-ALL [36] 349 142 0.6567 116 0.4071 136 0.6348 74 0.5945
6 RG [80] 62 35 0.7922 14 0.3188 36 0.6411 25 0.5894
7 MC [70] 28 15 0.7675 9 0.3336 16 0.2727 12 0.4706
8 MTurk [40] 283 155 0.6558 123 0.5132 128 0.5591 52 0.5337
- Average 414 241 0.4402 217 0.2693 219 0.4391 136 0.3612

approach is able to answer a different subset of questions from the list of all questions

inside the phrase analogy dataset. An approach can answer a question if all four

words of a question are present in the dataset. For example, the ConVec base model

is able to answer 2,328 questions out of 3,218 questions of the phrase analogy dataset

for the top 3,000,000 phrases. The second accuracy is to compare the methods over

only common questions (Accuracy commons). Common questions are the subset of

questions where all four approaches in Table 5.2 are able to answer them.

Each approach tries to answer as much as possible the 3,218 questions inside

the Phrase Analogy dataset in Accuracy-for-All scenario. For the top 30,000 frequent

phrases, Google Freebase was able to answer more questions, but for the top 3,000,000

frequent phrases ConVec was able to answer more questions with higher accuracy.

Fine-tuning of the vectors does not have impact on the coverage of ConVec; this is

why the #found is similar to the base model. We used the Wikipedia ID of a page

instead of its surface name. The heuristic version of ConVec has more coverage to

answering questions in comparison with the base ConVec model. The accuracy of the

heuristic ConVec is somehow similar to the base ConVec for the top 300,000 phrases,

but it will drop down for the top 3,000,000. It seems that this approach is efficient

to increase the coverage without significantly sacrificing the accuracy, but probably

it needs to be more conservative by adding more regulations and restrictions in the

process of adding new anchor texts.



86

Only common questions between each method are used to compare the Accuracy-

for-Commons scenario. The results in the last column of Table 5.2 show that the

fine-tuning of vectors does not have a significant impact on the quality of the vectors

embedding. The result of the ConVec Heuristic for the common questions, argues that

this heuristic does not have a significant impact on the quality of the base ConVec

model and it just improved the coverage (added more concepts to the list of concept

vectors). The most important message of the third column of Table 5.2 is that even

a very small dataset (Wikipedia 2.1 B tokens) can produce good vectors embedding

in comparison with the Google freebase dataset (100B tokens) and consequently, the

quality of the training corpus is more important than its size.

Phrase Similarity Task: The next experiment is evaluating vector quality in the

Phrase similarity datasets (Check Table 5.3). In these datasets, each row consists of

two words with their relatedness assigned by a human. The Spearman’s correlation

is used for comparing the result of different approaches with the human evaluated

results. These datasets contain words and not the Wikipedia concepts. We replaced

all the words in these datasets with their corresponding Wikipedia pages if their

surface form and the Wikipedia concept match. We used the simple but effective most

frequent sense disambiguation method to disambiguate words that may correspond

to several Wikipedia concepts. This method of assigning words to concepts is not

error prone but this error is considered for all approaches.

Wikipedia Miner [71] is a well-known approach to find the similarity between

two Wikipedia pages based on their input and output links. Results show that our

approach for learning concepts embedding can embed the Wikipedia link structure

properly since its results are similar to the structural based similarity approach of

Wikipedia Miner (See Table 5.3). The average correlation for the heuristic based

approach is less than the other approaches, but the average of not-found entries in

this approach is much less than in the others. It shows that using the heuristic can

increase the coverage of the Wikipedia concepts.

To have a fair comparison between different approaches, we extracted all com-

mon entries of all datasets and then re-calculated the correlation (Table 5.4). We

also compared the results with another structural based similarity approach called
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Table 5.4: Comparing the results in the Phrase Similarity datasets for the common
entries between all approaches. Rho is Spearmans’s correlation.

Datasets
Wikipedia
Miner

HitSim ConVec
ConVec
(Heuristic)

ConVec
(Only
Anchors)

# Dataset Name #Pairs Rho Rho Rho Rho Rho
1 WS-REL 130 0.6662 0.5330 0.6022 0.6193 0.6515
2 SIMLEX 406 0.2405 0.3221 0.3011 0.3087 0.2503
3 WS-MAN [36] 224 0.6762 0.6854 0.6331 0.6371 0.6554
4 WS-411 [36] 314 0.7311 0.7131 0.7126 0.7136 0.7308
5 WS-SIM 108 0.7538 0.6968 0.7492 0.7527 0.7596
6 RWD 268 0.3072 0.2906 0.1989 0.1864 0.1443
7 WS-ALL 192 0.6656 0.6290 0.6372 0.6482 0.6733
8 RG 20 0.7654 0.7805 0.6647 0.7338 0.6301
9 MC 9 0.3667 0.5667 0.2667 0.2167 0.2833
10 MTurk 122 0.6627 0.5175 0.6438 0.6453 0.6432
- Average 179 0.5333 0.5216 0.5114 0.5152 0.5054

HitSim [89]. The comparable result of our approach to structural based methods is

another proof that we could embed the Wikipedia link structure properly. The result

of the heuristic based approach is slightly better than our base model. This shows

that without sacrificing the accuracy, we could increase the coverage. This means

that with the proposed heuristic, we have a vector representation of more Wikipedia

pages.

Results for the only anchors version of ConVec (see the last column of Table 5.4)

show that in some datasets this approach is better than other approaches, but the

average result is less than the other approaches. This shows it is better to learn

Wikipedia’s concepts vector in the context of other words (words that are not an-

chored) and as a result to have the same vector space for both concepts and words.

5.2 Conclusion

In this chapter, several approaches for embedding Wikipedia concepts are introduced.

The higher importance of the quality of the corpus than its quantity (size) is demon-

strated and the idea of the larger corpus will not always lead to better word embed-

ding is argued. Although the proposed approaches only use inter Wikipedia links

(anchors), they have a performance as good as or even higher than the state of the
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arts approaches for Concept Analogy and Concept Similarity tasks. Contrary to word

embedding, Wikipedia concepts embedding is not ambiguous, so there is a different

vector for concepts with similar surface forms but different mentions. This feature is

important for many NLP tasks such as Named Entity Recognition, Text Similarity,

and Document Clustering or Classification.



Chapter 6

Conclusion and Future Research

6.1 Conclusion

The evaluation of the interactive document clustering system indicates that users

want two capabilities from an interactive document clustering system. First, the

ability to effectively interact with the clustering algorithm. Second, a visualization

that enables them to explore the document collection and the result of clustering

efficiently.

To address the first need, we need to replace the conventional non-interactive

clustering algorithms by interactive ones. We selected key-terms as an interaction

between the user and the clustering algorithm. In key-term interaction, the user

assigns a set of key-terms to each cluster to guide the clustering algorithm. While key-

term interaction is more intuitive and convenient for the users, some user still wants to

have document interaction beside it. In document interaction, the user assigns a set

of documents to each cluster. Sometimes the user wants to have a more sophisticated

interaction. For example, asking the clustering algorithm to divide a cluster based

on the sentiment of documents. Ability to support more diverse and complicated

interactions may help the user better interact with the clustering algorithm. However

not every types of user feedback may lead to a better clustering result. There are

some cases that the user provides key-terms that may not be coherent to each other.

To prevent this problem, first we guide the user with different visualization modules

to better select the key-terms and second, in the clustering algorithm, key-terms that

not have a high tf-idf value will have less impact on the clustering result. We still

need to work on this feature to prevent negative impact of low-quality user feedback

on clustering quality. The rollback feature of the proposed system can be helpful to

revert back every unwanted changes.

For the second need, we designed several visualization modules to give the user a

comprehensive view of the document collection. While most of the users find most of

89
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these modules helpful, some of them complained about the difficulty of understanding

so many features in a single screen. This problem can be handled by visualizing

only the important features of the document cluster and show the other features on

demand.

The main goal of supporting two different clustering algorithms of (LDC and

iKMeans) was to indicate that the visual interface is designed independent of the

clustering algorithm and any key-term based clustering algorithm can be combined

with it. During the user study, we briefly explained the differences between two

clustering algorithms and made the iKMeans the default algorithm. Only one of the

users switched between the clustering algorithms and the rest decided to stay with

the default one. Because of the lack of evidence, we cannot clearly decide whether if

users effectively switched between clustering algorithms. This observation indicates

that the switch between algorithms needs expert knowledge and users do not feel

confident to be involved in this procedure.

The evaluation results on general and domain-specific datasets indicate that it is

possible to use the proposed system in diverse domains. In some cases, it is necessary

to change some part of the system to better adapt to a domain. For example, we

changed the preprocessing of the system to better extract the email conversations in

the Respiratory Therapy case study.

During the user study we have notified that user needs deterministic results. If the

initial result of the clustering is non-deterministic, the user may get confused by the

inconsistent clustering. It is possible to store the initial data points to make the result

of a non-deterministic method repeatable, but it may lead to a bad quality solution

unless one initializes the clustering algorithm several times and then considers the one

which has optimized the objective function the most, which is a very time-consuming

process. To tackle this problem, we introduced the DSKM algorithm that not only

deterministically initializes the KMeans but it also improves the clustering time and

performance. The proposed method is optimized for the textual datasets; expanding

the proposed idea to non-textual datasets could be beneficial.

The importance of considering the temporal aspect of document clustering is ex-

plained in Chapter 4. In our experiments, we assumed that each document has a

creation time and we designed a similarity measure that considers both temporal



91

and content similarity between documents. Evaluation indicates that in most of the

datasets using this similarity measure leads to the better clustering result. We com-

bined this similarity measure with an interactive document clustering algorithm and

we thus introduced a novel interactive temporal document clustering algorithm.

The overall goal of chapter 5 was about using Wikipedia knowledge base for im-

proving the quality of different text mining tasks such as document clustering. We

demonstrated the higher importance of the quality of the corpus than its quantity

(size) and argued that the larger corpus will not always lead to better word embed-

ding. Although the proposed approaches only use inter Wikipedia links (anchors),

they have a performance as good as or even higher than the state of the art approaches

for Concept Analogy and Concept Similarity tasks. Contrary to word embeddings,

Wikipedia concept embeddings are not ambiguous, so there is a different vector for

concepts with similar surface forms but different meaning.

6.2 Future Research

Clusters change follow up It is important to effectively visualize how the clusters

change over each interaction of the user with the clustering algorithm. This will help

the user to observe her/his changes on the clustering and at the same time be able

to roll back her/his changes partially. In the current system, we will save result of

the clustering before each interaction of the user with the system as a session. It is

possible to use these session to visualize the cluster changes as a Sankey diagram [82].

Information Retrieval In the era of search engines, users like to find their ques-

tions by searching them on search engines. In the proposed visual interface there is a

search bar for users to start searching their interested keywords inside the collection.

Currently, a basic string matching method is used for finding relevant documents for

the user. It would be beneficial if we use more advanced information retrieval methods

such as OKapi BM25 method [84] and elaborate ideas of total recall problem [85].

Scalability the size of the datasets increases, it will be more challenging to effec-

tively visualize the clustering result. One of the difficulties is depicting all documents
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in the Graph View (see Section 2.3.4). A possible solution is grouping similar doc-

uments as a single node and whenever the user clicks on that node, it expands and

show the documents. The other future direction is clustering a huge datasets in-

teractively with multiple users. In this case, users collaborate (remotely) with each

other to cluster the same dataset. This idea needs methods for resolving conflicts and

preventing any possible deadlocks as a result of multi-user interaction.

Temporal Clustering Currently, we consider the temporal feature of documents

in the similarity measure. It is possible to incorporate the temporal aspect in other

cases as well. For example, separately cluster documents in different time intervals

and then try to link clusters in each time interval. This may leads to help the user

to extract the evolution of clusters over each time stamp.

Wikification Combining Wikipedia concepts with bag of word model can improve

the result of document clustering [48]. In order to use Wikipedia for getting more se-

mantic from the text, the Wikification of text is needed. One of the important steps

of Wikification is disambiguation of Wikipedia concepts. The Wikipedia concepts

embeddings as a result of our proposed method in chapter 5, can be used for disam-

biguating Wikipedia concepts. In this approach, the mention of a concept surface

form is the one which has the closer vector to the context of the document.

In order to improve the quality of Wikipedia concept vector, we plan to use multi-

ple resources such as Infoboxes, multilingual version of a Wikipedia page, Categories

and syntactical features of a page to improve the quality of Wikipedia concepts em-

bedding.
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Appendix A

Evaluation Metrics

• Adjusted Rand Index/Score (ARI/ARS) [49]:

Assume C is a ground truth class assignment and K the clustering result. The

Rand index is given by:

RI =
a+ b

C
nsamples

2

n is the total number of samples. a is the number of pairs of elements that are

in the same set in C and K. b is the number of pairs of elements that are in

different set in C and K. Let E[RI] be the expected value of RI, the ARI is

defined as:

ARI =
RI− E[RI]

max(RI)− E[RI]

• Normalized and Adjusted Mutual Information (NMI and AMI) [100]:

Let U and V be two sets of label assignment of n data points. The entropy of

these sets is defined by:

En(U) = −
|U |∑
i=1

P (i) log(P (i))

En(V ) = −
|V |∑
j=1

P ′(j) log(P ′(j))

Where P (i) = |Ui|/N is the probability randomly selected data points from U

falls into class Ui. . The Mutual Information (MI) between U and V is given

by:
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MI(U, V ) =

|U |∑
i=1

|V |∑
j=1

P (i, j) log

(
P (i, j)

P (i)P ′(j)

)

The Normalized Mutual Information now can be defined as:

NMI(U, V ) =
MI(U, V )

mean(En(U), En(V ))

Let E[MI] be the expected value of MI, then the AMI is given by:

AMI =
MI− E[MI]

mean(En(U), En(V ))− E[MI]

• Homogeneity [87]:

Homogeneity = 1− En(C|K)

En(C)

En(C|K) is the entropy of the classes given cluster assignments and is defined

as:

En(C|K) = −
|C|∑
c=1

|K|∑
k=1

nc,k
n
· log

(
nc,k
nk

)
En(C) is the entropy of the classes and is formulated as:

En(C) = −
|C|∑
c=1

nc
n
· log

(nc
n

)
n is the total number of samples, nc is the number of samples in class c, nk is

the number of samples belonging to cluster k, and nc,k is the number of samples

from class c assigned to cluster k.

• Silhouette [88]:

Let a be the average distance between a data point and all other points in the

same class and b be the average distance between a data point and all other

points in the next nearest cluster. The Silhouette is defined as:
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Silhouette =
b− a

max(a, b)

• Accuracy:

Let Y be the true labels and Y ′ be the predicted labels. The accuracy is defined

as:

Accuracy(Y, Y ′) =
1

n

n−1∑
i=0

1(Y ′i = Yi)

n is the total number of samples. 1 is the indicator function.



Appendix B

User Study Design

B.1 Screening Questionnaire

Identification number: ................

1. At what level do you think your understanding of written English is?

• Excellent

• Very good

• Good

• Acceptable

• Bad

• Very bad

• None

2. What is the highest level of education you have completed?

• Little or no formal education

• High school or equivalent

• College or university

• Master

• Doctoral

• Post-Doctoral

3. How often do you read newspapers or magazines?

• Every day

• Once two days
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• Once four days

• Once a week

• Once a month

• Once a year

• Never

4. How often do you read academic papers?

• Every day

• Once two days

• Once four days

• Once a week

• Once a month

• Once a year

• Never

5. What is your primary area of study?

• Computer Science

• Information technology

• Internetworking

• Other

6. How much are you familiar with the document clustering?

• Excellent

• Very good

• Good

• Acceptable

• Bad

• Very bad

• None
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B.2 Demographic Questionnaire

Identification number:

Gender: Male Female Other

1. On the average, how much time do you spend per week on a computer?

• Less than one hour

• One to less than 4 hours

• 4 to less than 10 hours

• 10 to less than 20 hours

• 20 to less than 40 hours

• Over 40 hours

2. How often do you use interactive user interfaces such as dragging objects from

one place to another?

• Extremely often

• Very often

• Often

• Not often

• Seldom

• Never

3. How comfortable are you at using interactive user interface?

• Extremely comfortable

• Very comfortable

• Comfortable

• Uncomfortable

• Very uncomfortable

• Extremely uncomfortable
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B.3 Interface Features Questionnaire

1
It is useful to highlight the

documents containing certain

term in the Graph View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree
Neutral

Somewhat

Agree

Strongly

Agree

2
It is useful to see the corresponding

node of selected document

in the Graph View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

3
It is NOT useful to see/load the document

content from the Graph View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

4
It is useful to see top 5 terms of each

document in the Graph View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

5
The keep functionality plus selecting

neighbors documents in the Graph View is useful.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

6
The ability to create a Term Cloud from

selected documents in the Graph View is useful.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

7
The ability to create a Term Cloud of

the selected document is NOT useful.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

8
It is useful to see the Term Cloud

of each cluster.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

9
It is useless to interact with Graph View

by changing the Cosine Distance slider.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

10
It is useful to have two different

projections (t-SNE vs Force layout)

in the Graph View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

11 Changing Force layout parameters is helpful
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

12
It is NOT useful to filter the Graph View

based on the name of documents.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

13 It is useful to change the name of the clusters.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

14 It is useful to change the color of clusters.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

15
The searching and adding terms from

search bar is necessary.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

16
It is helpful to add terms from Term Cloud

View to the clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

17
It is NOT helpful to add terms from

Cluster key-terms View to the clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

18
It is helpful to add terms from

Document View to the clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

19
It is helpful to add term from one

cluster to another cluster in Cluster View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

20 Cluster Key terms view is useful.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

21
The bar charts in

Cluster Key terms is NOT useful.

1 2 3 4 5
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Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

22
Parallel coordinate diagram of

terms relatedness in

Term-Cluster view is useful.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

23
It is useful to compare two or

more terms relatedness in Term-Cluster view.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

24
Parallel coordinate diagram of

document relatedness in

Document-Cluster view is useful.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

25
It is helpful to have an access to the

list of documents of each cluster in order of

their relatedness in Document view.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

26
It is easy to identify the topic of a

document cluster from the key-terms in the

corresponding list of clusters in Cluster View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

27 It is easy to add a new cluster.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

28
The Silhouette score of Clustering,

t-SNE and Force layout was helpful to

find the quality of clustering after each interaction.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

29
It is useful to be able to save/reload

(save and load sessions) the clustering results.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

30
It is useful to write note about

each session of clustering.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

31
It is useful to have all the clusters

in a single view beside each other (Cluster View).

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

32
It is necessary to have an access

to the text of documents in Document View.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

33
It is NOT useful to have the cluster

hierarchy in Cluster Tree View

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

34 It is useful to save the result of clustering as ZIP file
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

36
It is useful to save the result of

clustering in MindMap format

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

37
It is helpful to suggest the user the

initial number of clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

38
It is essential to suggest the user

the initial number of clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

39
It is more meaningful to use phrases

instead of single words to determining

the clusters topics.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

40
The upload section was helpful

for processing user dataset.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

41
It is necessary to follow the user

determined cluster name after each re-clustering.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

42
It is NOT useful for the user to

follow clusters name after each re-clustering.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

43
It is essential for the user to

follow clusters name after each re-clustering.

1 2 3 4 5
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Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

44 The hierarchical clustering feature is useful.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

45 The Silhouette Chart View was helpful.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

46 The user confidence level slider was helpful.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

47
Which of the following views

do you think is more useful? Document

view +

document

cluster

view

Cluster

key-terms

view

plus term-

clusterview

Cluster

view

Term

cloud

View

Graph

View
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B.4 Interface Rating Questionnaire

1
The automatically generated clusters

are near to what you desired?

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

2
It is necessary to be able to change the topics

of document clusters generated automatically.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

3 It is necessary to be able to change the number of clusters.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

4
Term based visualization is a useful way in

exploring the topics of a collection.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

5
Term based visualization and term labeling is a

useful way in generating desired cluster topics.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

6
Term based visualization is a useful way to

find a desired number of clusters.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

7
The user interface is a useful tool for

document clustering in general.

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

8
Was the documentation and training sufficient

for you to learn how to use the interface?

1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree

9 I would like to use the interface in the future.
1 2 3 4 5

Strongly

Disagree

Somewhat

Disagree

Neutral Somewhat

Agree

Strongly

Agree
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B.5 Dalhousie Ethic Board’s Letter of Approval
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Appendix C

Copyright Permissions

In this section, the copyright permissions of the publications is provided.
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