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Abstract

Aging in biological systems is complex. There is agreement that aging is a gradual

accumulation of dysregulation and damage in the organism. However, there is little

consensus on how to effectively measure this health state at any given time, let alone

how to model the propagation or accumulation of poor health. The frailty index

(FI), which measures the fraction of measured health aspects in a damaged state,

is an effective measure of general health in an organism. The advantages of the FI

are that it is largely insensitive to which health aspects are included and does not

impose any structure on the accumulation or propagation of damage. In this work

I aim to effectively include health aspects not typically included in the FI such as

blood test results and other measurements not naturally dichotomized into a healthy

or unhealthy state. The goal of this exercise being to extend the applicability of

the FI to lower and more detailed levels of health. Following the practical work on

measuring health on lower scales, I investigate how the levels of health interact in

a network model of human aging. Through an optimization framework I investigate

how the levels of health are arranged for maximizing lifespan and healthspan.
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Chapter 1

Introduction

1.1 Health and aging

1.1.1 Aging as Deteriorating Health

The aging process, and eventual mortality, is a fundamental problems spanning all

aspects of human thought. We associate health with the aging process. However,

the relationship between health and aging must be quantified to study it properly. A

promising approach is to assume that “healthy” aging is the state where the fewest

aspects of health have deteriorated. Individuals who age gracefully have very little

deterioration over a large span of time, continuing to be physically active and young

in appearance longer than their peers. Operationalizing this intuitive understanding

of aging has generally been approached by selecting a set of aspects of health, and

monitoring them for deterioration or degradation over time [1, 2, 3]. This approach

defines aging as a function of the health state, typically trending downward over

time. This approach matches up well with intuition when done correctly because

an individual aging gracefully can “look” younger than their chronological age by an

appropriate measure, which can approximately match a casual assessment.

1.1.2 The Many Levels of Health

The main difficulty in applying a deterioration of health model of aging is establishing

which aspects of health are important to measure. At the highest level, functional

impairments and visible deterioration of the health state are most clearly associated

with aging [2, 1]. However, these high-level impairments may be symptoms of dete-

rioration of lower-level health attributes, things which must be measured using lab

assays [4, 5]. Recently, there has been a push towards investigating the lowest levels

of health by measuring health on the molecular level [6, 7, 3]. Furthermore, there

is the question of how genetic and other hereditary factors affect the aging process

1
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[8, 9]. The question of which level of health is most suitable to making predictions

and planning interventions is a difficult one. It may be necessary to measure many

levels of health, and to relate them to each other and to mortality.

The many levels of health are certainly associated in some manner [10, 11]. Think-

ing about them as levels of health implies a hierarchy of some combination of impor-

tance and precedence. However, quantitatively describing these relationships (or even

determining their importance) has proven to be a challenging task [12]. Although the

lower-level health aspects may precede the higher levels in flagging degradation, they

are not as clearly linked to decline in health [10]. Whereas, the high-level deficits are

intuitively linked to a decline in health.

1.1.3 Accruement of Acute Ailments - Summary Health?

At the very least there is consensus that the many aspects of health tend towards

dysregulation and the aggregation of this dysregulation represents some aspect of the

aging process [13, 14, 15]. In theory, proper aggregation of dysregulation across all lev-

els of health would represent the aging process to the fullest extent in this framework.

However, the question would remain of how to properly represent this information;

can it be effectively compressed into one, or a small number, of interpretable health

metrics?

Integrating any set of health aspects into a comprehensive health measurement

presents a breadth of issues both theoretically and practically. Broadly, the approach

has been to take an assay of measurements (often related in some way) and to use a

linear combination and some transformation to predict negative outcomes. Common

approaches include simply counting up the number of symptoms or precursors, linear

combinations of measurements regressed against a scalar metric such as age, and

logistic regression of measurements against categorical outcomes [16, 1, 17, 2].

Many approaches are founded on an assumption that there is a mechanism that

drives aging (or accompanies it) and that the summary health metric they develop

appropriately represents the contribution of that mechanism. For example, allostatic

load suggests that the accumulation of stress drives dysregulation and always contains

measurements relevant to neuroendocrine and immune responses [17]. More recently

the focus has shifted to a less principled selection of health measurements with the
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reasoning that a general health metric requires a breadth of included variables. Met-

rics which aim to include this breadth of measurements include the Frailty Index

(FI) [1, 18] which counts the number of impairments across an arbitrarily broad set

of measurements and the various biological clock approaches which select from an

immense number of measurements using statistical methods [7, 6, 16].

1.1.4 Negative health outcomes

The aging process appears very linear at a glance since it is so intuitively tied to

time. Famously, the Gompertz law of human mortality states that the mortality

rate increases exponential with increasing age [19]. However, there are a variety of

pathways to negative health outcomes including death [20, 21]. The question of where

to aim composite metrics of health reflects much of the discussion on what level of

health to measure. Is it best to predict outcomes or symptoms that are precursors to

larger health events, or is it better to prioritize the risk of the larger outcome itself?

The many different paths towards any individual negative health outcome suggests

that predicting precursors may not be the best approach. However, the level at which

interventions can be successful may be well before the large scale outcomes occur.

Overall, there is an impression that ultimately any adverse health outcome is a

step towards mortality [22]. In this sense it seems like the obvious approach is to

develop a composite measure which is an effective predictor of mortality. Although

an accurate estimation of mortality risk or lifespan prediction would inform decision

making, it is not useful from an intervention standpoint. Negative health outcomes

and symptoms of dysregulation are treatable acutely. I believe the information useful

for a clinician would be a metric describing the health state as it pertains to acute

risk which is treatable. For example, using measurements to predict which pathway

presents the greatest overall health risk and can be effectively treated.

1.1.5 Multidimensional Risk - Multidimensional Metrics?

The difficulty posed by having many distinct negative health outcomes (or pathways

to negative health outcomes) is one that is not commonly addressed in composite

health metrics. In part this is because age by itself does such a good job predicting

risk within populations - seen later in this thesis. Intuitively, if one could assemble a
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health metric which is effectively biological age (controlled for health state somehow)

then the problem would be solved. However, biological ages (or equivalent) are more

often than not tied to a narrow aspect of aging (or at least not the entire spectrum)

[3]. Typically the relationship with health and aging is determined by the set of

measurements used in the health measure, for instance which tissue was sampled for

the analysis. However, even in the case of a broad spectrum clock which samples a

wide range of health aspects tied to aging, is representing health as a scalar the most

useful approach?

Given that the many different epigenetic clocks and other composite health metrics

are not strongly correlated [23], would it not make sense to play towards each of their

strengths? If each measurement has a particular advantage in predicting a certain

class of outcomes, why flatten them into a worse metric of a more general outcome? A

higher dimensional approach would better leverage the differences between approaches

and assays. However, interpreting a high dimensional health metric could be difficult.

A set of probabilities for experiencing distinct sets of negative health outcomes would

be practical in a decision making setting but would be difficult from a population

health or communication perspective. Alternatively there could be some mapping

from probabilities to biological age metrics, for instance having a heart that looks 56

and lungs that look 34 would be more communicable. However, additional steps in

generating metrics can obscure what is being measured.

1.1.6 Arguments for Interpretatibility

One aspect of composite metrics of health that can easily be overlooked with the

proliferation of machine learning black-box approaches is the interpretability of the

metric itself [24]. Without sufficient interpretability, it is unlikely that they provide

any use either from a clinical or public health perspective. While a high-dimensional

output such as a an array of probabilities of negative health outcomes could be bene-

ficial from a decision making perspective, it does not clearly indicate the health state

of an individual.
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1.2 The Frailty Index Approach

The frailty index (FI) is one approach to composite measures of health which avoids

much of the complication seen in other measures [1, 18].The FI is defined as the

fraction of measured health aspects in an unhealthy state:

FI =
∑ di

N
. (1.1)

Candidate health variables for the FI must only satisfy a handful of conditions [18];

prevalence of the health deficit - the unhealthy state of the health aspect - must

increase with age after controlling for biases such as survivorship and selection, deficits

must be related to health, and prevalence of the deficit must not saturate. The FI

effectively predicts negative health outcomes including mortality with a wide range

of included elements [25, 26, 4].

1.2.1 FI Against the field

Another advantage of the FI is that it is interpretable at all scales. For instance,

communicating that an individual has about 30% of health attributes in an unhealthy

state applies equally well to functional impairments as to blood work. These different

scales of health or types of measurements are not necessarily equivalent and the

behaviour of the resulting FIs will reflect these differences, but the interpretation

remains the same.

This leads to the benefits of the FI from a modelling perspective: the FI is both

manifestation and propagation agnostic. It does not matter what deficits are included

or how they interact - so long as the accumulation of the damage represents a deterio-

ration in health. The only limitation the FI puts on models is that health and aging is

represented by a set of health attributes that can be in either a healthy or unhealthy

state, with some type of damage propagation and relationship with mortality. The

difference between FIs at different levels of health implies that some aspects of health

behave differently than others in aggregate, but not specifically.

1.2.2 Pushing on FI / deficits in lower scales

The ability of the FI to capture all levels of health has not been rigorously tested em-

pirically. Although the FI has been successfully extended to include laboratory-level
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health deficits (FI-Lab) [27, 4, 28] there are concerns about the details of the imple-

mentation [11]. Measurements at the lower scales are typically continuous valued and

therefore do not fit neatly into the dichotomous or categorical health deficit structure

of the FI. Previous work used methods from acute care to transform these continuous

measures into dichotomous health attributes using standard reference ranges [27, 28].

However, this approach raises some concerns; does this method match the definition

of a valid deficit [18], can this method be used for measurements without precedent in

acute care, is dichotomization of these deficits reasonable from a statistical perspec-

tive since they are not naturally binary? In chapter 2 of this thesis I address these

issues and present possible solutions.
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1.3 Health and aging: High Dimensional and Complex

The many pathways to a range of negative health outcomes and the large overlap be-

tween individual measurements with a variety of outcomes suggests that the problem

of aging is inherently multidimensional and complex. The many interactions of health

aspects leading to a large variety of possible health outcomes suggests a network struc-

ture of interactions. In general this means that not only does any particular health

aspect affect the aging process, but that the contribution of many health aspects

towards negative outcomes is more than the sum of their individual contributions.

The idea of organism level health being a network of interconnected components is

an idea which has been leveraged both qualitatively and quantitatively [29, 12].

1.3.0.1 Qualitative and Model Networks

Networks have proven to be a useful tool for developing an intuition about aging.

One such qualitative model is the work done on the reliability theory of aging [15].

In this model health aspects are represented by nodes in a sequential network - much

like an electrical circuit. Health attributes are combined in both series and parallel so

there can be multiple pathways through the network to maintain successful function.

Health aspects damage randomly and mortality occurs when there is no longer a com-

plete path through the network. Modelling health in this way successfully recovered

Gompertz law of human mortality [19]. Furthermore, this model provoked thought

about how different aspects of human health might interact and how failure in bio-

logical systems compared to failure in mechanical systems. The reliability theory of

aging is a successful model because it provided new insight in how to think about

aging. However, the model is not directly useful when studying health and aging,

since it does not capture the health of individuals over time.

1.3.0.2 Machine Learning Style Networks

On the quantitative side there are models which aim to correctly model the dynamics

of health aspects over time, including up until mortality. In general these models as-

sume that health aspects follow some trajectory over time, vary stochastically based

on outside factors, and are influenced by the other health aspects in the system.
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The goal of these approaches being to characterize these dynamics and interactions

statistically using empirical data. Earlier work on this style approach assumed that

deviations from “normal” aging behaviour drove the interactions between health as-

pects and mortality rates [30]. In that model the network is used to parametrize the

strengths of the interactions between health aspects, and the relationships between

health aspects and mortality rate have a convenient closed form. Despite the nice

form of the model the authors were not able to deploy their model against a wide

range of health aspects. However, more recent work has been done which leverages

techniques from machine learning to tackle a similar problem [12]. The approach

follows the same general principles but does not assume a closed form for much of the

dynamics, instead using arbitrary non-linear functions. However, this model does use

a closed form for the interactions between health aspects which shows the interaction

strengths as a network of interactions. This combination of a high prediction quality

machine learning approach with a network framework yields a model which is both

useful from an empirical and theoretical perspective. The main issues concerning ma-

chine learning approaches have to do with the quality and quantity of available data.

To effectively capture human health it would require a vast amount of data spanning

the various levels of health. Current approaches are limited in their application by

a small number of health variables, which cannot be effectively used to map out a

network structure that spans many levels of health.

1.3.1 Generic “FI style” Networks

There is one modelling approach which combines the simplicity and general applica-

bility of the FI with the potential of networks to capture complex behaviour. Dubbed

the generic network model (GNM) this approach applies the detail-agnostic approach

of the FI to a functional network model [31, 29, 5]. Both the health aspects and

the interactions between aspects are identical across all aspects in the network. The

health aspects included in the model do not map directly onto real-world health

deficits, instead representing some general health deficits. The health and mortality

phenomenology in the model are driven by how health aspects are connected and

some specific network structures lead to phenomenology which parallels the levels of

health discussion above [5].
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1.3.2 Optimal Networks + Competing influences

The network structure which best captures human health data is a scale free network

[5]. These networks are characterized by a large span of different health aspects,

with relatively few aspects connected to a large number of lower-level health aspects

[32]. However, it is not obvious why the scale free networks best model human

health - do they represent some optimal structuring of health attributes for longevity.

Alternatively, do they maximize the healthspan of the organism, where healthspan is

vaguely defined as the period of highest function or good health [33, 34]. Supposing

that the mapping of network structure to the levels of health discussion holds in

general, what would an optimal network structure look like? For instance, would

the higher level elements connect to overlapping sets of lower level aspects? Does a

large variety in the levels of health help in terms of lifespan or healthspan? Are there

competing factors which promote wide-spanning interactions between health aspects?

We aim to answer some of these questions by optimizing the network structure for

lifespan and healthspan.

1.4 Thesis Organization

1.4.1 Preview of Chapter 2

Chapter 2 of this thesis is concerned with pushing the limits of the FI in the case of

continuous health deficits. The goal of this chapter is to verify and improve FI created

using lab-based biomarkers using generic techniques. Contained in this chapter are

two papers. The first of which is a paper published in the journal BioGerontology

[11]. This publication builds upon work done in the summer preceding this masters

work. However, the first 3 months of this masters work was spent refining and ex-

panding both the analysis and the content of the paper. All analysis in the paper was

done by me with the exception of some python functions which I adapted from work

done by Spencer Farrell (rewriting standard functions to match my data formatting).

The paper is primarily written by me with guidance from all coauthors, particularly

Dr. Andrew Rutenberg. Editing contributions were made by all coauthors either

directly or through implemented feedback. The second inclusion is a paper currently

undergoing reviewer feedback changes for publication in Mechanisms of Aging and
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Development. All analysis in this paper was performed by me. The paper was orig-

inally written by me with guidance from coauthors and editing and revision by Dr.

Andrew Rutenberg. Code for analysis can be found on my github [35].

1.4.2 Preview of Chapter 3

Chapter 3 of this thesis contains the ongoing work on the GNM to determine how

scale-free networks and the previous results of the GNM fits into an optimal health

space in the model. Work on this project has been ongoing throughout the thesis.

However, the previous approaches to the problem - which are not mentioned here -

suffered from a host of problems both methodologically and computationally. The

results presented in chapter 3 of this work are from our most recent approach to the

optimization problem, which is looking promising. The results presented in this work

largely match those found using other methods, but the current approach is better

suited to tackling larger networks with more robust approaches. That being said,

the results presented in this work summarize our findings so far, but will need to be

expanded upon to fully answer the questions raised. All analysis in this chapter is

performed by myself. The project has proceeded under the supervision and guidance

of Dr. Andrew Rutenberg. All written work in this chapter is my own.



Chapter 2

FI-Lab

2.1 FI-Lab: Broad Context

Health and aging are multidimensional problems; there is a large variety of health

aspects to measure and a large number of potential health outcomes. While we are

generally well connected with measuring adverse health outcomes, measuring the wide

variety of health aspects is challenging. Health measurements are often classified into

a hierarchical “levels of health” structure, where the highest level represents function,

and descending down the levels are standard laboratory assays, then molecular and

genetic measurements further along [10, 36]. The different levels of health pose unique

challenges from a measurement perspective and are often summarized using different

techniques and approaches [2, 17, 1, 3]. The separation of levels of health and mea-

surement techniques poses a problem when trying to model the organism as a whole.

However, one health metric - the FI - is promising for application across multiple

levels of health due to the broad inclusion of health aspects [18]. In this chapter we

aim to rigorously adapt the FI to include lower levels of health measurements.

The first step down in the levels of health discussion is to go from functional and

other clinically available deficits (visible aging) to lab-based measurements such as

blood-work and other biomarker assays. Canonically these types of measurements

are referred to as lab measures or biomarkers and consist of any set of continuous

measurements that can be obtained through some sort of routine assay a clinician

could request. There are a handful of biomarkers which have gained popularity in

aging literature and occasionally popular science [37, 38, 39, 40]. Pushing to lower

levels of health with biomarkers not in the commonly assigned assays has become

popular in the aging field but is a level beyond what is considered in clinical practice

[41]. We begin with the common biomarkers seen in bloodwork because they have

been successfully used as health signals previously.

In the acute care setting the established approach is to flag when these biomarkers

11
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are outside of established reference ranges [42]. These reference ranges have been

directly used in the context of the FI adapted to biomarker measurements (FI-Lab)

to dichotomize (or binarize) the labs into health deficits [27, 28]. However, it is

not obvious that this approach is best suited for the FI-Lab. In the definition of

the FI [18] deficits are described as being anything health-related which increases in

prevalence with age (barring selection bias). Does it make sense to include deficits

in FI-Lab whose prevalence and aging trends are artifacts of another application

of the same measurements? Furthermore, with the additional information provided

by having continuous measurements, does it make sense to define a deficit using a

falsely dichotomized version of the deficit? In the following work two approaches to

pre-processing biomarker data for inclusion in the FI-Lab are presented which argue

against using clinical thresholds (Section 2.2). Indeed, we can build on this approach

to develop FI-Lab measures that do not require dichotomization at all (Section 2.3).

Together these approaches provide the tools for building FI measures from emerging

sources of data where there are no preexisting clinical guidelines for treatment.

2.2 FI-Lab with Generic Binary Deficits

In this work we investigate the value of directly applying the Searle [18] definition

of a deficit onto biomarker measurements to dichotomize them into health deficits.

Biomarkers relevant to aging trend in some direction with age. We assume the direc-

tion of that trend is the primary risk direction for that measurement. Dichotomizing

the measurement at some threshold such that measurements beyond the threshold in

the risk direction are considered health deficits ensures that the deficit will increase

in prevalence with age.

2.2.1 The Paper

2.2.1.1 Credits to authors + adaptations

Below is a manuscript primarily authored by myself with the guidance of Dr. Andrew

Rutenberg [11]. Dr. Rutenberg, Dr. Arnold Mitnitski, Dr. Kenneth Rockwood,

and Spencer Farrell all contributed significantly to the manuscript with either direct

editing or feedback to the manuscript or during meetings. Some of the code used
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for analysis in this work was adapted from work originally done by Spencer Farrell,

the majority of the code was written by me. The manuscript is included in full with

the exception of the abstract. The formatting of the figures, equations, and citations

have been adapted for this document.

2.2.2 Introduction

Poor health is often associated with aging, a decrease in functional capacity, and an

increased susceptibility to illness and injury. While chronological age is a convenient

proxy for aging, it cannot capture individual variability of health at a given age. The

frailty index (FI) is a well-tested way of incorporating large and varied aspects of

health and function that can be easily used to differentiate between individuals of

the same age. Defined as the fraction of selected health attributes that are in an

unhealthy state (called deficits), the FI has been shown to be a robust measure of

individual health over the aging process [1, 18]. The FI is observed to increase with

age and the distribution of FI on a population level broadens with increasing age,

describing the heterogeneity of aging [43]. The FI is predictive of mortality and of

other adverse health outcomes [26, 25].

The health attributes considered in the FI are typically clinically observable or

self-reported, such as disabilities in activities of daily living or physical or cognitive

impairments [18]. Alternatively, standard laboratory measurements such as blood

and urine biomarkers [28, 4, 27] as well as biomarkers of cellular senescence and

oxidative stress [4] can be used to create a laboratory-test based FI known as FI-Lab.

Cutpoints are used to binarize the quantitative biomarker measurements into deficits

so that they can be naturally included in an FI. Normal reference ranges based on

diagnostic or therapeutic utility [42] are commonly used as cutpoints.

Since the FI is an aggregate measure and is not used for the diagnosis or treatment

of specific conditions, standard cutpoints are not necessarily best suited to its role of

predicting risks. Furthermore, standard cutpoints are often not available for emerg-

ing biomarker measurements such as in epigenetic, proteomic, metabolomic, or other

high-throughput “omics” approaches. Alternative “data-based” methods obtain cut-

points from the available data under consideration. Both normal reference ranges

[28, 27] and data-based methods [4] can and have been used to create an effective
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FI-Lab.

One data-based method of biomarker binarization is to select cutpoints to maxi-

mize some predictive aspect of the post-binarized biomarker. For example, cutpoints

can be selected to maximize the difference between survival curves of people that are

on either side of the cutpoint for each biomarker [4]. Equivalently, other predictive

measures such as receiver operator characteristics (ROC) performance or mutual in-

formation [29] could be used with respect to a particular outcome such as mortality

within 5-years to generate “optimal” cutpoints. While attractive in principle, such

individual biomarker optimization approaches run the risk of creating FI that are

overly specific to the study cohort and not generally applicable for other cohorts.

Another popular data-based method for binarizing continuous-valued data is to

select cutpoints based on the quantile of the population. This approach is used in

both the Fried frailty phenotype [2] (with quintiles) and in the exploration of the

allostatic load theory of physiological disregulation [44, 17] (with quartiles). Here, a

risk direction is chosen for each biomarker, e.g. by how the biomarker changes with

age, and the cutpoint is selected for each biomarker by the quantile of that biomarker –

i.e. the fraction of the population that has values of the biomarker above the cutpoint.

This approach should be less susceptible to overfitting, since the quantile is chosen

globally for all biomarkers rather than individually for each biomarker. Nevertheless,

it raises the question of how to choose the best quantile and of how sensitively the

results depend upon the quantile chosen. Investigation of allostatic load [44] found

that deciles and quartiles behaved similarly, implying that the quantile approach may

be robust with respect to choice of quantile. Nevertheless, no systematic investigation

of the quantile approach in the context of the FI has been done before.

A systematic investigation of data-based approaches for the binarization of continuous-

valued biomarkers used in the evaluation of the FI can explore the questions of over-

fitting due to optimization raised above. At the same time, we can examine the

robustness (or insensitivity) of the FI as a predictive measure of health outcomes

or mortality and the robustness of the FI maximum seen in observational studies of

aging [18, 4], with respect to the details of any binarization approach. Robust and

validated data-based approaches to binarization will facilitate the future development

of FI for high-throughput ’omics data and for more model organisms of aging.
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Here, we examine the effectiveness of data-based binarization schemes for building

the FI from biomarker data. We use both the NHANES and CSHA data sets to check

whether cohort effects are large; we find that they are not. We examine overfitting

effects with cross-validation, and find that they are present when optimal cutpoints

are chosen for each biomarker – but that they are small when global cutpoints are

chosen for all biomarkers. We compare the predictive performance of data-based

schemes against earlier published results, and find that the data-based schemes have

comparable or slightly higher predictive value than the established FI with respect

to predicting mortality and clinical deficits. Overall, we find that a generic quantile

data-based binarization approach performs well.

A key characteristic of the FI is the relatively insensitivity [18, 4] to the particular

choice of deficits. We show that this also holds for choosing cutpoints for FI-Lab, and

we find that a broad range of cutpoints exist where the quantile binarized FI-Lab is

effective. This demonstrates both the universality of the FI and the generality of our

method of choosing cutpoints. Nevertheless, we identify the best range of quantiles

to use and we find that they overlap with the quintiles used in the Fried frailty

phenotype [2]. Furthermore, many aspects of the FI calculated at these quantiles

such as maximum, minimum and overall distribution of FI in the population overlap

with results from previous FI-Lab studies.

2.2.3 Methods

Data, evaluation, and cross-validation

The data used in this study are from the National Health and Nutrition Examination

Study (NHANES) [45] and the Canadian Study of Health and Aging (CSHA) [46].

The NHANES data set consists of the 8881 individuals from the NHANES study with

data for at least 11 of the 16 available biomarkers. This sample has an age range of

20 to 85. The data used from the CSHA study has 973 individuals aged 65+ for

which data is available for at least 16 of the 22 biomarkers. Age distributions for

these data sets are shown in supplemental Fig. A.1, which highlights the smaller and

older cohort of the CSHA study.

Both of these data sets have previously been used to construct FI-Lab. Blodgett

et. al [28] considered the NHANES data set, while Howlett et. al [27] considered
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the CSHA. We will compare our results with both of these in this paper. Since a

much larger sample size and a much larger range of ages are available, we focus on

the NHANES data set. However, major results will be also validated in the CSHA

data set. Both studies’ FI-Lab consist of many shared deficits and cutpoints, so the

differences in FI between the data sets are likely due to cohort effects. These two

data sets have very different cohorts, so by applying our methods to both we test the

generalizability of our approach.

The NHANES and CSHA cohorts differ in more than just age. In supplemental

Fig. A.2 we show the distribution of FI-Lab for the CSHA cohort (white bars) together

with a resampled NHANES cohort with the same (65-85 years) age distribution as

the CSHA (blue bars). We see that the NHANES cohort has a significantly lower

FI-Lab at the same age, i.e. it represents somewhat healthier individuals. This could

be due to a large portion of the CSHA population being comprised of institutionalized

individuals [27].

The purpose of binarizing data is to construct an FI. The FI is intended to be an

inclusive and general indicator of individual health; it has been shown to correlate well

with mortality [47] but also with institutionalization [48], postoperative complications

[49], dementia [50], recovery time in hospital [51], and other adverse health outcomes

[52]. Accordingly, we compare our newly constructed FI with the existing FI-Lab in

their ability to predict 5 year mortality as well as by their ability to predict clinical

outcomes from laboratory data. To evaluate prediction, we use the standard area

under the curve (AUC) of the ROC curve. We obtain similar results using mutual

information [29], as illustrated in supplemental Fig. A.3. We also check that our new

FI behave similarly to the previously published FI-Lab, with respect the clinical FI,

with respect to their distributions, and with respect the maximal observed FI in the

population.

Each new FI is tested using cross-validation. Cutpoints are generated using a

random half of the population, then those cutpoints are applied to the other half and

the resulting FI are evaluated. This is repeated 100 times. Cross-validation allows us

to characterize any over-fitting of cutpoints.
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a)

b)

Figure 2.1: a) The distributions of systolic blood pressure measurements in the
NHANES cohort [45]. Short horizontal lines indicate the whole population distri-
bution, while unfilled, orange, and blue bars show the youngest [25, 45), middle [45,
65), and oldest [65, 85] age groups respectively (in years). The trend during aging
is an upward shift of blood pressure. b) The rank normalized score x vs the corre-
sponding systolic blood pressures. The median corresponds to x = 0.5. For this and
other measures, the nonlinear mapping between x and corresponding value is always
monotonic – but is either increasing or decreasing depending on the direction of risk.
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Quantile-based cutpoints

We transform the biomarker data to a dimensionless form using quantiles. For each

individual subject, each biomarker i is transformed to the proportion xi of the pop-

ulation that has “less risky” values. This is illustrated in Fig. 2.1 for systolic blood

pressure. If an individual has a value of 140 mmHg, which places them at the upper

quintile of risk for blood pressure, their systolic blood pressure score is transformed

to x = 0.8, corresponding to having a higher systolic blood pressure than 80% of the

population.

Quantiles are implemented on a population scale by performing a rank normal-

ization of the data, where each biomarker is sorted in ascending risk, then the ranks

(position in the sorted list) are divided by the number of individuals. The rank

normalized values xi are given by

xi =
Rank of biomarker i in the population

Number of individuals in the population
, (2.1)

and so xi ∈ [0, 1].

Implementing binarization is straightforward using these quantiles. We apply a

global cutpoint (GCP) as a threshold value of the rank normalized values, XGCP ,

applied identically across all biomarkers. We build the resulting FI as the average

over these binarized deficits,

FIGCP =
N∑
i=1

di
N
, di =

1 if xi > XGCP

0 otherwise
, (2.2)

where N is the number of measured biomarkers. For each biomarker, a deficit di = 1

is assigned when xi is above the threshold in the direction of risk.

Direction of risk

We determine a direction of risk for each biomarker, before applying quantile-based

cutpoints. We then binarize with respect to the at-risk direction, as discussed above.

We do not assert that biomarkers only have one direction of risk, but we do find that

most biomarkers have one direction that is most often explored by the population, and

so we assume this is the dominant direction of risk during aging. This is illustrated

in the supplemental Fig. A.4.
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We prefer a mortality-free approach to determining direction of risk to reduce

potential over-fitting. We simply use the aging trends of the biomarkers to determine

the risk direction. The relation between age and each biomarker is determined by the

sign of Spearman’s rank correlation. A positive value indicates the risk direction is

towards large values of the biomarker, a negative value indicates risk towards small

values. This method is effective at determining risk directions if the population has a

reasonably large distribution of ages. Aging trends effectively classify risk direction in

both the CSHA (ages 65-104 years) and NHANES (ages 20-85) data sets. However, we

restrict the age range for calculating risk directions to ages 35+ to calculate relations

based on normal aging behaviour.

Another method of determining risk direction is to use mortality data, or some

other adverse health outcome. For each biomarker ROC curves can be generated with

respect to the binary outcome (e.g. 5 year mortality) and an AUC can be calculated.

An AUC above 0.5 indicates the primary risk direction is towards high values, an

AUC below 0.5 indicates risk towards the low end. Equivalently, one could do a

logistic regression of the biomarker against an adverse outcome and use the sign of

the beta value (positive beta would indicate risk towards high values). This type of

approach ensures that the risk directions generate the best FI for predicting that out-

come, but they are potentially over-fit to that outcome. We find that risk directions

from mortality data are predominantly the same as the aging trend directions. The

predictive AUC of the resulting FI with respect to 5 year mortality is also essentially

the same as with aging trends, as shown in supplemental Fig. A.5.

We have also considered a simple approach for two-sided cutpoints. For simplicity,

we consider symmetric cutpoints with both xi > XGCP and xi < 1−XGCP assigned

as deficits with di = 1. The predictive AUC of the resulting FI is significantly worse

than the one-sided approach, as indicated by the supplemental Fig. A.6. Accordingly,

we focus on one-sided cutpoints in this paper.

Optimally predictive binarization

In addition to quantile binarization, we also compare with two different FI created

with cutpoints selected for optimal prediction with respect to mortality. For both

methods we treat the population uniformly; we do not stratify or control for possible
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cohort effects such as age or sex. Additional details are provided in the supplemental

information.

The first, FIlogrank, based on the separation of survival curves, has been used to

create an FI-Lab [4]. For each biomarker, the cutpoint is found that maximizes the

significance of separation between survival curves of individuals with and without the

deficit by minimizing the p-value from a logrank test [53].

The second method for generating optimal cutpoints is based on information the-

ory. FIinfo uses cutpoints selected for the highest possible mutual information with

respect to mortality at 5 years. In a manner similar to FIlogrank every possible cut-

point is tested for every biomarker and the cutpoints which maximize the mutual

information with respect to mortality are selected.

2.2.4 Results

To evaluate the various data-based approaches to binarization, we have calculated the

AUC with respect to five-year mortality for both the NHANES and CSHA cohorts.

The results are shown in Fig. 2.2. The performance of all measures was qualitatively

similar for both the NHANES and CSHA data sets, though due to the smaller cohort

the CSHA data showed greater variability in cross validation.

FIGCP , assembled from quantile based global cutpoints, performed well. For all

tested values of XGCP the cross-validated and full dataset results agree, indicating

minimal overfitting. For the extreme values of XGCP equal to 0 (where all biomarkers

are at risk) or 1 (where none are), there is no predictive value of FIGCP and the AUC

is equal to 0.5 – as expected. Between these extremes, we see a broad maximum of the

AUC. Indeed, for global cutpoints between 0.5− 0.9 the FIGCP slightly outperforms

the published FI-Lab for both the NHANES and CSHA datasets.

The binarization approaches to maximize the mortality prediction for the full

datasets gave comparable AUC values, as indicated by the columns to the right in

Fig. 2.2. However, cross-validation of FIinfo and FIlogrank showed significantly lower

AUC when compared to the full dataset calculation. The decreased performance in

cross validation indicates that these cutpoints have poor out of sample performance

and do not represent a generalizable risk threshold. While the cross-validated FIinfo,

using maximum information cutpoints, appears to perform as well as FIGCP – the
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a)

b)

Figure 2.2: Cross-validated AUC of different data-based FI with respect to 5 year
mortality for the a) NHANES and b) CSHA cohorts. The dotted line indicates the
AUC of the quantile-based FIGCP vs the global cutpoint XGCP . Box and whisker
plots display the data from cross-validation: the boxes represent the upper and lower
quartiles, the whiskers go to the 99th and 1st percentiles, and the circles are remaining
outliers. The short dashed line within each box is the median, the solid line the mean,
and the star is the AUC for the full data set without cross validation. The horizontal
grey dashed line shows the AUC of the published FI [28, 27]. The rightmost two
columns, as indicated, show the AUC for FIinfo constructed from maximum informa-
tion cutpoints and FIlogrank constructed from logrank minimum p-value cutpoints.
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Figure 2.3: Average FIGCP vs published FI-Clin for the NHANES dataset, for a
variety of global cutpoints XGCP as indicated by the coloured numbers at the right
of each coloured line. The coloured markers indicate the middle of the bins used for
averaging. The black dashed lines with stars show the published FI-Lab [28]. The
FIGCP lines are dotted when their AUC from Fig. 2.2 is below the published value,
while they are solid when it is above.

cross-validated FIlogrank does not. Since using individual cutpoints optimized for each

biomarker to predict mortality leads to an FI that is prone to overfitting, we believe

our quantile cutpoints method will apply more generally to more datasets (especially

those with smaller cohorts), and so we focus on quantile cutpoints for the remainder

of this paper.

We were surprised that the quantile-based cutpoints performed similarly well

for both the NHANES and CSHA datasets, despite their significantly different age,

health, and cohort sizes. Since quantile-based cutpoints are extracted from the co-

horts being characterized, we wanted to investigate cohort effects more directly. Since

the NHANES dataset has a large population and a large range of ages, we obtained
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Figure 2.4: The blue lines indicate AUC of FIGCP vs the global cutpoint XGCP

for four clinically observable deficits in the NHANES study. The horizontal dashed
orange lines indicate the AUC from published FI-Lab [28]. FIGCP performs at least
as well as FI-Lab, although the range of cutpoints which are most effective varies.
Similar plots for all clinical deficits are shown in supplemental Fig. A.8 for NHANES
and Fig. A.9 for CSHA.

quantile-based cutpoints from sub-cohorts of NHANES for young (25-45), middle

(45-65), or old (65-85) age groups. Remarkably, the cutpoints obtained from any one

sub-cohort worked reasonably well applied to any other cohort. However, the range

of XGCP for best prediction decreased and shifted closer to 1 as shown in supple-

mental Fig. A.7. This supports our observation that cohort effects are not large with

quantile-based cutpoints.

A crucial test of FI-Lab behavior is how well it corresponds to an established

FI-Clin. The coloured lines in Fig. 2.3 shows average FIGCP values binned by their

corresponding FI-Clin values. For intermediate values of XGCP , we see that FIGCP

is monotonically increasing with FI-Clin. Indeed, the published FI-Lab appears to
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correspond to XGCP values between 0.8 and 0.9 – where the FIGCP also performs

well with respect to both AUC and cohort effects. Conversely, for much larger or

smaller values of XGCP , where the AUC is significantly worse than for the published

FI-Lab, we see that the FIGCP is not strongly dependent on FI-Clin or even becomes

non-monotonic.

We can test the versatility of the FI by its ability to predict outcomes other

than mortality. In Fig. 2.4 we evaluate the prediction of four binary clinical deficits,

where the blue lines indicate the AUC for FIGCP vs the global cutpoint XGCP . The

corresponding AUC of the published FI-Lab [28] is indicated by the horizontal orange

lines. We see that FIGCP is as good as FI-Lab for a range of cutpoints – approximately

where mortality prediction also performs best. (All clinical deficits are tested in

supplemental Fig. A.8 for NHANES and Fig. A.9 for CSHA.).

We illustrate the distribution of FIGCP in supplemental Fig. A.10 for XGCP =

0.85 and for XGCP = 0.4. Both perform as well as FI-Lab in terms of predicting

mortality (see Fig. 2.2). However they have very different distributions when using

the same NHANES population. While XGCP = 0.85 has a similar distribution as the

published FI-Lab, XGCP = 0.4 leads to significantly higher FI values. While this is

not unexpected, since the extreme value of XGCP = 0.0 would lead to all FI being

equal to 1, it does lead us to systematically examine the upper and lower limits of

FI. In Fig. 2.5 we show the upper (light blue) and lower (dark blue) 1% of the FIGCP

distributions in the NHANES dataset vs XGCP . We see that as XGCP increases both

the maximum and the minimum FIGCP decrease. For XGCP0.7 the minimum is zero.

For XGCP = 0.85 the range of maximal FI approximately corresponds to the range

observed for the published FI-Lab (indicated in red, and labeled “Blodgett”). We also

show that the 1st and 99th percentiles of FIGCP in the CSHA dataset (black dashed

lines) are similar to those of the NHANES dataset, despite the large differences in,

e.g., the age distribution between these cohorts.

2.2.5 Discussion

For a large range of global cutpoints we have shown FIGCP to predict mortality and

adverse clinical outcomes as well or better than FI-Lab created using established

clinical risk thresholds. This result was replicated in the NHANES and CSHA data
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Figure 2.5: The upper 1% (light blue) and lower 1% (dark blue) of FIGCP vs the
global cutpoint XGCP for the NHANES dataset. The dashed black lines show the 1st

and 99th percentiles of FIGCP in the CSHA dataset. The dotted diagonal black line
shows the average FIGCP in the NHANES dataset. The ranges and average for the
published FI-Lab are indicated in red [28].

sets. Furthermore, FIGCP was as informative in cross-validation, where cutpoints

were calculated in one cohort and tested on another. Indeed, even applying cutpoints

calculated in one age group to a cohort 20 to 40 years older remained effective. These

results show FIGCP is an effective method for generating an FI from biomarkers

without prior knowledge of cutpoints, at least for cohorts of thousands of individuals

or more.

The FI created using optimal cutpoints for each biomarker, FIlogrank and FIinfo,

although highly informative, did not fare as well in cross-validation. Using these

methods in one cohort did not yield an FI which was equivalently predictive in another

cohort. Both the logrank and maximum-information based cutpoints strongly depend

on the mortality of the particular cohort used and, as a result, do not represent general



26

risk thresholds. We suggest that cross-validation of cutpoints should always be done

to ensure general applicability. Specifically, we caution against determining optimal

cutpoints with respect to the outcome that the resulting FI will be tested on without

extensive out of sample validation.

Notwithstanding this, there is room for improvement in the optimal cutpoint

approaches. Considering the whole population uniformly ignores cohort differences

which can be crucial when relating measurements of health to adverse outcomes.

Accounting for these differences when calculating optimal cutpoints could increase

the out of sample performance of these methods.

An important question to address when implementing FIGCP is which global

cutpoint is appropriate. We suggest that the cutpoint be selected such that the

FI has good predictive value with respect to both health outcomes and mortality.

However, in both the NHANES and CSHA data-sets there is a large range of cutpoints

which are similarly predictive across many of these measures. Close study of Fig. 2.2

indicates that XGCP of 0.6 or 0.7 would build FIGCP that best predicts mortality,

though this range of optimal XGCP may depend on the cohort. Indeed, when we

consider which XGCP best predicts clinical deficits, the ranges of optimal cutpoints

vary significantly (see supplemental Figs. A.8 and A.9, particularly). It appears that

there is no one “best” global cutpoint for general prediction of health outcomes, or

that applies equally well across cohorts.

Another criterion for picking the global cutpoint is the interpretability of the FI

within and across studies. Within the range of cutpoints which are highly predictive

there are large differences in the distributions of FIGCP . Changing how the FI is

constructed changes how individual values of the FI are assessed. For example, an

FI of 0.2 has very different meaning depending on how biomarkers are binarized (see

supplemental Fig. A.10).

In the context of current FI studies, an appropriate global cutpoint appears to be

XGCP = 0.85. The resulting FI0.85 is highly predictive of both mortality and many of

the clinical outcomes. Furthermore, the maximum, minimum, and mean of FI0.85 are

similar to the previously published medical threshold FI-Lab. As a result, individual

values of FI0.85 can be more easily interpreted between studies.

FIGCP also provides a framework for investigating many aspects of the FI. Indeed,
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we find that some common characteristics of the FI are not generally applicable. One

of the results of changing XGCP is the systematic change of the extremely high (or

low) FI observed in a population, as shown in Fig. 2.5. Variations of the maximum FI

has been observed in FI-Clin [18, 43, 54, 55, 56], FI-Lab [28, 27], between SHARE and

SAGE multi-nation studies [57], in FI assembled from electronic health records [58]

or primary care data [59], and were found to be necessary in network models of the

FI [29]. We have shown that any explicit choice of binarization changes the observed

FIGCP limits. Indeed, any evaluation of binarized deficits – whether biomarker or

clinical – should have similar effects. Because of the broad AUC maximum with

respect to XGCP we have shown that such variations of the FI-max do not imply that

the quality of predictions of mortality or adverse health should be adversely affected.

While cohort effects contribute to observed differences of FI-max between studies, we

suggest that binarization effects may dominate. In Fig. 2.5, the difference between

the upper and lower 1% of FIGCP between the NHANES and CSHA cohorts is less

than when XGCP is changed by only 0.1.

How might we compare FI that use different binarization approaches within the

same cohort? Perhaps we shouldn’t: since the ability of FI to predict various clinical

outcomes sometimes improves and sometimes degrades as XGCP is changed, we can’t

expect one FI to behave exactly like another. However, qualitative comparisons may

be possible with reference to extremal values of FI such as shown in Fig. 2.5. For

quantile cutpoints, we also have a formal relationship between the global cutpoint and

the population average of the FI that should facilitate such qualitative comparisons:

〈FIGCP 〉 = 1−XGCP . (2.3)

This follows since it is precisely the fraction 1 − XGCP of the biomarkers which are

labelled at risk, across all biomarkers. This relationship is shown as a dotted black

line in Fig. 2.5 and appears to hold approximately for the NHANES dataset. This

remains to be better explored in future work.

Cohort effects become evident when the same cutpoint approaches are used be-

tween studies. While FIGCP behaved qualitatively similarly in the NHANES and

CSHA cohorts, it exhibits quantitative differences (see e.g. Fig. 2.2) that indicate

cohort effects. FIGCP is convenient for exploring cohort effects since it allows a com-

plete separation of the cohorts at the level of biomarker binarization. For example, in
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previous work on FI-Lab in the CSHA and NHANES studies [28, 4] some cutpoints

were sex specific (blood pressure, creatinine, blood urea, and hemoglobin) and some

were not. Using FIGCP we could treat all biomarkers in a generic sex specific manner

by first separating the population by sex then calculating the rank normalized scores.

This approach does not require previous knowledge of the cohort dependence of the

biomarkers, and should be useful in future studies of general cohort dependence of the

FI – including sex differences. Brief analysis using sex-specific cutpoints show only

marginal improvements in predictive value of FIGCP over the favourable range of

XGCP (Supp. Fig. A.11). However, qualitative differences in the sex specific FIGCP

were also observed which could provide a new tool for analyzing sex differences in FI.

Detailed analyses of cohort effects are beyond the scope of this paper but FIGCP is

well suited for these questions.

More generally, we have shown that FI created using population-based approaches

can effectively treat biomarkers without prior medical knowledge. The same data-

based approaches could also be useful in approaching FI for metabolomics, proteomics,

and other omics-style applications. There is no Henry’s clinician’s handbook [42]

to select omics cutpoints from, and the large number of measurements in an omics

dataset necessitates an automated method for treating potential deficits. An FI based

on omics data (FI-omics) would provide insight into how frailty manifests itself on

the most fundamental levels, and a quantile approach should facilitate FI-omics.

Similarly, a general method of creating the FI from biomarker measurements opens

the door to many more animal model applications. Previous work has been done to

create an FI-Lab in laboratory mice [60]. Since there is no clinical guide for treating

mice, cutpoints were selected in reference to measurements in young mice. This

requirement of having a healthy cohort to use as a benchmark is incompatible with

studies where there is no clearly defined healthy group available. A generic approach

which can be applied to any set of biomarker measurements allows the FI to be used

more generally, and should then facilitate comparisons of health and aging between

organismal models and human studies.

In this study we have created and explored an effective quantile-based method

of creating FI from biomarker data. We demonstrated that our methods performs
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as well as or better than established methods which use diagnostic thresholds. Fur-

thermore, we show that they are more robust to cohort effects than methods based

on optimal prediction. These methods are applicable to any set of continuous valued

data where information on the age or mortality of the population is available, and

they do not require previous knowledge of how each measurement relates to health.

We believe that our global cutpoint approach will be a powerful tool for examin-

ing cohort differences since cutpoints can be calculated for that cohort without prior

knowledge of the biomarkers. We found that the main limitations in our approach are

based on choosing an appropriate global cutpoint for a given study. Accordingly, we

have raised the question of how to compare individuals across studies which have used

different approaches for creating an FI. Nevertheless, we show that there is overlap

between FI created using global cutpoints around XGCP = 0.85 and other methods

for creating FI-Lab.

2.3 FI-Lab without Binarizing Deficits

The FI-GCP approach to integrating bimoarkers into FI-Lab was successful. However,

there are some questions raised by the methods used in the approach.

Despite it being clear that there is a wide range of viable cutpoints, the fact that a

cutpoint must be chosen to begin looking at the FI may pose a problem. Furthermore,

despite there not being large differences when mixing and matching cutpoints between

cohorts, there are measurable differences. This raises some questions about which

group to use when selecting cutpoints and how to effectively communicate what those

cutpoints are. In the following section we develop a method which eliminates arbitrary

decisions about cutpoints and helps to clarify the effects of cohorts on the resulting

FI.

Another question raised is why, given that the population quantile measurement

is naturally constrained between 0 and 1, is there any need to dichotomize in the first

place. By definition the risk quantiles used to binarize the measurements increase

with age. So, although it’s not exactly the prevalence of the deficit that increases in

the population with age, the average quantile score certainly does. Since the quantile

scores would fit into the FI framework directly, is there any point in dichotomizing

them? We investigate in the following work.
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Additionally, given that we are forcing deficits to increase in prevalence (or average

value) with age, is the resulting measure simply a proxy for age? In the following

work we also consider the impacts of implicitly including age and explicitly excluding

age in FI-Lab measures.

2.3.1 The Paper

2.3.1.1 Credits to authors + adaptations

Below is a manuscript primarily authored by myself with the guidance of Dr. Andrew

Rutenberg. Dr. Rutenberg, Dr. Arnold Mitnitski, and Dr. Kenneth Rockwood all

contributed significantly to the manuscript with either direct editing or feedback to

the manuscript or during meetings. All code used in the analysis was written by me.

The manuscript is included in full with the exception of the abstract.

2.3.1.2 Introduction

Population health declines with advancing age, but health trajectories vary consider-

ably between individuals [61]. There are many distinct measures used to assess aspects

of health on both the individual and population level. These range from molecular

details of epigenetic methylation, to laboratory blood and metabolite tests, to clinical

assessment measures in the comprehensive geriatric assessment, to self-assessed func-

tional measures such as in the activities of daily living (ADL) or independent ADL

(IADL). In principle, tens of thousands of distinct measurements are accessible for

any individual. Nevertheless, any one measurement varies both intrinsically and due

to measurement quality control [42]. Furthermore, any one measurement paints an

incomplete picture of individual health. To obtain a fuller picture, summary measures

of health can be assembled from many disparate measurements.

Summary measures of health combine many aspects of individual health into one.

They include frailty [1, 2, 62], prognostic measures [63], Allostatic Load [17], epige-

netic clocks [6, 3], and biological age [23, 64]. These metrics span the range from the

tissue level of biological age, to the standard laboratory evaluations of the Allostatic

Load, to the functional level of the FI or the frailty phenotype. Functional-level sum-

mary measures are strongly associated with a wide array of adverse health outcomes
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[65].

While many summary measures of health overlap in how they are constructed or

how they perform, they are generally not identical [62, 63, 64, 3, 23]. This reflects

multidimensional aging – including organismal scales ranging from cellular, to tissue,

to functional [36, 16, 66]. To assess multidimensional health more completely, we

need to continue to both develop new summary measures of health and to improve

existing ones. For example, controlling for both age and sex is important in assessing

and comparing individual health. How to conveniently and effectively do this for a

given summary measure of health is a persistent challenge.

Here, we focus on the frailty index (FI) [1] because it is simply constructed and

can be effectively adapted to a broad variety of health aspects. The FI has been

defined as the proportion of measured health aspects which are considered to be in

the unhealthy state. Candidate health variables considered in the FI include anything

health-related that increases in prevalence with age [18]. These have typically been

high-level health deficits such as impairments in acts of daily living, self-rated health,

and other clinically observable deficits in a FI-Clin [67]. However, biomarkers such

as the results of blood tests can also be used to create an effective FI-Lab [28, 4, 27,

11]. Both FI-Clin and FI-Lab are strongly associated with adverse health outcomes

including mortality.

One challenge in calculating FI-Lab is how to properly incorporate measurements

which are not already dichotomized. Typically, measurements are dichotomized based

on normal reference ranges such as those found in clinician’s handbooks – such as [42]

[28, 4, 27]. However, diagnostic thresholds – intended to guide treatment – may not be

appropriate for a summary measure of health [11]. Furthermore, many biomarkers do

not have associated diagnostic thresholds. With larger omics-style biomarker assays

becoming more prevalent this absence will become increasingly pressing [68].

There are also significant intuitive and empirical issues with dichotomization (or

“binarization”) of continuous variables [69, 70, 71, 72, 73, 74]. These are well under-

stood for predictive measures since there are quantifiable losses in statistical power

when imposing dichotomy on a continuous variable [69]. Individual dichotomized

variables are sensitive to small variations around the cutpoint. Consider an indi-

vidual measurement with a value close to the dichotomization threshold. Any small
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variation of that measurement could result in a switch from absence to presence of

deficit – the maximum penalty for a minimal variation. Frailty indices reduce these

issues by averaging a large number of variables [75, 4], but the scale of these effects

have not been systematically explored within the FI literature.

To assemble an FI-Lab without dichotomization, we first need to pre-process

health measurements in order to be able to combine them into a single measure.

The common approach of using Z-scores (or standard scores), which shift measure-

ments by their mean and then rescale by their standard deviation, does not naturally

fit into the 0 (maximal health) to 1 (maximal unhealth) range of FI scores. However,

ranking individuals by age-related health risk with respect to a reference popula-

tion is an effective way of pre-processing an arbitrary set of biomarker measurements

that naturally leads to a 0 to 1 range [11]. Rank normalization is often used in

e.g. pre-processing of gene expression data [76], and is illustrated in Fig. 2.6. We

found that by imposing a single global quantile cutpoint (GCP) on all of the individ-

ual rank-normalized scores, the resulting FI-GCP outperformed pre-existing FI-lab

with the same data and was effective for a broad range of GCP [11]. We show in

the Methods how this quantile approach can be adapted to assemble an FI without

dichotomization. Nevertheless, while quantile approaches avoid artificially grouping

individual measurements, preserve aging trends, and treat all biomarkers similarly,

they do require an explicit reference population.

Any health assessment is implicitly with respect to one or more reference pop-

ulations. For example, dichotomization of any one variable creates two reference

populations – a healthy one and an unhealthy one. Repeating this for many health

variables creates many small reference populations that have identical dichotomized

scores across many health measures. In contrast, quantile approaches can share a

reference population across many health measures. With a small number of reference

populations we can more easily treat them as independent, or controllable, ingredients

of our summary measure of health. In particular, we can use reference populations

to control for age and sex effects.

By construction, deficits included in the FI increase in prevalence with age [18]. As

a result, there is often a significant correlation between included biomarkers and age.

For dichotomized biomarkers, this raises the question of how to age-control thresholds.



33

Doing this by prognosis raises the question of whether multiple age-related outcomes

may lead to distinct thresholds. However age-control is done, or not done, it will

affect the resulting FI-lab. We can think of age as a confounding variable in terms of

assessing aging health. How much we can learn about individual health independently

of an individual’s age? This is broad question that has also been raised in the context

of biological age [77], and other summary measures of health.

Issues of dichotomization are compounded when state variables, such as sex, are

considered. Summary measures of health should reflect differences in health between

the sexes. In many studies men are measured as “healthier” despite having greater

prevalence of negative outcomes [78]. Selecting clinical-level health deficits based

on sex-dependent prevalence affects sex-dependent mortality prediction of composite

measures [79]. When biomarker measurements are used the prevalence of each deficit

can be tuned by the dichotomization threshold. However, using sex-dependent diag-

nostic thresholds still results in large sex differences in the FI [27]. Furthermore, new

biomarkers do not yet have known diagnostic relevance or sex-dependent relevance.

A transparent approach may be best: treat sexes as independent populations and use

identical methods for calculating FI for each sex.

While a broad reference population with natural demographics is used in e.g. the

frailty phenotype [2] (gender, height, BMI) or allostatic load [17] (non-stratified), we

find that three smaller reference populations are particularly useful. One is a popu-

lation of older adults (80-85 year-olds). This group is more prone to adverse health

and outcomes than younger adults, but is still very well represented in population

studies since they are slightly below the average human lifespan in Canada. This

reference population is useful since it leads to a FI that is most similar to existing

FI-lab measures in appearance. The second reference population we explore is a set

of age-matched populations for each individual. We use this to critically examine the

explicit and implicit role of age in the FI, particularly with respect to its associa-

tion with adverse health outcomes. The third type of reference population is to use

sex-specific reference cohorts in combination with either of the others. This allows

investigation of sex differences in the FI with a non-parametric approach.

In this work, we show that the quantiles of age-related risk lead to a predictive and

interpretable FI-lab, which we call the quantile frailty index (QFI). The QFI predicts
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a) b)

Figure 2.6: Risk quantile calculation example with the ELSA dataset. We show a)
the distribution of gait speeds for example reference populations of 60-70 year-olds
(green) and 80-90 year-olds (blue), with b) the associated risk quantile x vs. gait
speed. The inset in b) shows the age distribution. Gait speed decreases with age, so
the highest risk quantiles are associated with low gait speeds.

5 year mortality significantly better than previous dichotomized methods of creating

FI-Lab. The QFI is strongly correlated with the number of accumulated diagnoses,

with number of new diagnoses accumulated at a one year follow-up, and is strongly

associated with independent FI-Clin for the same individuals. Furthermore, we show

that changing the reference population does not significantly affect prediction, but

does affect the observed distribution of the QFI. Using different reference populations,

we investigate the role of age and sex in the predictive quality of the QFI.

2.3.1.3 Methods

2.3.1.3.1 Quantile Frailty Index (QFI)

Consider N biomarkers that are assessed for every individual in a reference popula-

tion, so that the ith biomarker (yi) has a distribution P (yi). We take the risk quantile

xi as the position of the corresponding biomarker value yi in its cumulative distribu-

tion. For biomarkers which increase with age (e.g. c-reactive protein), we take the

quantile to increase with increases of the biomarker:

xi =

∫ yi

0

P (y′i)dy
′
i. (2.4)
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In the case of biomarkers that decrease with age (e.g. gait speed), we take the quantile

to increase with decreases of the biomarker:

xi =

∫ ∞
yi

P (y′i)dy
′
i. (2.5)

In both cases, the quantile xi ∈ [0, 1] and increases in the same “risk” direction as

the biomarker increases with age on average [11]. Obtaining the quantile is equiva-

lent to performing a rank normalization of the score with respect to the population.

Because many biomarkers have limited measurement precision there are frequent ties

in biomarker scores. We use the minimum rank of tied scores; other methods of

tie-breaking lead to similar results.

Our definition of the risk quantile means that xi corresponds to the proportion

of the population that has lower health-risk associated to that biomarker. So, xi is

equivalent to the “fraction unhealthier than” for a given biomarker with respect to a

reference population. For example, Fig. 2.6 shows that having a gait speed of 1 m/s

is slower than about 50% of the 60-70 year-olds, so xi = 0.5 is the fraction of 60-70

year-olds that an individual with a gait speed of 1.0 m/s is unhealthier than.

We then average theN non-dichotomized risk quantile measures for every biomarker

to obtain an individual frailty index, the QFI:

QFI =
N∑
i=1

xi
N

= 〈xi〉, (2.6)

where the angle-brackets indicate an average. We have QFI ∈ [0, 1].

We can quantify the advantage of having a continuous score by also examining

m discrete risk categories such as dichotomization (m = 2) [11], tertiles (m = 3),

quartiles (m = 4), or general m. For m risk categories, our risk scores would then be

d
(m)
i = floor(xi ∗m)/(m− 1), (2.7)

where the floor(z) function returns the greatest integer less than or equal to z. So for

dichotomization (m = 2) scores of xi ∈ [0, 0.5) would give d
(2)
i = 0 while xi ∈ [0.5, 1)

would give d
(2)
i = 1. We can then construct discrete QFIm =

∑N
i=1 d

(m)
i /N . As

m→∞ we obtain di → xi.

The QFI can be calculated with respect to an arbitrary reference populations.

We examine two age-related reference populations. The first is a fixed-age reference,
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which was defined as all individuals from a particular study (NHANES, CSHA, or

ELSA) that were within a fixed range of ages – 80-85 year olds unless otherwise

stated. We will use this 80-85 year old reference population as the default reference

for the QFI – unless otherwise mentioned this is the the reference population used.

A second reference population was age-matched. Here we used the same fixed-

range bins for both the reference population and the individuals (so, e.g., the quantiles

of 50-55 year olds were determined with respect to 50-55 year olds). For all reference

populations, and unless otherwise stated, our results are for non-overlapping 5-year

ranges of ages and the age of the population for plotting purposes was taken to be

the middle of the range.

We also consider sex-matched reference populations. Some measurements (e.g.

grip strength) vary substantially between the sexes and comparing individuals only

within their group is desirable. We can combine sex and age to make very specific

reference populations, for instance comparing all women in the study to a subset of

80-85 year old women, or women of similar age.

2.3.1.3.2 Assessment

We evaluate predictive performance of the FI using the area under the receiver oper-

ating characteristics curve (AUC) [80]. We re-sample random halves of the population

100 times to estimate errors, while FI-GCP measures are cross validated as described

in [11]. We present distributions using box and whisker plots with whiskers extending

to the 99th percentiles. We exclude bins with less than 20 individuals. All analysis

is available on GitHub [35]; logistic regression is done using the statsmodels Python

package [81].

2.3.1.3.3 Data

We have explored the QFI with cross-sectional data from the National Health and

Nutrition Examination Study (NHANES) [45] and the Canadian Study of Health and

Aging (CSHA) [46]. The NHANES data set consists of the 8881 individuals from the

NHANES study with data for at least 11 of the 16 available biomarkers. This sample

has an age range of 20 to 85 years. The data used from the CSHA study has 973

individuals aged 65+ for which data is available for at least 16 of the 22 biomarkers.

We use the same NHANES and CSHA data examined previously with other frailty
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indices [11, 27, 28]. We also use data from the ELSA study [82], described in detail

in Supplemental information. We focus on data from the second and fourth waves of

the ELSA study, and examine predictive value on available data in subsequent waves.

2.3.1.3.4 Replication

All figures are replicated in waves 2 and 4 of the ELSA dataset, as well as in the

NHANES and CSHA datasets when applicable. The exceptions being the figures

where diagnosis data is used, since it is not available in the NHANES and CSHA

datasets. Preferentially, we show data from the NHANES study and wave 2 of the

ELSA data due to their larger sample sizes and number of mortality events. Repli-

cated figures are available in the Supplemental material (Figs. S1-S15).

2.3.1.4 Results and Discussion

2.3.1.4.1 Advantages of not Dichotomizing

We compared the effects of transforming biomarker measurements into categor-

ical variables with m categories and found that using more categories gives better

prediction in the NHANES data-set (Fig. 2.7). There are notable improvements from

using 2 categories (equivalent to binarizing at the median) to using 5 risk categories.

Using more risk categories with fewer variables can sometimes even result in better

prediction than dichotomization with more variables. Here, using 5 or more risk cat-

egories on the 5 highest predicting biomarkers outperforms 2 risk categories used for

all 17 biomarkers. In the NHANES data-set, quintiles perform as well as any finer

grouping, which suggests that variation within 20% of the population does not have a

significant effect on outcomes. However, using the QFI – with as many risk categories

as is possible with the available data – does not negatively affect prediction and is

more convenient than restricting everything to quintiles. In the other data-sets the

plateau of prediction vs number of risk categories occurs in different places, but the

QFI never under-performs a coarser grouping of risk. For the remainder of the paper

we will use the QFI.

In Fig. 2.8 we show that the QFI performs modestly better than using a global

cutpoint to binarize biomarkers based on risk quantile [11], and is also better than
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Figure 2.7: The relationship between number of risk categories and the predictive
value with respect to mortality within 5 years in the NHANES dataset. 2 risk cate-
gories is equivalent to dichotomization at the median, 3 risk categories equivalent to
risk tertiles, and so forth. The upper plot shows the effect using 5 randomly selected
biomarkers, the middle plot shows the best 5 biomarkers selected by AUC with re-
spect to 5 year mortality, and the bottom plot shows the results using all available
biomarkers. We resample the data using half the population size 400 times for each
point, with the random 5 biomarkers also being re-selected 20 times. The dotted lines
show the upper and lower 1st percentiles of AUC, the shaded blue region shows the
upper and lower quartile range of AUC, and the dashed line shows the average AUC.
Note that AUC ranges improve from the top to the bottom plots.



39

QFI-80 QFI-50 QFI-20 QFI-All FI-GCP-0.5 FI-GCP-0.8

0.73

0.74

0.75

0.76

0.77

0.78

0.79

0.80

0.81
AU

C

Blodgett 2017

Full Dataset
Calculation
Mean
Median

Figure 2.8: The predictive value of various FI-Lab with respect to 5 year mortality
in the NHANES study. From left to right we show the QFI using the 80-85 year-
old reference population, the QFI with a 50-55 year-old reference, QFI with a 20-25
year-old reference, QFI using the whole NHANES population, and FI-GCP with the
cutpoint at 0.5 or at 0.8 [11]. Box and whisker plots display the data from resampling
and cross-validation: the boxes represent the upper and lower quartiles, the whiskers
go to the 99th and 1st percentiles, and the circles are remaining outliers. The short
dashed line within each box is the median, the solid line the mean, and the diamond is
the AUC for the full data set without cross validation or resampling. The horizontal
grey dashed line shows the AUC of the published FI-Lab using the same data [28].

binarizing biomarkers using diagnostic thresholds [28]. Interestingly, using the full

data-set as a reference population performs the same as using an 80-85 year-old

reference population. We find that the choice of fixed-age reference population does

not significantly affect the prediction quality of the QFI.

2.3.1.4.2 QFI is interpretable

The detailed characteristics of the QFI are similar to other types of FI. We show

the relationship between the QFI and the FI-Clin in wave 2 of the ELSA data in

Fig. 2.10a. The relationship between QFI and FI-Clin is close to linear at larger

values. Consistent with this, the aging trend of the QFI is very similar to that of

FI-Clin – as shown in Fig. 2.10b. Nevertheless, the average QFI is significantly larger

than FI-Clin at all ages. Very few individuals exhibit a QFI below 0.3.

These detailed characteristics of the QFI are dependent on the choice of reference
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Figure 2.9: The effects of changing the reference population on the distribution of
QFI scores in the NHANES (top) and CSHA (bottom) studies. The upper 1% (light
blue) and lower 1% (dark blue) of the QFI distributions as the age of the reference
cohort changes in 5 year bins. On the right side of the plots, the red blocks show the
upper 1% (light red), lower 1% (dark red), and average (red point) for the respective
published FI-Lab using diagnostic thresholds [28, 27]. We require each bin to have at
least 20 individuals, removing only the 100-105 year-old bin in the CSHA study that
had 2 individuals.
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population, though we have seen that predictive performance is not. We know that if

most of the study is younger than 80 years old that selecting an 80 year old reference

will make the bulk of the study appear relatively healthy. The effect of switching

the reference population to an unhealthier group is an overall lowering of QFI scores

in the population. As seen in Fig. 2.9, selecting an older cohort as the reference

population leads to a general downwards shift in the distribution, and a slight positive

skew. Using an older reference makes the distribution of the QFI look much more

like a typical FI. However, to achieve a QFI of 0 an individual would have to be

the healthiest individual compared to the population across every single biomarker

measurement. Intrinsic variability and measurement noise make this unlikely even if

there is someone in perfect health.

Although the QFI looks more like a standard FI with older reference populations,

we do not think that aiming to look exactly like a standard FI is necessary. The QFI

has a natural interpretation as being the average relative health with respect to the

reference population.

We have also used ELSA data to test the association of the QFI with the various

non-mortality outcomes available. For simplicity we use a reference population ages

80-85 in all cases where the QFI is calculated. The ELSA dataset has a list of reported

diagnoses recorded at every wave (see supplemental information for details). We use

the wave of first reported diagnosis to relate the QFI to these diagnoses in a number

of ways. Firstly we look at the total number of accumulated diagnoses as it relates

to the QFI in Fig. 2.10c. This figure shows a strong relationship between the QFI

and the total number of diagnoses before this wave of the ELSA. Fig. 2.10d shows

the proportion of individuals with one or more new diagnoses in the wave directly

following the QFI assessment (1 year later). A higher QFI is associated with an

increased probability of new diagnoses in the coming year on average. The difference

in expected number of diagnoses almost doubles from a QFI of 0.3 to a QFI of 0.6.

2.3.1.4.3 Role of age within the QFI

Since we can define health with respect to a specific age group we can also remove

the confounding effects of age from the QFI. We do this by calculating the QFI with

respect to a group of individuals of the same age. In this age-paired QFI we group
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Figure 2.10: QFI on wave 2 of the ELSA dataset, using a reference 80-85 year-
old population. a) The average FI-Clin binned by QFI for wave 2 of the ELSA
dataset. b) The average QFI (blue points) and FI-Clin (black squares, described
in the Supplemental Information) binned by age. c) The relationship between the
QFI and the total number of existing or previous diagnoses. The boxes represent the
upper and lower quartiles, the whiskers go to the 99th and 1st percentiles, and the
circles are remaining outliers. The short dashed line within each box is the median
and the solid line is the mean. d) The fraction of the population with 1 or more new
diagnoses in the year following the QFI evaluation.
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Figure 2.11: Comparing the predictive value for the different methods of calculating
the QFI against 5 year mortality in the NHANES dataset. From left to right we first
have two “raw” points: the QFI with an 80-85 year-old reference population (QFI-80)
and a logistic regression model using all of the biomarkers regressed against 5 year
mortality. Then three age-controlled points: the age-paired QFI, QFI-80 with AUC
averaged across performance within 5 year age bins, and a logistic regression of the
biomarkers against 5 year mortality with AUC averaged across performance within
5 year age bins. Then three age-supplemented points: the age-paired QFI combined
with age in a logistic regression, the QFI-80 combined with age in a logistic regression,
and the raw biomarkers included with age in a logistic regression. Box and whiskers
are from resampling with half the population. The boxes represent the upper and
lower quartiles, the whiskers go to the 99th and 1st percentiles, and the circles are
remaining outliers. The short dashed line within each box is the median, the solid
line the mean, and the diamond is the AUC for the full data set without resampling.
We use logistic regression to control for age in the prediction rather than for testing
a logistic model, so performance is evaluated on the same individuals as the model is
fit on.
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individuals into 5 year age bins and calculate the QFI using those binned individuals

as the reference population.

We compare the predictive value of the age-paired QFI to the QFI with an 80

year old reference population in Fig. 2.11. We find that the QFI-80 substantially

outperforms the age-paired QFI. However, we find that if we calculate the AUC as

the average AUC across a set of age-binned QFI measurements (see Supplemental

Figs.B.11B.12) the QFI-80 performs similarly to the age-paired QFI. Furthermore,

we find that if we add age back in to prediction using a logistic regression of both

QFI and age – then both the QFI-80 and age-paired QFI perform similarly. As a

benchmark for mortality prediction with biomarker data we have included the results

of logistic regression on the raw biomarker measurements. We find that raw regression

of the biomarker measurements performs better than the raw QFI-80. However, the

biomarker measurements perform as badly as other FI measures when age controlled

and only slightly better than other FI measures when combined with age.

2.3.1.5 Sex-Specific Reference Populations

We also consider sex-specific reference populations, where quantile scores for each sex

are calculated with respect to a reference cohort of only that sex (age restricted or

not). In the ELSA data there is a large sex difference in the adjusted QFI scores

due to the presence of grip strength measurements. Fig. 2.12a-b shows the difference

in quantile scores for dominant hand grip strength and the resulting shift in QFI.

Fig. 2.12c shows that controlling for sex in the reference population has the effect of

narrowing the difference between male and female across the age range for ages below

90 years. Fig. 2.12d shows that the AUC for 5-year mortality predictions improve

when controlled for sex. The age-paired QFI also saw improved prediction when

matching sex (see Fig.B.10a for comparison).

2.3.1.6 Discussion and Summary

We have shown that the dichotomization of continuous biomarker data into binary

health deficits negatively affects the predictive value of the resulting FI-Lab (Fig. 3).

Using categorical variables for deficit scores increases predictive value of the resulting
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a)

d)

b)

Figure 2.12: The effects of using sex-specific reference populations on QFI-80 in wave
2 of the ELSA dataset. All plots show female in green and male in blue. a) The risk
quantiles for dominant hand grip strength with (filled points) and without (no-fill)
using a sex-specific reference population. The non-adjusted male and female scores
overlap since they are using the same reference population. b) The difference between
sex-adjusted QFI-80 and non-adjusted QFI-80 using all 80-85 year-olds as a reference
population. Sex-adjusted QFI-80 uses only 80-85-year-olds of the respective sex as the
reference population. c) The average QFI for the sex-adjusted QFI (filled) and non-
adjusted (no fill) binned by age in 5 year bins, the black points show the associated
FI-Clin. d) The AUC of various QFI with respect to mortality at 5 year follow up.
We compare (from left to right) the QFI-80, sex-paired QFI-80, and age-and-sex-
paired QFI for the combined, male, and female populations (from left to right). Box
and whiskers are from resampling with half the population. The boxes represent the
upper and lower quartiles, the whiskers go to the 99th and 1st percentiles, and the
circles are remaining outliers. The short dashed line within each box is the median,
the solid line the mean, and the diamond is the AUC for the full data set without
resampling.
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quantile frailty index (QFI) when compared to dichotomization: increasing the num-

ber of risk categories improves the predictive value of the FI (Fig. 2). These results

are replicated in the CSHA, NHANES and ELSA datasets.

The QFI allows us to easily explore the average relative risk with respect to the

reference population across many biomarkers. For example, an individual with a QFI

score of 0.3 is healthier than 70% of the reference population. Selecting an appropri-

ate reference population can enhance the interpretability of the QFI: a QFI score of

0.6 with respect to a reference population of 80 year olds means that the individual

is in worse health than 60% of 80 year olds. By using a common reference popula-

tion, the relative health of individuals in different populations or subpopulations can

be assessed. This could be useful when study populations are heterogeneous. For

example, with mixtures of community dwelling and institutionalized individuals.

We have critically addressed the implicit inclusion of age in the QFI through the

age-correlation of included health attributes. By using age-paired reference popu-

lations, or by considering predictive value of narrow ranges of age, we see that the

predictive value of the QFI is strongly degraded (Fig. 2.11). Conversely, by combining

the QFI with age explicitly within a logistic regression we see that predictive power

is greatly enhanced. Including age explicitly in this way leads to approximately the

same predictive power whether we use an age-paired QFI, a reference population on

80-year olds, or raw biomarker values. This indicates that the mortality-associated

age-independent health information contained in the biomarkers comprising the QFI

is retained in the QFI.

In clinical practice, any summary health measure for an individual will be available

together with age – so both should be used for prognosis. A single summary health

measure may also be desirable. By including age explicitly in assessing predictive

power of the QFI, we can assess how much a single summary measure of health

could be improved by constructing it with more age-associated components – either

implicitly or explicitly. For the QFI this requires a fixed-age reference population.

If we prefer a summary measure of health that excludes age, then we need to show

that the age-averaged predictive quality agrees with the overall quality. For the QFI,

we can construct this age-excluded measure using age-paired reference populations.

If we want to compare the predictive power of two summary measures of health
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through, e.g., the AUC of an ROC, it is clear that any differences in the implicit

inclusion of age will dominate the comparison. Age should be either explicitly added

or explicitly controlled for in such a comparison – ideally both.

A similar discussion of age-dominated composite measures exists in the biological

age literature [3]. When chronological age was controlled for, early epigenetic clocks

lost many of their significant associations with health outcomes [83]. Later epigenetic

clocks addressed this issue by including biomarkers associated with adverse health

outcomes independently of age [16].

The QFI can also straight-forwardly and non-parametrically control for sex. Us-

ing sex-dependent reference populations ensures that the male and female individuals

are treated the same. The results are intriguing. In Fig. 7c we found a crossing of

male and female QFI as a function of age, so that males have a higher average QFI

at later ages (above 85 years). This does not exhibit a mortality-morbidity paradox,

since male mortality is somewhat higher than female at higher ages. Accordingly,

we see slightly improved AUC for the sex-adjusted QFI. While there are real biolog-

ical differences between male and female aging populations [78], our finding raises

the intriguing possibility that the mortality-morbidity paradox could be significantly

reduced with proper control populations. This is worth further study with different

aging populations using agnostic approaches to controlling for sex, such as the QFI.

Individual health is high-dimensional. There are a vast number of individual

characteristics of good or poor health. In contrast, populations are often described

by only a few characteristics such as just age and sex. Nevertheless, it is important to

condition individual health on comparable populations. For binarized health variables

this can be done with population-dependent cutpoints [28, 27, 42]. For the QFI, we

can explicitly choose the reference population. In this paper we have explored the role

of age and sex, but any demographic differences in health and aging can be addressed

with our approach.

We have mostly used a fixed-age reference population of 80-85 year olds. This leads

to a natural interpretability of the resulting QFI. By varying the fixed-age reference,

we see in Fig. 5 that commonly reported maxima and minima of the FI (0.7 and

0.0, respectively) [18, 4] appear to be recovered as we approach a supercentenarian

reference. While that would gives an appealing interpretation of the QFI as your
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health quantile with respect to the “very old”, we do not yet have a large enough

sample of the very old to explore that limit.

We have developed a summary health measure, the quantile frailty index (QFI),

from continuous biomarker or health measurements without any dichotomization.

The QFI is both predictive of mortality, and interpretable as a frailty index. Different

reference populations can be easily used to construct the QFI. We have investigated

the role of age in the QFI, and demonstrate that the QFI effectively includes the

non-age related aspects of considered biomarkers. The QFI can control for other

important population state variables with appropriate reference populations.

2.3.2 Two-Sided Risk

In the work done on FI-GCP we saw that a generic 2-sided approach to risk was less

effective than a single sided approach for predicting mortality. Using a continuous

approach to including biomarkers in the FI allows a variety of methods for includ-

ing 2-sided approaches to risk. However, throughout the work developing the QFI we

were unable to find a method which significantly out-performed our 1-sided approach.

Approaches like quadratic (di ∼ b(xi−a)2) or gaussian-well (di ∼ 1−e−b(xi−a)2) trans-

formations of the risk quantiles did not offer substantial improvements to prediction.

Furthermore, using these types of 2-sided approaches introduced a set of parameters

to the problem, which is undesirable given the simple nature of the FI. Using transfor-

mations of the risk quantiles also results in a loss of interpretability for the QFI, since

the score is no longer just the average relative standing of health in the population.

It is possible that there is a clever approach to including 2-sided risk in an approach

similar to the QFI, but we did not find one in this work. However, given the modest

improvements to prediction when using more involved biomarker transformations, it

seems unlikely that any gains in prediction would be worth the loss in interpretability.

2.3.3 Results of QFI Paper in Broader Context

Creating an FI-Lab measure without dichotomizing the included biomarkers is cer-

tainly an improvement in the quality of the metric. However, is it really an FI?

Despite having the appearance of an FI, the QFI has an independent interpreta-

tion. The largest distinction being that deficits in the QFI are determined by relative
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health, even amongst the healthiest individuals in the population. This is in contrast

to typical FI where the accumulation of damage is intended to be absolute [18]. The

implications from a practical perspective are minimal; it is an effective and inter-

pretable way to measure FI-Lab. However, it poses some difficulties theoretically and

conceptually.

Theoretically the issue is as follows: in a model system how does one encode

the progression of a biomarker measurement through the deficit scores. The obvious

solution is to change from accumulation of binary deficits to incrementing categorical

deficits. However, there will always be a discordance with empirical measurements of

the QFI since it is nearly impossible to have a QFI of 0. Consider blood pressure as

an example, all healthy measurements of blood pressure have a deficit score greater

than 0 since individuals with acute risk will be represented in the extremes.

There are two approaches to reconciling the empirical lack of healthy QFI scores

with the general FI approach. The first is to redesign the QFI to effectively include

a healthy state (di = 0). Consider something like an elbow shaped deficit score

where measurements before a certain quantile are assigned a deficit score of 0 and

measurements above have some increasing score. However, this is likely to just reopen

the parametrization can of worms with the selection of elbow positions etc.

Alternatively, one could take the QFI style of health deficits at face value and

reconsider the FI-Lab conceptually. The QFI-based reinterpretation of FI-Lab would

have biomarker scores incur some sort of health cost on the system even in the healthy

range. The current model of the FI is that damage is accumulated stochastically over

time originating from an ultimately healthy baseline state as measured with those

deficits. However, the mechanisms for driving this accumulation of damage have not

been rigorously explored. One plausible mechanism could be a health cost incurred

by biomarker-level deficits even in relatively healthy states.



Chapter 3

Network Optimization

3.1 Introduction

The interactions between the many aspects of health involved in the aging process

can be effectively represented using networks. In the case of aging - and many other

complex problems - the network framework is convenient for understanding health

aspects and their interactions. However, developing a network model of aging has

some substantial obstacles; which elements of health should be included and how

should they interact? Supposing that these problems could be solved, there is the

additional task of interpreting the resulting network.

One approach to modelling human health as a network is the generic network

model (GNM) [31, 29, 5]. This approach leverages the broadly defined health aspects

of the frailty index (FI) [1, 18] to effectively model human health on a population level.

This model does not directly tackle the issues of which health aspects are included,

instead using generic deficits which map indirectly onto observable health attributes.

Furthermore, the GNM uses generic interactions between the health attributes, so all

phenomenology in the model is determined by the network structure. Although the

GNM does not map directly on to individual health - it could not be used for clinical

intervention - analogies between the network structure and common health aspects

considered in the study of aging has provided valuable insight.

The GNM uses a scale free network structure to capture the phenomenology of

human health. Scale-free networks describe a large family of networks that have

been observed in a variety of systems both biological and man-made [84, 32]. It was

shown that the scale-free network structure was critical for capturing certain aspects

of human health and aging phenomenology [5], but it is not clear why this structure

would emerge. In this work we use an optimization procedure to determine whether

the scale-free network structure is an optimal structure for prolonging lifespan and

healthspan, or whether there are competing influences on the network structure.

50
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Optimizing network structures is a problem of increasing relevance; many com-

ponents of modern infrastructure such as transportation is best described using net-

works, so anything from databases to air traffic is effectively implemented - or mod-

elled - using networks [85, 86]. As a result, optimization of the structure of these

networks could mean large performance increases and potentially profits or savings.

These network oriented problems range from purely mathematical - many np-complete

problems involve graphs [87]- to practical [88, 89]. For instance, how does optimal air

traffic look when maintenance costs is weighed against travel costs [89]? The optimal

solutions have structures which depend on the incentive structures. In organic sys-

tems it is typically assumed that any observed network is optimal due to it persisting

through any selection processes over time [90, 91]. However, it is not always clear

what aspect of the system is being optimized in a given system. Furthermore, it is

possible that there are factors competing against whatever metrics are driving the

network to a given structure.

In this work we assume that the primary driver of the network structure in the

GNM is longevity. However, any competing influences are hard to describe since there

is no direct mapping of human health aspects on to the health aspects in the GNM.

Therefore, we use a maximization of entropy on the network structure as a competing

factor which drives a diversity in the types of nodes and the connections between

those nodes. We argue that since no distinct influence on the network structure

can be imposed, that a maximum entropy approach will represent a generic set of

exterior factors. Network entropy has previously been shown to promote random

network structures [92, 93, 94], with some definitions being extended to characterizing

diffusion processes on networks [95]. We use a definition of network entropy which

promotes a diversity of connections in the network.

3.1.1 Network Structure Notation and Metrics

3.1.1.1 Useful Jargon

The networks considered in this work are fully connected, unweighted, undirected,

simply-connected graphs. This means that all nodes in the network are can be reached

by all other nodes via edge-traversal, all edges in the graph have identical weight, the

interactions between two nodes proceeds identically in both direction, there can be
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at most one connection between nodes, and nodes cannot connect to themselves.

One way to describe network structures is to consider network motifs, also com-

monly referred to as sub-graphs. A sub-graph is typically a small section of a network

where the “neighbourhood” is well defined [96, 97, 98]. In the case of a social net-

work, an example of a sub-graph would be a particular friend-group. Individuals

within the friend group share many interactions within the group but do not share

many connections outside of that group. Here, the friend-group is a sub-group of a

social structure and is represented by a sub-graph element in a social network. Note

that a sub-graph must be connected to the rest of the network, otherwise it is just

an isolated graph and should be considered separately.

3.1.1.2 Mathematical Representations

The number of neighbours a node has is referred to as the degree of the node and

is denoted by k. In the case of unweighted, undirected graphs the degree is often

the easiest way to classify nodes in the network. If all nodes and all edges behave

identically, then the number of edges is the only thing distinguishing the behaviour

of one node from another. A useful framework for describing networks is the d-K

framework [99]. The general idea is to assume that the structure of the network is

defined by the connection between nodes based only on their degrees.

The 0-th order (d-0) description of a network is to only fix the average degree

〈k〉 =
∑
i

ki
N
. (3.1)

The average degree describes the density of connections between nodes in the network.

In this work, the average degree is used to constrain the optimization, so the density

of connections in the network cannot change throughout optimization.

d-1 graphs are constrained by the distribution of degrees in the network P (k).

P (k) (or Pk) is the probability that a randomly chosen node in the network has

degree k. The average degree the network can be retrieved from P (k) description

following

〈k〉 =
∑
i

kiP (ki) =
∑
k

kPk. (3.2)

Practically, a network will never exactly follow a prescribed degree distribution due to

finite size constraints. Often the more practical measure is the number of nodes of a
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given degree D(k) (or Dk). Typically this Dk is sampled from the degree distribution

or is a product of the graph generating methodology. In the latter case the degree

distribution is calculated using

P (k) =
D(k)

N
. (3.3)

The degree distribution defines much of the characteristics of a graph. For instance,

scale-free networks are defined by their powerlaw degree distributions P (k) ∼ kα.

The most detailed description of graphs relevant to this work is the d-2 series

of graphs. d-2 graphs are determined by the probability of an edge being present

between nodes of degree k and nodes of degree k′. The relevant metric for describing

these graphs is the joint degree distribution (or degree correlation matrix) P (k′, k).

P (k′, k) (or Pk′,k) is the probability that a randomly selected edge in the network is

connected on one side to a node of degree k and other to a node of degree k′. In

the case of undirected graphs P (k′, k) is symmetric. The degree distribution can be

calculated using

P (k) =
〈k〉
k

∑
k′

P (k′, k). (3.4)

Similarly to the degree distribution, the joint degree distribution (unless measured)

is never exactly represented by a finite size network. The useful quantity in this case

is the joint degree matrix J(k′, k) which describes the number of edges in the network

connected on one side to a node of degree k and other to a node of degree k′. Which

can be used to calculate the degree correlations using

P (k′, k) =
J(k′, k)

N〈k〉
. (3.5)

The joint degree distribution is useful for characterizing which types of connections are

prevalent in the network. For instance, are most of the connections in the network

between nodes of similar degree? Networks with nodes which connect to nodes of

similar degree are called assortative networks [100]. If nodes connect to nodes of very

different degrees the network is dissassortative. The joint degree distribution can be

used to tune and measure the assortativity of networks.

Higher-order structural features such as those describing how 3 or more nodes are

connected (e.g. in a line vs in a triangle) and how that depends on degree are not

investigated in this work.
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3.2 Generic Network Model

In this work we follow the implementation of the GNM described in Farrell et al.

(2018) exactly, unless otherwise noted. The GNM is an unweighted, undirected, sim-

ply connected, complete network with N = 104 nodes. Each of the nodes represents

some health attribute in the system which can be in either a healthy (di = 0) or

unhealthy (di = 1) state. All nodes begin simulations in the healthy state and dam-

age randomly with a base rate of Γo = 0.00183year−1. The damage rates of a node

increases when it’s neighbouring neighbours damage. The damage rate of the nth

node is

Γ+
n = Γoe

γ+fn , (3.6)

where fn is the FI calculated over the nodes neighbours

fn =
∑
〈n〉

di
kn
. (3.7)

Here the sum over 〈n〉 denotes the nodes neighbouring the nth node, of which there

are kn. γ+ is set to 7.5 in the GNM.

Mortality in the GNM was implemented using the damage state of the top 2 most

connected nodes in the network, where damage of both would constitute mortality.

However, in this work we use a proportional hazards model of mortality [101]. The

mortality rate in the network increases proportionally to the FI measured across the

whole network:

ΓM = Γde
γm

∑ di
N . (3.8)

This mortality is not massively different from the two node mortality model proposed

in the earlier work; mortality is effectively implemented using just one mortality node

which is fully connected to the network, albeit with slightly different parametrization.

The phenomenology of the proportional hazards mortality is similar to the two node

mortality model with minor tweaks to parameters. Here, Γd = 0.01, Γm = 8, and a

scale free exponent of α = 2.35 (in stead of the original α = 2.27) recover the mortality

rate and FI curves as a function of age from the original model. The rationale for

changing the mortality rule will be explained in later sections.

The network structure originally used to model human aging data is a scale free

network constructed with the Barabasi-Albert preferential attachment method [32].



55

The scale free exponent used is α = 2.27, the average degree of the network is 〈k〉 = 4,

and the minimum degree is 2. Other common network structures investigated in pre-

vious work include random graphs [102], small world networks [103], and assortativity-

tuned scale free networks. All of these alternate network structures failed to properly

capture the phenomenology of human health and aging.

An important detail of a human aging captured by the GNM is the mapping

between types of nodes and the levels of health discussed in the aging literature [36].

It was shown that the higher degree nodes mapped on to the highest level health

deficits such as functional impairments, while lower degree nodes behaved more along

the lines of lab-based deficits [5]. This behaviour was only observed for dissassortative

scale free networks. The other network structures investigated would have high value

for high degree nodes but would not have high information content in the lower degree

nodes.

3.3 Optimization

3.3.1 Approaches

3.3.1.1 Driving by Degree Distribution

In this work we assume that the degree distribution is the largest factor contributing

to the performance of the network. It is likely that higher order factors such as the

degree correlations play a role, but previous work suggests that degree distributions

must be broad for correlations to have a significant impact [5]. Also, having tried

both degree correlation and degree distribution optimizations, the same or better

results can be achieved with degree distribution tuning in a small fraction of the time;

optimizing in degree correlation space adds a dimension to the optimization space.

Furthermore, imposing degree correlations directly on a network is computationally

expensive.

3.3.2 Steering by Assortativity

To tune the degree correlations in our networks we use a parametric approach. We

select between assortative, dissassortative, and random assignments of edges between

degrees k and k′. The proportion of which type of assignment is used tunes the
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assortativity using only 3 parameters. This approach does not allow direct changes

to the degree correlations, but changing the proportions of which assignment is used

has intuitive results.

3.3.2.1 Non-Parametric Approach

This approach allows the degree distribution to vary arbitrarily while maintaining

average degree and normalization. We use an evolutionary algorithm - making random

changes and keeping successful changes [104]. The main challenge with this approach

is that the degree distributions relevant to this application are long-tailed, so the

potential optimization space is large. Furthermore, the differences in performance

of nodes of large degree do not vary significantly, so much of the long tail of the

distribution is largely redundant. For computational convenience we down-sample the

available degrees in this approach. It is possible that this reduction in possible degrees

affects the results of our optimization. For instance, maximum entropy solutions will

be skewed by not including all degrees. However, the entropy measures are primarily

used to promote a diversity of connections between types of nodes. So, if a set of nodes

in a given range of degrees has similar behaviour, the set can be effectively reduced

to one representative degree. Results thus far do not contradict this assumption, but

further computation will be needed for verification.

3.3.2.2 Variational Approach

In this approach we investigate the neighbourhood of networks similar to those that

best represent human health. Here we tune the assortativity of scale-free networks

used previously in the GNM work to investigate the effects on life and healthspan.

3.4 Methods

3.4.1 Measuring Healthspan

Measuring the lifespan of simulated individuals in the GNM is straightforward. How-

ever, expressing healthspan in an interpretable metric is somewhat more difficult.

Since health is represented entirely by the FI in the GNM, we integrate the health

as measured by the FI across the lifespan of the individual to represent health span.
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Specifically, we use a measure called the quality adjusted life years (QALY) that

integrates the remaining health until death age (td)

QALY =

∫ td

0

(1− FI(t))dt. (3.9)

However, this measure can be dominated by extended longevity, even in the case

of extended periods of poor health. A complimentary measure which controls for

extended periods of poor health is the healthy aging index (HA)

HA =
1

td

∫ td

0

(1− FI(t))dt. (3.10)

The HA measures the proportion of life spent healthy, as opposed to the QALY which

has units of healthy years.

3.4.2 Measuring Network Entropy

We use the shannon entropy [105] measured over the degree distribution

S(Pk) = −
∑
k

P (k)log(P (k)) (3.11)

and over the degree correlations

S = −
∑
k,k′

P (k′, k)log(P (k′, k)). (3.12)

We use the entropy measured over the degree correlations unless otherwise mentioned.

3.4.3 Merit Functions

We combine the health performance and entropy of our generated networks to define

the evolutionary merit as

M = λS + (1− λ)〈td〉. (3.13)

Here the lagrange multiplier λ determines how heavily the optimization is weighted

towards a maximum entropy solution. We have deliberately set the range of the

lagrange multipliers to λ ∈ [0, 1]. However, entropy measures are typically order 1

and lifespan is typically order 100 so the main behaviour is observed around λ ∼ 0.9.

Here we show death age td as the health metric, average HA or average QALY could

also be used.
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3.4.4 Generating Networks

The network generation pipeline is as follows:

• Degree counts D(k) are sampled from a degree distribution P (k) or generated

using a graph generation algorithm.

• Edges are assigned between nodes of degree k and k′ through the connection

matrix J(k′, k), depending on the assortativity parametrization.

• The network is generated from the connection matrix following Gjoka et al.

[106].

The important details of our methods lie in how the edges are assigned in the con-

nection matrix. Fundamentally, the connection matrix consists of taking weighted

random selections between purely assortative, dissassortative, and random connec-

tions.

An assortative connection will select the degree k′ which is closest to degree k,

and assign an edge if there is one available. A dissassortative connection selects

the degree k′ which is furthest from degree k. Again, since k is sorted descending k′

begins at the minimum degree and increases when the constraints are met. A random

edge connection selects from the set of degrees k′ with probabilities weighted by the

number of remaining possible edges between nodes of degree k and nodes of degree

k′. Things which influence the number of available connections are the number of

outgoing edges from nodes of a given degree E(k) = kD(k), the number of edges

already assigned to nodes of that degree, and the number of unique pairs of nodes -

since there can only exist one edge between any two nodes.

These three methods have associated probabilities which must sum to 1. An

illustration of this approach is shown in figure 3.1. When the degree distribution

does not have a long tail the resulting degree correlations are very well behaved. In

the case of fully assortative connections it is mostly a linear correlation between k

and k′. In terms of common metrics, the degree correlation coefficient r ∈ [−1, 1]

for the fully assortative case approaches 1. The degree correlation coefficient for

the fully dissassortative case does not saturate as effectively, typically not reaching

below r ∼ −0.95. Increasing the probability of random connections adds the desired
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uncorrelated blob effect, with the fully random limit resembling a slightly skewed

gaussian. The degree correlation coefficient of these graphs is close to 0.

3.4.5 Optimization Procedure

The optimization proceeds using an evolutionary algorithm [104]. A degree distribu-

tion is initialized. This degree distribution is sampled using the random hubs method

described in [107]. A network is generated using these sampled degree as described

above and network characteristics such as joint degree distributions are measured.

The network is input into the GNM to measure health and longevity statistics. The

GNM performance is used alongside entropy measured over the joint degree distri-

bution of the network to determine the merit score as described above. The merit

is compared with the merit of the previous best performing network, and is selected

using simulated annealing procedures [108]. The best performing networks degree

distribution is then modified randomly and the procedure repeats.
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Figure 3.1: Example degree correlations for networks generated using our assortativity
tuning algorithm. Here we use a degree sequence generated using an erdos-renyi
random graph generator. Network size for all graphs is 104 nodes, probability of
generating an edge is set to 4/N. All graphs are fully connected.
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3.5 Results

3.5.1 Non-Parametric Optimization

3.5.1.1 Verification of Approach

To verify that our non-parametric manipulation of the degree distribution can find

optimal solutions, we first optimized the entropy of the degree distribution. Maxi-

mum entropy solutions to degree distributions with constrained average degree can

be solved analytically and have exponential form [109]. In figure 3.2 we show that

our non-parametric degree distribution optimization can replicate this result. Note

that this optimization was not performed by generating networks and measuring the

distribution, so the degree distribution does not suffer from sampling or rounding

errors.

3.5.1.2 Death Age Optimization

Optimization of the network structure for death age leads to an extremely dissassor-

tative network structure. The degree correlations are characterized by connections

between the lowest degree nodes and highest degree nodes. This dissassortative limit

is observed for a variety of allowed degrees; in figure 3.3 the degree 1 nodes are all

connected to the degree 30 nodes which are the highest in this optimization. In fig-

ure 3.4 the minimum degree is increased to k = 2 and the maximum is increased to

k = 500, the same extreme dissassortativity observed. There is one critical difference

when changing minimum degree; when degree 1 nodes are allowed there is a char-

acteristic highly assortative block in the degree correlations, seen in the degree 15

interconnectedness in figure 3.3.

3.5.1.3 Network Motifs and Sub-Graphs

Across all of the approaches used in this work there have been a handful of network

motifs which have consistently emerged as optimal death age networks. The first of

which we refer to as the star motif, seen in figure 3.5a. In this substructure of size n

there are n− 1 nodes of degree 1 connected to 1 node of degree n− 1. To understand

why this structure emerges consider the following. The damage rates of all of the
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Figure 3.2: The optimal degree distribution for maximizing entropy measured over
the degree distribution. Here average degree is constrained to 4. The analytic result
of an exponential degree distribution is retrieved using our optimization procedure.
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Figure 3.3: An example of a death age optimization using a network size of N = 500,
an average degree of 〈k〉 = 4, and a minimum degree of 2. The top plot shows a
visualization of the network using a spring layout. Note that the many hubs connected
to degree 1 nodes seem to be isolated from one-another and from the densely connected
core. The bottom plot shows the joint degree distribution for the network. Here the
network consists mostly of only 2 types of edges, edges between degrees 1 and 30, and
edges between nodes of degree 15.
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Figure 3.4: The results of a death age optimization on a network constrained to
N = 1000 nodes, average degree 〈k〉 = 4, and minimum degree 2. The upper figure
shows the network structure arranged using a spring layout. There are 4 central
hub nodes of degree k = 500 predominantly attached to degree 2 nodes in the parents
motif. The lower plot shows the degree correlations of the optimal death age network.
The correlation matrix is extremely sparse with almost all connections being between
nodes of degree 2 and nodes of degree 500.



65

peripheral nodes is determined by the local frailty of their neighbours, in this case

this is exactly the damage state of the hub node. So the peripheral nodes damage at

the base damage rate until the hub node damages, after which they damage in short

order. The hub node’s damage rate is based on the FI of all of the peripheral nodes,

so any peripheral node damaging only increases the local FI by 1/(n − 1), which is

vanishingly small. Furthermore, since the damage rates of the peripheral nodes will

remain at the base rate, these increments in the damage rate are infrequent. Other

than the individual who had their hub node damage randomly early on, this star

sub-graph is the most efficient way to prolong lifespan and healthspan, seen in figure

3.6.

The other motif that emerges in optimizations with minimum degree 1 is a fully-

connected sub-graph with all n nodes connected to all n−1 other nodes (figure 3.5b).

Referred to here as a ball due to the resemblance to a rubber band ball, this motif

is a set of nodes of high degree with most edges being between nodes within the set.

Any individual node damaging only increments the local frailty of it’s neighbours

by 1/(n − 1), but there many shared neighbours. The ball motif is not particularly

long-lived, as seen in figure 3.6, so why does the ball show up alongside the star? The

ball motif has average degree of n− 1, the highest possible average degree in without

allowing multiple connections or self-connections. This high average degree means

that adding a ball to the network is the most node-efficient way to raise the average

degree, which is necessary since the average degree of the star motif is 2(1 − 1
n
). So

the optimal network structure for longevity is a star sub-graph to promote longevity

and a ball sub-graph to satisfy the average degree constraint with minimal negative

health contribution.

When the minimum degree is constrained to be greater than one the motifs which

appear change significantly. The networks used to model human health have minimum

degree of 2, disallowing the star motif. However, there is an analogous structure which

simply increases the degree of the peripheral nodes by connecting them to another

high degree node. We refer to this structure as the parents motif, shown in figure

3.5d. This parents motif is common in the networks used to model human health

data due to the dissassortativity of those networks. In figure 3.6 we show that it is

excellent at prolonging lifespan and healthspan.
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a)
star motif

b)
ball motif

c)
chain motif

d)
parents motif

Figure 3.5: Visualizations of the motifs which appear most often in networks dur-
ing optimization. a) The star motif, most efficient for extending lifespan. b) The
ball motif, most efficient at increasing average degree. c) Chain motif, the low de-
gree assortative connection limit. d) The parents motif, the dissassortative limit for
minimum degree 2.

One defect from the parent motif that appears in death age optimizations is having

multiple degree 2 nodes form a loop connected to the high-degree hub (seen in figure

3.4). We refer to this motif as a chain of degree 2 nodes, shown in figure 3.5. This

chain motif becomes very detrimental to life and healthspan if the chain becomes

longer than a few nodes, as seen in figure 3.6.
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Figure 3.6: Evaluating the performance of the common network motifs in the GNM.
In a) we show the average lifespan. The star and parents motifs - the dissassortative
limits - have significantly better lifespans. However, the star graph with minimum
degree 1 significantly outperforms the parent motif which has minimum degree 2.
b) Shows the healthspan of the graph motifs measured by QALY. The healthspan
results follow the lifespan results, except for a significant improvement in healthspan
for the ball motif over the chain motif despite having similar lifespans. c) Shows the
lifespan-adjusted healthspan as measured by the HA. Here the differences between
the chain motif and the others is large. The star, ball, and parents motifs are ranked
the same as the other health measures but are more similar in performance.
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3.5.1.4 Hand-Built Optimal Death Age Networks

Using the results of our death age optimizations, we build “optimal” death age net-

works by hand using the observed motifs. These optimal networks consist of a tune-

able number of star sub-graphs chained together with a ball sub-graph attached on

one end. The size of the ball sub-graph is tuned to fulfill the desired average degree

in the network. We show examples of these networks in figure 3.7 with 1 and 10

star sub-graphs. The average death age of these networks increases with increasing

network size - as they become more heavily weighted towards the star sub-graphs - as

shown in figure 3.8a. In the case of one star sub-graph the average death age appears

to saturate around the same performance as a pure star sub-graph. Similarly, the

health-spans for the one-hub optimal graph saturates to the performance of the pure

star sub-graph. The optimal networks which consist of multiple star motifs chained

together do not attain the same death age performance for network sizes up to 104

nodes. Furthermore, the healthspans of these networks are significantly lower than

the 1-hub optimal network and show decreasing trends with increasing number of

nodes. As seen in the motifs investigation, chaining nodes together is not an effective

way of prolonging healhtspan.
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Figure 3.7: Visualizations of optimal death age networks using common network
motifs. Both networks pictured have an average degree of 4 and use network sizes
of 103 nodes. In the top plot we use 1 star motif, in the bottom plot we use 10 star
sub-graphs chained together.
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Figure 3.8: Evaluating the performance of the hand built optimal death age networks.
In a) we show the average lifespan. At lower network sizes using fewer star motifs
is best for extending longevity. b) Shows the healthspan of the same networks. The
healthspan results follow the lifespan results, except we do not observe a crossing
in performance for larger networks. c) Shows the lifespan-adjusted healthspan as
measured by the HA. Here the differences between using only one star motif and
the others is extremely large. Furthermore, using more than 1 star motif leads to a
decrease in HA with increasing network size. It appears that chaining these star sub-
graphs together is highly detrimental to HA. In general the 1-hub optimal network has
the largest error-bars (standard errors), indicating a much larger variance in health
and lifespan compared to the other networks.
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3.5.1.5 Adding Entropy to Death Age Optimization

Adding entropy to the merit function by increasing λ has the desired effect of broad-

ening the distribution of connections in the network. We see in figure 3.9 that the

extreme dissassortative connections still remain, but the range of high degree and

low degree nodes that are included in those categories is expanded. Furthermore, we

see that the low degree chain motif is expanded to more nodes of low degree and is

more prevalent in the case of higher entropy weighting. There is some representation

of higher degree nodes with assortative connections, but not to the degree of a ball

motif forming.

The degree distributions of networks also become more broad with increasing λ.

Figure 3.10 shows that increasing lambda decreases the “slope” of the distribution.

The distributions are characterized by a very steep decrease at low degrees, more data

of higher quality is needed to be confident in an assertion of functional form. Also

of note is the decrease in prevalence of extremely high degree nodes. So, although

it appears that the tail of the distribution is becoming thicker, the extremely high

degree nodes are decreasing in number.
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Figure 3.9: An example of the degree correlation matrix following death age opti-
mization with entropy weighted at λ = 0.8 (top) and λ = 0.9 (bottom). We find that
there is still the characteristic connections between the very low and very high degree
nodes, but the range of high and low degree nodes has broadened. Furthermore,
the number of connections between low degree nodes is increased and there is some
prevalence of assortative connections between higher degree nodes.
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Figure 3.10: An example of the degree correlation matrix following death age opti-
mization with entropy weighted at λ = 0.9. We find that there is still the character-
istic connections between the very low and very high degree nodes, but the range of
high and low degree nodes has broadened. Furthermore, the number of connections
between low degree nodes is increased and there is some prevalence of assortative
connections between higher degree nodes.
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3.5.2 Assortativity and Performance of Scale-Free Networks

In figure 3.11 we show how our assortativity tuning approach affects the performance

of the degree distribution used to capture human data. We find that the networks

which maximize lifespan are the most assortatively tuned in our approach. How-

ever, these networks still have a degree assortativity coefficient below 0, indicating a

slightly dissassortative network. Furthermore, we find that the degree assortativity

coefficient does not effectively capture the variability in the networks when tuning

assortativity using our approach; the proportion of dissassortative connections does

not significantly change the coefficient, but does significantly effect the entropy and

the health measures. The average QALY increases with the fraction of dissassortative

connections in the network, as well as with decreasing number of assortative connec-

tions. Changing the assortativity parameters in this set of networks can gain 1.5

health adjusted years of life despite decreasing absolute lifespan by about the same

amount. The average HA follows the QALY fairly closely.

3.5.2.1 Unexpected Results for Scale-Free Networks

The results of our parametric reconstruction of scale-free networks are not what we ex-

pected. Better performance in healthspan measures using dissassortative construction

match our expectations, but the assortative structures out-living the dissassortative

is shocking. In figure 3.12 we show visualizations of a scale-free degree distribution

of exponent α = 2.27 and network size N = 500 constructed into purely assortative

and purely dissassortative networks. We find that the dissassortatively wired net-

work has a high prevalence of parents sub-graph type structures, which we expect

to indicate very high lifespan. Furthermore, in the assortative case the majority of

nodes in the network are in a degree 2 chain sub-graph, indicating poor lifespan.

Both of these observations point towards the dissassortative network out-living the

assortative one, but that is not the case. It appears that there are structures in these

networks which have significant impact on health which are more involved than a

purely motif-motivated understanding of the problem.
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Figure 3.11: The network characteristics and simulated health data for scale free
networks with 104 nodes. Degree distribution is generated with scale free exponent
α = 2.35 and average degree 〈k〉 = 4 using the Barabasi-Albert preferential attach-
ment method. The degree sequence is identical for all plots. a) Shows the sampled
degree distribution D(k). b) Shows the degree assortativity coefficient. c) Shows the
entropy of the degree correlations. d) Shows the average death age in the GNM for
the generated networks. e) Shows mean QALY from GNM simulations. Interest-
ingly the QALY does not follow death age. f) Shows mean HA (QALY normalized
by death age), which largely follows the QALY along the assortative axis, but differs
slightly along the dissassortative axis. Simulations are using 104 individuals, and only
1 instantiation of the network.



76

Figure 3.12: Examples of scale free networks with 500 nodes and scale free exponent
α = 2.27. The top figure shows the network configured with purely dissassortative
attachments. The middle plot shows the same degree sequence connected using purely
assortative moves. The bottom plot is the same network zoomed in on the central hub-
node. The dissassortative network has lower average lifespan, but higher healthspan
measured by QALY and HA than the assortative network.
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3.6 Discussion

3.6.1 Non-Parametric Optimization: Discovering the Network Motifs of

Longevity

Direct optimization of the degree distribution has yielded some interesting results.

A handful of network motifs have emerged which dominate the large lifespan and

healthspan limits. Furthermore, these motifs are fairly “cheap” from an optimization

perspective; they can be combined with inefficient aspects of the network and still

perform very well. Finding network motifs at the extreme ends of optimizations is

not without precedent [89, 94], but it is not clear whether the motifs solutions are

reasonable structures to represent aging of biological systems. Furthermore, networks

composed only of simple motifs lack a reasonable scales of health interpretation, since

the nodes in the motifs have clear purposes.

Adding entropy into the merit function was successful in promoting a diversity

of nodes and connections between nodes. Adding progressively more entropy had

the effect of broadening both the degree distribution and the aspects of the degree

correlations seen in optimal death age networks.

3.6.2 Quality of Optimization Results

The results presented in this work are representative but not definitive. Optimizing

death age non-parametrically has good results because there was a clear trend towards

certain sub-graphs as the optimization quality increased. Furthermore, extending

those trends by hand lead to even greater performance, solidifying understanding. In

the case of the mixed optimization with entropy, our results thus far show the desired

mixing between the GNM performance driven network motifs and the broadening

effects of entropy. That being said, the quality of the optimizations presented here are

not high enough to present definitive results on aspects such as the degree distribution

or degree correlations. Compelling results are within reach using the techniques

described in this chapter and will be further explored in the coming months when

developing this work for publication.
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3.6.3 Scale-Free Results: Pushing for a Variational Approach

The unexpected results shown for the longevity of scale-free networks is exciting.

These results point towards higher-level structural effects of the network on longevity

in the GNM, which is beyond our current understanding. To better explore these

results it is necessary to fully develop a variational approach to the optimization.

The variational approach should be less likely to fall into the simple network motif

structures observed in the non-parametric optimization. Forms of the degree distri-

bution which vary smoothly may be able to clear up which aspects of the network

structure are contributing positively to lifespan, without the expected network motifs.

Furthermore, a variational approach will allow rigorous inclusion of long-tailed dis-

tributions without the associated computational overhead. Future work will develop

a parametric degree distribution that is some combination of powerlaw, gaussian,

and exponential functions that should be able to effectively probe the health-space.

Certainly such an approach would be able to recover the scale-free results seen here.

3.6.4 Reflection on 2-Node Mortality Condition

The emergence of the star motif as an optimal structure for prolonging the health of a

node drove the switch from the 2-node mortality condition to the proportional hazards

mortality condition. In the case of 2-node mortality the optimization could extend

lifespan by prioritizing just the mortality nodes. Forming the star motif around the

mortality nodes would massively improve lifespan while the rest of the network could

be in any arbitrary state. That is, the mortality condition was not representative of

the health of the network, just of the local health of 2 arbitrary nodes. Given these

results, is it valid to use a 2-node mortality model in the GNM? In the case of scale

free networks the 2-node mortality is not unreasonable; the mortality nodes in that

case are of degree k ∼ 0.1N , so they are affected by the health of much of the network.

However, 2-node mortality may not be reasonable in other network structures with

narrow degree distributions such as small world [103] and random [32] networks since

the mortality nodes do not widely sample the health of the network.

The optimization of healthspan for a subset of identified nodes being very effective

raises further questions about the network structure effects observed in Farrell et al.

[5]. One of the main results from that work is that the damage of low degree nodes
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can be informative of mortality. Specifically, the degree 2 nodes had increasing infor-

mation content with increasing neighbour degree. However, a clearer effect would be

to classify the degree 2 nodes by their neighbours. For instance, are the most infor-

mative degree 2 nodes attached to the mortality nodes? Without checking whether

or not a given node is attached to a mortality node it is impossible to know that the

observed effect is truly a network effect - driven by neighbour degree - as opposed

to an artifact of the mortality condition. It would be interesting to see a re-analysis

using proportional hazards mortality or the neighbour degree results broken down by

whether or not the nodes are connected directly to the mortality nodes.

3.6.5 Degree 1 Nodes

Degree 1 nodes pose an interesting problem in the GNM. The optimization approaches

show that attaching degree 1 to any node in the networks is the most effective way to

prolong life and health span. Furthermore, for extreme longevity it is most effective

to maximize the number of degree 1 nodes, even the cost of using a ball sub-graph

to satisfy average degree. This star motif style of longevity optimized networks does

not seem like a network which could reasonably represent a biological system. Fol-

lowing the scales of health argument this star motif represents a system which has

one (or some small number) of functional health aspects which are connected solely

to a set of base-level health aspects. This structure is not a model of health that rep-

resents the many interactions between health aspects in an organism since all nodes

in the network are there to satisfy one function. The entire star sub-graph is effec-

tively behaving as just one node with increased health impacts attached to its health

state; if it damages it contributes massively to the mortality rate since the peripheral

nodes damage soon after, but there are minimal down-stream health effects since the

peripheral nodes cannot propagate the damage to elsewhere in the network.

How to deal with the effectiveness of degree 1 nodes is an interesting question. It

is not obvious that degree 1 nodes cannot exist in the network structure as a viable

health aspect. However, in the current model they are overpowering in a health

and lifespan optimization. Our definition of network entropy is aimed at promoting a

diversity of connections between health aspects through connections between nodes of

different degrees. This approach is effective for nodes of degree greater than 1 because
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they can connect different levels of health. Consider nodes of degree 2, a node which

is connected to a high degree node and a low degree nodes has different function than

one is connected to 2 nodes of high degree. This distinction can not be drawn for

degree 1 nodes. Although they can be distinguished by the type of node they are

connected to, the function of the degree 1 node will always be to simply buffer the

health of whatever node it is attached to. In this case our degree correlation entropy

does drive the degree 1 nodes to connect to a variety of different degree nodes, but

this does not truly drive a difference in function.

3.6.6 Merit Functions and Evolutionary Fitness

Another approach to dealing with the degree 1 nodes is to develop a more refined

approach to the merit used in the optimization. For instance, incentivizing multi-

ple pathways through the network, similarly to the redundancy argument used by

Gavrilov [15], would reduce the prevalence of degree 1 nodes since they are dead-

ends. However, the question of what merit function is a difficult one in general and

it could be that an evolutionarily appropriate fitness does not effectively deal with

degree 1 nodes.

Effectively defining evolutionary fitness in a model which only effectively captures

health is a difficult task. The organism must be in relatively good health to reproduce,

but the parameters of the goodness of health are not clear. Evolutionary entropy is a

model which argues that the uncertainty in the age of a mother is an effective measure

of fitness [110]. Evolutionary entropy uses healthspan as the foremost indicator of

evolutionary fitness, a mother must be sufficiently healthy to reproduce for a large

span of time. However, it is placing particular emphasis on having great health for an

extended period, and does not consider any extended period of good health beyond

the period of sufficient health to reproduce. It is likely that effectively implementing

this definition of health would require strict parametrization of sufficient health to

reproduce, where the usual motifs for prolonging node health would likely surface.

Previously in this network optimization approach we have implemented evolutionary

entropy, but we could not effectively disentangle it from results maximizing QALY on

a subset of nodes labelled for reproductive fitness. Furthermore, if fitness is described

directly pertaining to health, it is likely that the same network motifs would reappear.
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It is likely that without defining fitness mechanically in the network - essentially

something layered on top of health - that fitness and healthspan will go hand in

hand.



Chapter 4

Conclusion

4.1 Tying it all together

In this thesis we have explored health and aging through the context of the FI. We

have determined that the FI can be effectively extended to include laboratory-level

health deficits. These health aspects can be included using the generic definition of a

deficit in the FI to dichotomize the naturally continuous measurements. We further

improved the predictive quality of the FI-Lab by including the biomarkers without

dichotomizing them. However, there are legitimate concerns about whether our QFI

approach is truly an FI given the lack of a healthy state. Nonetheless, our work on

FI-Lab has raised some important questions for the field of aging metrics such as the

appropriate pre-processing of continuous data and being explicit about how cohort

effects and confounding factors affect the resulting health metrics.

We have pushed a network model of health - which leverages the general appli-

cability of the FI - to its limits of lifespan and healthspan. Our results show that at

the extremes of life and healthspan the popular levels of health analogy breaks down

in our model. We suggest that there must also be some exterior influences on the

network structure - some element outside of maintaining good health - which is driv-

ing the interactions between health aspects. However, it is also clear that the health

aspects are not arranged randomly, in some sort of maximum-entropy configuration.

Further work is required on this problem to determine where in-between those two

extremes the network structure which best represents human aging lies.

4.2 Opinions

The FI-Lab approaches laid out in this thesis are both effective as summary health

metrics. However, there is the question of chasing predictive value in the FI. The

82
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QFI approach certainly seems one step removed from the general FI approach; lack-

ing a healthy state and having continuous deficits. However, as a health metric it

is effective at retrieving the information content from the constituent elements and

it is interpretable. That being said, I do not think it significantly impacts the un-

derstanding of the FI as a framework for understanding health and aging. Most

measurements included in the FI in typical studies could be graduated to include

more than dichotomous health states and some are already included with more than

2 states. This tension between the FI as a framework and the FI as a health met-

ric is exacerbated when the health aspects are inherently continuous. Shoe-horning

more information into an FI-like measurement would certainly be nice from a public

health and decision making perspective. However, communicating the FI is much

more effective when it is simply defined as the fraction of health aspects which are

damaged.

From a modelling perspective I do not think that the QFI being a better predictor

in an empirical setting is a significant issue. The modest gains in prediction on a

population level are dwarfed by the gains made by more sophisticated predictive

models using the same data. In that sense the QFI does not detract from the current

models based on the FI - a generic model of health deficits is not ineffective at the

laboratory level of health. Descending further towards molecular measurements may

still pose a problem when applying an FI approach, but that remains to be seen.

In terms of the network optimization, I believe that this approach can get to a

satisfying endpoint. Now, this is not the first time that I have believed that a spe-

cific optimization approach will be suitable to the problem, but this one has definite

advantages. Spending a few clock-months of compute time optimizing ensembles of

larger networks, even if it just solidifies the results presented in this work, will yield

interesting results. If the non-parametric optimization flops, even under ideal com-

puting circumstances, a variational approach will at least determine how tightly the

GNM depends on the specific scale-free degree distribution. Furthermore, optimizing

a network structure to fit the health data of a non-human organism is more attainable

with highly tune-able networks like those developed in this work.
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[84] Albert-László Barabási. Scale-free networks: a decade and beyond. science,
325(5939):412–413, 2009.

[85] Renzo Angles and Claudio Gutierrez. Survey of graph database models. ACM
Computing Surveys (CSUR), 40(1):1–39, 2008.

[86] Stavros A. Zenios. Network based models for air-traffic control. European
Journal of Operational Research, 50(2):166–178, 1991.

[87] Michael R. Garey and David S. Johnson. Computers and Intractability; A Guide
to the Theory of NP-Completeness. W. H. Freeman Co., USA, 1990.



92
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Appendix A

FI-GCP Supplemental

A.1 Optimal cutpoints

Optimal cutpoints are calculated by testing binarization at every possible cutpoint

in the data for every biomarker with respect to mortality at 5 years.

Mutual information can be calculated following [29]. The information entropy

with respect to binary mortality M ∈ {0, 1} is calculated as

S(M) = −m ln(m)− (1−m) ln(1−m), (A.1)

where m is the proportion of the population dead at 5 years. The information entropy

conditional on the presence of a deficit is the average of the entropy conditioned on

each state of the deficit:

S(M |D) = p(d = 1)S(M |d = 1) + p(d = 0)S(M |d = 0), (A.2)

where p(d) is the proportion of the population with (d = 1) or without (d = 0) the

deficit. The mutual information gained by knowing the status of a given deficit is

then

I = S(M)− S(M |D). (A.3)

For the logrank cutpoints we use a Python implementation of the logrank test

[53] from the survival analysis package Lifelines [111]. Since its use of χ2 statistics

for estimating p-values underestimates them systematically for small sample sizes,

the logrank test has a bias to select cutpoints with extremely few individuals in one

group so as to artificially decrease p-values. To compensate for this bias, we imposed

a minimum group size of 20 individuals.
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A.2 FI-GCP Supplemental Figures
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Figure A.1: Age distributions of the CSHA [46] (grey fill) and NHANES [45] (no fill)
data sets. The NHANES data set has 8881 individuals with an age range of 20 to
85 years, and is considerably larger than the CSHA study with 973 individuals. The
CSHA study was limited to older individuals with ages from 65-104.
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Figure A.2: FI distributions of individuals between the ages of 65 to 85. The NHANES
data ([28]) has been randomly resampled to have the same age distribution as the
CSHA data set within this age range ([27]).
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Figure A.3: Mutual information with respect to mortality at 5 years in the NHANES
(top) and CSHA (bottom) datasets for FIGCP (blue lines) vs the global cutpoint
XGCP . The orange dashed lines show the mutual information of the published FI-
Lab [28, 27]. The behavior is qualitatively like that of AUC in Fig. 2.2.
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Figure A.4: Deficit prevalence for each deficit included in the published FI-Lab (cir-
cles) broken down into proportion at risk in high (+) and low (-) categories. Most of
the deficits are predominantly on a single side of the risk direction.
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Figure A.5: Comparing the differences in predictive value of the FI using directions
of primary risk calculated with respect to mortality (dotted line) and the aging trend
method (solid line) for NHANES (top) and CSHA (bottom). Note, for NHANES the
age conditions are calculated only in individuals age 35 or greater, while predictive
value includes the whole population. The AUC of the published FI (horizontal dot-
dashed line) is provided as a benchmark.
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Figure A.6: The predictive value of a symmetric two-sided binarization approach
(solid line), cutpoints move out from 0.5 symmetrically. The dotted line shows the
AUC of FIGCP , while the horizontal dashed line shows the AUC of the published
FI-Lab.
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Figure A.7: Predictive value of FIGCP when cutpoints are calculated in one age group
and used in another. AUC with respect to 5 year mortality is shown on top. The
bottom plot shows information with respect to mortality at 5 years. Note that the
information captures the poor predictive value of any FI for the youngest age group,
which has very few mortality events, while the AUC does not.
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Figure A.8: Using FIGCP to “predict” clinical deficits (solid blue lines) is at least as
effective as using the published FI-Lab (horizontal dotted lines) for all deficits in the
NHANES study.
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Figure A.9: Using FIGCP to “predict” clinical deficits (solid blue lines) is at least
as effective as using the published FI-Lab (horizontal dotted lines) for most deficits
in the CSHA study. The horizontal black line shows the benchmark AUC of 0.5 for
visual reference.
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Figure A.10: FI distributions in the NHANES (top) and CSHA (bottom) using the
published FI (no fill), FIGCP with cutpoint at the minimum cutpoint with similar
prediction to the published FI (0.4 and 0.25, for NHANES and CSHA respectively,
in green), and FIGCP with cutpoint where the distributions are most similar to the
published FI (0.85 and 0.7, for NHANES and CSHA respectively, in blue).
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Figure A.11: Predictive value of FIGCP with cutpoints calculated over the whole
NHANES dataset (solid black line) compared to cutpoints calculated seperately for
male and female (black dashed line). Horizontal grey dotted line shows the published
FI-Lab performance.



Appendix B

QFI Supplemental

B.1 ELSA Data Description

In the ELSA dataset we use 15 biomarkers, requiring no less than 12 per individual

(in wave 2, we use 14 requiring no less than 11): dominant hand grip strength, non-

dominant hand grip strength, gait speed, diastolic blood pressure, systolic blood pres-

sure, body mass index, c-reactive protein, triglycerides, hdl cholesterol, ldl cholesterol,

insulin-like growth factor 1 (not reported in wave 2), fibrinogen, ferritin, hemoglobin,

glucose.

For FI-Clin in the ELSA dataset we use 10 ADL (walking 100 yards, sitting

for about 2 hours, getting up from a chair after sitting for long periods, climbing

several flights of stairs without resting, climbing 1 flight of stairs without resting,

stooping kneeling or crouching, reaching or extending arms above shoulder level,

pulling/pushing large objects like a living room chair, lifting/carrying over 10 lbs like

a heavy bag of groceries, picking up a 5p coin from a table) and 13 IADL deficits

(dressing including putting on shoes and socks, walking across a room, bathing or

showering, eating such as cutting up your food, getting in or out of bed, using the toilet

including getting up or down, using a map to get around in a strange place, preparing

a hot meal, shopping for groceries, making telephone calls, taking medications, doing

work around the house or garden, managing money e.g. paying bills and keeping

track of expenses).

The ELSA data available for diagnoses are: high blood pressure, angina, myocar-

dial infraction, congestive heart failure, heart murmur, arrhythmia, diabetes, stroke,

hedibonic lung disease, asthma, arthritis, osteoporosis cancer, Parkinson’s disease,

psychiatric disorder, Alzheimer’s, dementia/memory impairment, glaucoma, diabetic

retinopathy, macular degeneration, and cataracts. We exclude high blood pressure

and high cholesterol as diagnoses since they are directly encoded in the available

biomarkers. We focus on waves 2 and 4 since we have diagnosis data up to wave 5.
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B.2 QFI Supplemental Figures

The demographics of the ELSA (Fig. B.1) and NHANES and CSHA datasets (Fig. B.2),

together with the distribution of mortality. The demographics can be compared with

wave 2 of the ELSA dataset (inset of Fig. B.1).

The 5 year mortality AUC vs quantile versions of the QFI are show in Fig. B.3 for

ELSA data, and Fig. B.4 for CSHA data. These can be compared with the NHANES

results in Fig. 2.7.

The 5 year mortality AUC performance for different QFI are shown in Fig. B.5

for CSHA data and Fig. B.6 for ELSA data. These can be compared with NHANES

results in Fig. 2.8.

The comparison of QFI and FI-Clin for the 4th wave of ELSA data are shown

in Fig. B.7. This can be compared with results from the 2nd wave of ELSA data in

Fig. 2.10.

The effects of changing the age of the reference population is shown in Fig. B.8

for ELSA data. This can be compared with Fig. 2.9 for NHANES and CSHA data.

The effects of controlling for age is explored in Fig. B.9 for CSHA data and

Fig. B.10 for ELSA data. These can be compared with Fig. 2.11 for NHANES data.

The age-stratified data used to obtain the age-averaged points are shown in Fig. B.11

for NHANES and CSHA data, and Fig. B.12 for ELSA data.

Sex adjusted effects are explored in Fig. B.13 for NHANES data, Fig. B.14 for

CHSA data, and Fig. 2.12 for wave-4 of ELSA data. These can be compared with

Fig. 2.12 for wave-2 of ELSA data.
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a)

b)

ELSA
Wave 2
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Figure B.1: The age distribution in waves 2 (a) and 4 (b) of the ELSA study (blue)
with the associated distribution of mortality events within a 5 year followup (orange).
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a)

b)
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Figure B.2: The age distribution in the NHANES study (a) and CSHA study (b) with
the associated distribution of mortality events within a 5 year followup (orange).
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a)

b)

ELSA Wave 2

ELSA Wave 4

Figure B.3: The relationship between number of quantiles considered and the predic-
tive value with respect to mortality within 5 years in the 2nd (a) and 4th (b) waves of
the ELSA dataset. 2 risk categories is equivalent to dichotomization at the median, 3
risk categories equivalent to risk tertiles, and so forth. The upper plot shows the effect
using 5 randomly selected biomarkers, the middle plot shows the best 5 biomarkers
(selected by AUC with respect to 5 year mortality), and the lower showing the results
using all available biomarkers. We resample the data using half the population size a
total of 400 times for each point, with the random 5 biomarkers being re-selected 20
times. The dotted lines show the upper and lower 1st percentiles of AUC, the shaded
blue region shows the upper and lower quartile range of AUC, and the dashed line
shows the average AUC.
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Figure B.4: The relationship between number of quantiles considered and the pre-
dictive value with respect to mortality within 5 years in the CSHA dataset. 2 risk
categories is equivalent to dichotomization at the median, 3 risk categories equiva-
lent to risk tertiles, and so forth. The upper plot shows the effect using 5 randomly
selected biomarkers, the middle plot shows the best 5 biomarkers (selected by AUC
with respect to 5 year mortality), and the lower showing the results using all available
biomarkers. We resample the data using half the population size a total of 400 times
for each point, with the random 5 biomarkers being re-selected 20 times. The dotted
lines show the upper and lower 1st percentiles of AUC, the shaded blue region shows
the upper and lower quartile range of AUC, and the dashed line shows the average
AUC.
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Figure B.5: The predictive value of various FI-Lab with respect to 5 year mortality
in the CSHA study. From left to right we have the QFI using a 65-70-year-old
reference population, the QFI with a 80-85-year-old reference, QFI with a 95-100-year-
old reference, QFI using the whole study as a reference, FI-GCP with the cutpoint
at 0.5, and FI-GCP with the cutpoint at 0.8. Box and whisker plots display the
data from resampling and cross-validation: the boxes represent the upper and lower
quartiles, the whiskers go to the 99th and 1st percentiles, and the circles are remaining
outliers. The short dashed line within each box is the median, the solid line the mean,
and the diamond is the AUC for the full data set without cross validation.
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a)
ELSA Wave 2
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Figure B.6: The predictive value of various FI-Lab with respect to 5 year mortality in
the 2nd (a) and 4th (b) waves of the ELSA study. From left to right we have the QFI
using a 55-60-year-old reference population, the QFI with a 80-85-year-old reference,
QFI with a 90-95-year-old reference, QFI using the whole study as a reference, FI-
GCP with the cutpoint at 0.5, and FI-GCP with the cutpoint at 0.8. Box and whisker
plots display the data from resampling and cross-validation: the boxes represent the
upper and lower quartiles, the whiskers go to the 99th and 1st percentiles, and the
circles are remaining outliers. The short dashed line within each box is the median,
the solid line the mean, and the diamond is the AUC for the full data set without
cross validation.
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c)

a)

d)

b)

Figure B.7: a) The average FI-Clin binned by QFI. b) shows the average QFI and
FI-Clin binned by age. c) The relationship between the QFI and the total number
of existing or previous diagnoses in the fourth wave of the ELSA dataset. The boxes
represent the upper and lower quartiles, the whiskers go to the 99th and 1st percentiles,
and the circles are remaining outliers. The short dashed line within each box is the
median and the solid line is the mean. d) shows the fraction of the population with
1 or more new diagnoses in the year following the QFI evaluation.
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b)
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Figure B.8: The effects of changing the reference population on the distribution of
QFI scores in waves 2 (a) and 4 (b) of the ELSA dataset. The upper 1% (light blue)
and lower 1% (dark blue) of the QFI distributions as the age of the reference cohort
changes (in 5 year bins).
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Figure B.9: Comparing the predictive value of the different methods of calculating
the QFI against 5 year mortality in the CSHA dataset. From left to right we have
the QFI with an 80-85-year-old reference population (QFI-80), a logistic regression
model using all of the biomarkers regressed against 5 year mortality, the age-paired
QFI, QFI-80 with AUC averaged across performance within 5 year age bins, a logis-
tic regression of the biomarkers against 5 year mortality with AUC averaged across
performance within 5 year age bins, the age-paired QFI combined with age in a lo-
gistic regression, the QFI-80 combined with age in a logistic regression, and the raw
biomarkers included with age in a logistic regression. Box and whiskers are from re-
sampling with half the population. The boxes represent the upper and lower quartiles,
the whiskers go to the 99th and 1st percentiles, and the circles are remaining outliers.
The short dashed line within each box is the median, the solid line the mean, and
the diamond is the AUC for the full data set without resampling. Here we are using
logistic regression to control for age in the prediction, not testing a logistic model, so
performance is evaluated on the same individuals as the model is fit on.
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a) ELSA Wave 2

b) ELSA Wave 4

Figure B.10: Comparing the predictive value of the different methods of calculating
the QFI against 5 year mortality in waves 2 (a) and 4 (b) of the ELSA dataset. From
left to right we have the QFI with an 80-85-year-old reference population (QFI-80), a
logistic regression model using all of the biomarkers regressed against 5 year mortality,
the age-paired QFI, QFI-80 with AUC averaged across performance within 5 year
age bins, a logistic regression of the biomarkers against 5 year mortality with AUC
averaged across performance within 5 year age bins, the age-paired QFI combined
with age in a logistic regression, the QFI-80 combined with age in a logistic regression,
and the raw biomarkers included with age in a logistic regression. Box and whiskers
are from resampling with half the population. The boxes represent the upper and
lower quartiles, the whiskers go to the 99th and 1st percentiles, and the circles are
remaining outliers. The short dashed line within each box is the median, the solid
line the mean, and the diamond is the AUC for the full data set without resampling.
Here we are using logistic regression to control for age in the prediction, not testing
a logistic model, so performance is evaluated on the same individuals as the model is
fit on.
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Figure B.11: Predictive value of the QFI restricted to 5 year age bins in the NHANEs
(a) and CSHA (b) datasets. The points show the AUC with respect to 5 year mortality
calculated only within the 5 year age bins. The dashed line shows the weighted average
of these points. The dotted line shows the AUC using the age-paired QFI. The solid
line shows the AUC using only the QFI without controlling for other factors.
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Figure B.12: Predictive value of the QFI restricted to 5 year age bins in waves 2
(a) and 4 (b) of the ELSA dataset. The points show the AUC with respect to 5
year mortality calculated only within the 5 year age bins. The dashed line shows the
weighted average of these points. The dotted line shows the AUC using the age-paired
QFI. The solid line shows the AUC using only the QFI without controlling for other
factors.
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c)

a) b)

d)

Figure B.13: The effects of using sex-specific reference populations on QFI-80 in the
NHANES dataset. All plots show female in green and male in blue. a) The risk
quantiles for blood urea nitrogen with (filled points) and without (no-fill) using a
sex-specific reference population. Note that the non-adjusted male and female scores
overlap since they are using the same reference population. b) The difference between
sex-adjusted QFI-80 and non-adjusted QFI-80 using all 80-85 year-olds as a reference
population. Sex-adjusted QFI-80 uses only 80-85-year-olds of the respective sex as the
reference population. c) The average QFI for the sex-adjusted QFI (filled) and non-
adjusted (no fill) binned by age in 5 year bins, the black points show the associated
FI-Clin. d) The AUC of various QFI with respect to mortality at 5 year follow up.
We compare (from left to right) the QFI-80, sex-paired QFI-80, and age-and-sex-
paired QFI for the combined, male, and female populations (from left to right). Box
and whiskers are from resampling with half the population. The boxes represent the
upper and lower quartiles, the whiskers go to the 99th and 1st percentiles, and the
circles are remaining outliers. The short dashed line within each box is the median,
the solid line the mean, and the diamond is the AUC for the full data set without
resampling.
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c)

a)

d)
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Figure B.14: The effects of using sex-specific reference populations on QFI-80 in
the CSHA dataset. All plots show female in green and male in blue. a) The risk
quantiles for mean corpuscular volume with (filled points) and without (no-fill) using
a sex-specific reference population. Note that the non-adjusted male and female scores
overlap since they are using the same reference population. b) The difference between
sex-adjusted QFI-80 and non-adjusted QFI-80 using all 80-85 year-olds as a reference
population. Sex-adjusted QFI-80 uses only 80-85-year-olds of the respective sex as the
reference population. c) The average QFI for the sex-adjusted QFI (filled) and non-
adjusted (no fill) binned by age in 5 year bins, the black points show the associated
FI-Clin. d) The AUC of various QFI with respect to mortality at 5 year follow up.
We compare (from left to right) the QFI-80, sex-paired QFI-80, and age-and-sex-
paired QFI for the combined, male, and female populations (from left to right). Box
and whiskers are from resampling with half the population. The boxes represent the
upper and lower quartiles, the whiskers go to the 99th and 1st percentiles, and the
circles are remaining outliers. The short dashed line within each box is the median,
the solid line the mean, and the diamond is the AUC for the full data set without
resampling.
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Figure B.15: The effects of using sex-specific reference populations on QFI-80 in
wave 4 of the ELSA dataset. All plots show female in green and male in blue. a)
The risk quantiles for dominant hand grip strength with (filled points) and without
(no-fill) using a sex-specific reference population. Note that the non-adjusted male
and female scores overlap since they are using the same reference population. b) The
difference between sex-adjusted QFI-80 and non-adjusted QFI-80 using all 80-85 year-
olds as a reference population. Sex-adjusted QFI-80 uses only 80-85-year-olds of the
respective sex as the reference population. c) The average QFI for the sex-adjusted
QFI (filled) and non-adjusted (no fill) binned by age in 5 year bins, the black points
show the associated FI-Clin. d) The AUC of various QFI with respect to mortality
at 5 year follow up. We compare (from left to right) the QFI-80, sex-paired QFI-80,
and age-and-sex-paired QFI for the combined, male, and female populations (from
left to right). Box and whiskers are from resampling with half the population. The
boxes represent the upper and lower quartiles, the whiskers go to the 99th and 1st

percentiles, and the circles are remaining outliers. The short dashed line within each
box is the median, the solid line the mean, and the diamond is the AUC for the full
data set without resampling.


