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Abstract

Passwords are a familiar and cheap way to authenticate the users of online services.

Most users have many online accounts, but just a few unique passwords, resorting

to strategies for the creation and recall of passwords that leave them vulnerable to

password reuse attacks. The dangers associated with password reuse are not well

understood by most users, and even partial reuse results in increased vulnerability.

This thesis describes an experiment testing a model reuse notification, delivered

via a prototype password manager, among a group of online survey participants. I

present evidence that a meaningful improvement in users’ comprehension of password

reuse and associated risks can be achieved by presenting users with password reuse

dialogues in an explicitly cross-site context. This work directly addresses a current

issue in the field of usable privacy and security, providing concrete data, and offering

direction to researchers and developers seeking to better secure vulnerable users.
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Chapter 1

Introduction

Legacy, textual passwords are a fact of life. They have been with us since the early

days of UNIX time-share systems [1], and they appear likely to persist into the future

as a tool for authenticating the users of online accounts. The reasons for this are quite

straightforward: passwords are familiar, cheap, and convenient. They are easy to use,

readily deployable, and their longstanding incumbency has placed them in an almost

unassailable position [2–4].

The problems associated with passwords have been well documented and studied [5–

7]. Many issues have been apparent from the very beginning [8]. Where passwords are

concerned, researchers and service providers are trying to address problems related to

usability and security that have persisted for decades, but experts agree that it seems

unlikely that an alternative authentication scheme will provide all of the benefits that

textual passwords do while simultaneously offering users meaningful gains [3].

Many users of online accounts and services are overwhelmed by the demands placed

upon them by password systems [7,9–12]. In response to this, there have been many

attempts to replace textual passwords with more secure alternative authentication

methods [13], but these tools are not universally available, and are not always usable

or readily accepted [14,15].

With the proliferation of online accounts, users regularly resort to strategies to

support the creation and recall of passwords that leave them vulnerable to password

reuse attacks. Password reuse (using the same or similar passwords for multiple

accounts) happens frequently. It is common for users to have dozens of online accounts,

yet they often have just a few unique passwords [5]. Any reuse will result in increased

vulnerability and an increased chance of account compromise. It makes little difference

if these users have a handful of truly unique passwords shared across a hundred accounts

or reuse a single string with superficial modifications. Any password creationstrategy

1
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broadly involving reuse will leave a user vulnerable to attacks leveraging targeted

guessing [16–18].

The risks associated with password reuse are poorly understood by users. While

password reuse in general has been studied [5, 19, 20], there has been little work

examining how reuse is communicated to users, to try to understand why and where

their mental models fail. Prior work by Golla et al. [21] represents some of the first

research to focus on password reuse notifications. These researchers explored strategies

to help motivate users to change their existing passwords to make them less vulnerable

to password reuse attacks, and to enhance their understanding of how and why to make

these changes. They were challenged to improve users’ understanding of a complex,

cross-site problem, despite hewing to best practices from the field of warnings and

alerts. Golla et al. propose seeking “ecosystem-level” solutions to problems related to

password reuse in their call for further work; engaging users via third-party applications

like browsers and password managers, rather than stand-alone notifications generated

by online service providers [21].

The research described in this thesis takes up the call of Golla et al. [21], shifting

domains and investigating an alternative channel for communicating password reuse

to the users of online accounts. Working with the framework developed and validated

by these researchers, I executed an experiment (n = 260) testing a model reuse

notification via an online scenario-based survey. Participants encountered a dialogue in

the context of a prototype password manager (NewPass), and reported attitudes and

opinions reflecting their understanding of both the model notification and password

reuse more generally. The experiment, survey, and sampling frame all closely reflect

past experiments, supporting my inference that delivery channel can meaningfully

impact user comprehension of password reuse. Participants viewing reuse notifications

originating from a single service provider were seldom able to correctly identify the

cause of a warning in past studies [21]. The great majority of my participants (more

than 92% of respondents, across experimental conditions) could identify password reuse

as the cause of the notifications they saw in the context of a password manager (an

application with explicit access to credentials for multiple sites). Through a detailed

accounting of my experimental results, I will paint a clear picture of the impact of my

specific observations, and their potential importance in guiding future research in the
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field of usable privacy and security.

In the chapters that follow I will unpack both foundational and recent research

informing this thesis (§2 Background). I will discuss the motivations for the project and

outline its place in the field of usable privacy and security, as well as present its relative

merits. I will describe in detail my experiment (§3 Study), enumerating the research

questions it was designed to address, methodologies employed, and the statistics I used

to test my hypotheses and analyse my data. I will present my observed results (§4
Results). I will first describe my sample and the overall shape of my experimental data,

before making cautious inferences to draw meaning from participant responses, and

explore more complex interactions between experimental and subject variables. Finally,

I will outline the concrete contributions of this thesis (§5 Conclusion), elaborating

upon the likely value of my findings, as well as exploring the limitations of this project

and avenues for future research.



Chapter 2

Background

Related work focused on passwords, password reuse, and password managers is summa-

rized in this chapter (2.1 Related Work). Past research from the field of usable privacy

and security focussed on password reuse notifications, warnings and alerts, improving

users’ comprehension of risk, and the adoption of security-positive behaviours is thor-

oughly unpacked (2.2 Prior Research). The factors motivating this research project

are identified and discussed (2.3 Motivation), and a brief summary of the research

objectives informed by prior work outlined (2.4 Objectives).

2.1 Related Work

When it comes to passwords, researchers and service providers are still trying to

address problems that have been with us from the very beginning. The majority of

users continue to be authenticated to systems and services by means of a memorized

secret. Submitting a unique set of credentials (i.e. the combination of a username

and textual password) is a considered sufficient proof of identity to verify a user and

grant access to resources. The system closely resembles that described by Morris and

Thompson for handling access control on early UNIX time-share systems [1] in research

dating back more than 40 years [8]. While computing has advanced significantly in the

intervening decades, the issues faced by those administering remote-access systems in

the 60s and 70s mirror those faced by online service providers in the present where

passwords and password security are concerned. Morris and Thompson enumerated a

set of concerns related to password security, highlighting the need for users to adopt

strong and unique passwords (that were unlikely to be either brute-forced or easily

guessed by an attacker) and challenges associated with the secure storage of credentials.

In both cases the rationale related to the need to limit the availability of data that

might aid attackers or reduce search space in the event of a breach. In their short

paper, the authors repeatedly discuss issues familiar to researchers in the fields of

4
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usable privacy and security, and authentication, paying particular attention to the

need for unique passwords and dangers associated with password reuse [8].

Despite acknowledged shortcomings, researchers in the fields of usable privacy

and security, and authentication largely agree that legacy, textual passwords are here

to stay. While there will occasionally be stories in the popular press heralding the

imminent “death of the password” [22], those working on authentication and online

identity management largely believe passwords will persist well into the future. Herley

and van Oorschot made the case for just why passwords were likely to remain with us

in a foundational paper [2], and much of what they discussed remains relevant almost

a decade later. While passwords are readily deployable, they offer poor usability and

provide a middling list of security benefits. Of principal concern to those hoping to

replace passwords is improving the security of authentication systems. The main barri-

ers to replacing passwords discussed by Herley and van Oorschot are their incumbency,

as well as factors related to cost and the deployability of alternatives [2]. They argue

that no single approach, protocol, or scheme can replace passwords in all of the places

where they are currently the de facto method of authentication. This remains as true

now as it was at the authoring of their paper. The challenge then becomes striking

the correct balance when selecting tools to enhance user security, while working to

understand the likely costs and benefits of various authentication schemes. In their

conclusion, the authors link the predominant place of textual passwords in part to

the lack of a systematic approach toward research in the field of authentication. They

would seek to address this with their own framework, reflecting approaches from the

field of human computer interaction [23], later the same year [3].

Researchers continue to be swayed by the arguments of Herley and van Oorschot [2],

as well as those fleshed out in cooperation with Bonneau and Stajano [3], with whom

they established the criteria by which authentication schemes are still judged. Joseph

Bonneau, Cormac Herley, Paul C. van Oorschot, and Frank Stajano (an incredible

team of authentication researchers, who by collegial agreement have listed their names

alphabetically when publishing collectively) created a comprehensive framework for the

evaluation of web authentication schemes in 2012 [3], to support an exhaustive survey

of related tools and technologies1. Through their investigations they cemented the
1An extended technical report from the University of Cambridge presents the researchers’ findings

in detail for all schemes evaluated [24].
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primacy of textual passwords for the authentication of users of online accounts. These

researches showed that despite a “...near universal desire to replace passwords” [2]

and a long-acknowledged set of shortcomings [4], textual passwords were the scheme

to beat. As a long-standing incumbent technology (offering a unique set of usability,

deployability, and security benefits), they determined that any authentication scheme

seeking to supplant textual passwords should provide at minimum the same set of

benefits, while improving some aspects of either usability or security. Bonneau et

al. could not identify such a scheme at the time of their study, concluding that no

option could even rise to the standard of “legacy passwords” let alone supersede

them [3]. Researchers assessing modern authentication schemes have similarly found

them wanting in comparison to textual passwords [25,26], thought they have identified

schemes which may augment their use and provide additional security.

With replacement unlikely, tools and security practices aimed at supporting the

users of legacy, textual passwords are common. Herley and van Oorschot were early

proponents of approaches designed to help users manage some of the burdens related

to passwords, calling in particular for researchers to take a serious look at improving

password managers [2]. It has since become common place to encourage users to

adopt technologies to augment the use of passwords and improve security. Users are

most frequently presented with advice to enable two-factor (2FA, or multi-factor)

authentication schemes when these are available [15,27], and to use password managers

to support the creation and use of strong, unique passwords for all online accounts [28,

29]. This advice is not always well received. Users are often unclear why they should

enrol in the multi-factor programs of service providers. Redmiles, in conjunction with

the research group of Mazurek at the University of Maryland, produced a pair of

related studies exploring why and how users adopted 2FA, as well as how to improve

invitations to enrol in these programs [15,30]. There is also recent evidence to suggest

that users are doubly disadvantaged. Recent work by Ion et al. suggesting that many

novice users may support false assumptions or have poor mental models when it comes

to security-enhancing technologies [31]. Work by Fagan and Khan (picking up early

threads from Herley [11]) suggests that more knowledgeable users may be rationally

unwilling to accept trade-offs between security and convenience [14]. These factors are

troubling, and need to be actively considered and addressed, given that the usability
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of passwords is increasingly suffering.

2.1.1 Password Reuse

Textual passwords persist as a method of authentication, and problems related to

passwords are becoming more common. This is largely due to two related issues:

the proliferation of online accounts and password reuse. Faced with an exploding

number of online accounts, the majority of users resort to password reuse (using

the same or similar passwords for multiple accounts) in an effort to cope with the

cognitive demands placed upon them [5–7,9,10]. Incidences of password reuse have

been catalogued and observed extensively in recent years, and users’ rationale of reuse

collected and considered.

Gaw and Felten made an early set of observations focussed on reuse explicitly [7].

Working with a convenience sample of undergraduate students they recorded evidence

suggesting both that password reuse was common and, importantly, increasing as

users accumulated a greater number of online accounts while refusing to create new,

unique credentials. These researchers report participants sharing rationale for their

behaviours which closely reflected the findings of Herley [11], and the foundational

observations of Adams and Sasse [12]. Adams and Sasse observed that users frequently

understood that there were trade-offs between usability and security when it came to

creating passwords (e.g. that a simple, memorable password was likely to compromise

security) [12], while Herley found that the refusal to create strong, unique passwords

for new accounts or adopt other security-enhancing habits, was at least in part an

active decision they could justify to themselves [11]. Shay et al. further qualified these

kinds of observations [10]. With the average user having literally dozens of accounts

by the time of their writing, each requiring “strong” textual passwords that adhere to

the password policies of account providers, users were reusing passwords as a way of

coping with unrealistic demands [10]. The net result, as reported by the teams of Das

et al. [20] and Wash et al. [32], is that the majority of passwords are now reused.

This is doubly true if serious consideration is given to the practice of partial

password reuse, where users make trivial modifications or additions to an existing

base password (adding or removing special characters or digits, “leetifying” common

characters by exchanging them for confusable digits, etc.) [5,6]. Pearman et al. presented
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evidence to suggest that those working in usable privacy and security needed to be

doing just this. These authors greatly expanded our understanding of how users

actually engage with passwords [5], presenting the results of a large-scale, longitudinal,

in situ study designed to engage with past password research (notably that of Wash

et al. [32], who had conducted the most thorough investigations into passwords and

reuse prior to this). Pearman et al. were able to access much more granular data,

and instrument behaviour outside of the browser, by leveraging Carnegie Mellon

University’s Security Behavior Observatory [33] for their data collection. The data

reflected an extraordinary level of ecological validity, and through the creation of

special-purpose software Pearman’s team were able to measure and observe the partial

reuse of passwords clearly for the first time [5]. A central take-away from the findings of

Pearman et al. is that password reuse in all its forms is more prevalent that previously

thought, and that partial reuse is rampant.

Partial reuse matters. Measuring the strength of passwords can be contentious, but

most agree that naive calculations relying upon Shannon Entropy [34] are insufficient.

The majority of password policies will result in the composition of passwords that

should be immune to brute force attacks [35]. What is of much greater concern is

the “guessability” of passwords [36–39]. In the last decade, researchers in the field of

authentication have adopted an approach to estimating the strength of passwords that

more closely reflects their ability to support users’ security goals. Kelley et al. [39]

were early proponents of measuring the strength of passwords based upon how likely

they were to fail when common password cracking techniques and algorithms were

applied. More recently this thread has been picked up by Wheeler [38], whose strength

estimation algorithm reflected four of the most common guessing attacks. The teams

of Melicher et al. [37], Guo and Zhang [36], have all attempted to reflect real-word

attacks in modelling password strength, addressing the efficacy of textual passwords

for securing online accounts by considering how credentials are actually compromised,

and the risks reuse (partial or exact) can represent; combinations and permutations

on previously captured credentials featuring prominently in the cracking strategies

most frequently employed.

Users have many accounts, frequently reuse passwords, and often have just a

handful of usernames associated with these [5, 20, 32]. This scenario results not just in
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users becoming more vulnerable, but also in an increased motivation for attackers to

mine available data from breaches to attempt account compromises. Where password

reuse is concerned, users are most vulnerable to targeted guessing based attacks, where

permutations on a known username and password pair are systematically tested in an

effort to compromise related online accounts [16–18].

Data breaches and account compromise significantly increase the vulnerability of

affected users, increasing their risk of future compromise and exposing them to targeted

attacks. With reuse commonplace, the availability of a username and textual password

associated with one account or service will frequently provide an opportunity to

attackers to limit their search space when attempting to hack other online accounts [16].

The risks associated with password reuse become clear when a larger online ecosystem

is considered. The compromise of an account with one service provider, can result in

a cascade of failures and compromises. Han et al. validated this empirically [17]. In

a large-scale study sourcing data from a series of real data breaches, these authors

showed that similar usernames and passwords were frequently used across multiple

accounts. They further presented empirical, quantitative evidence supporting the claim

that leaked password data could be used to improve the efficiency of known attacks,

algorithms and popular cracking tools [40]. Han et al. also attended to partial reuse in

their experiment, and were able to demonstrate in a manner reflecting a high level of

ecological validity how weak passwords could reveal information about related stronger

passwords, simplifying cracking and account compromise [17]. Wang et al. [18] further

made the risks associated with reuse plain, publishing a study reflecting real-world

attack conditions and presenting empirical measures to show how targeted guessing

could be effective in online contexts where lock-out and throttling might reasonably

frustrate attackers. These researchers were able to demonstrate conclusively how the

availability of related password and account data (e.g. username) could reliably enable

the cracking of secondary passwords and compromise of associated accounts [18].

2.2 Prior Research

Password reuse attacks represent a real danger, but are not widely or well understood

by the majority of users, nor are the practices and behaviours that result in increased

vulnerability [6, 31]. Golla et al. [21] were the first researchers to seriously investigate
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how password reuse was communicated to users, and how users responded to the

strategies employed by online account providers to alert them to password reuse and

encourage corrective action. The authors completed a pair of linked studies. The first

study of Golla et al. investigated existing strategies to help motivate users to change

duplicate passwords, to make them less vulnerable to password reuse attacks. After

completing an exhaustive survey of password reuse messages generated by online

account providers in response to data breaches, they assessed the efficacy of state-of-

the-art approaches with a large-scale user study. They captured quantitative as well as

qualitative data related to user attitudes and comprehension, and their findings were

not encouraging. Testing six, representative notifications (those generated by Netflix,

LinkedIn, Instagram, Facebook, for Google accounts and Gmail), Golla et al. found

that none were reliably understood by participants to be related to password reuse,

nor were they likely to result in appropriate action on the part of users [21].

Golla et al. were able to identify statistically significant differences in the ways

participants responded to the individual notifications, even if none adequately ac-

complished the goals of informing and motivating users. The differences observed

permitted the researchers to isolate factors which tended to improve the effectiveness

of password reuse notifications. the researchers identified five goals that any password

reuse notification needed to achieve. Treating these as a framework, they devised a

model reuse notification, designed to improve upon existing reuse messaging. In their

second study, the group sought to validate this model notification. They conducted a

large-scale, online case study, exposing participants to 15 variations of a model reuse

notification. The researchers captured both quantitative and qualitative data in an

attempt to measure a meaningful difference in users’ responses to their conditions,

as well as asses the validity of their model in light of previous results from the first

study. While the overall picture was still not good, the model notification of Golla et

al. outperformed the state-of-the-art, and informed a set of best practices they propose

others generating password reuse notifications ought to follow [21].

The results of Golla et al. suggest that password reuse can not be addressed

satisfactorily by online account providers alone. By these researchers’ assessment, this

is a reflection of the complex, cross-site nature of password reuse attacks, and the

inaccurate and inadequate mental models of the users of textual passwords. They
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conclude their paper by recommending that other researchers hoping to improve reuse

notifications and address problems associated with users’ understanding of password

reuse focus on “ecosystem-level” strategies. They suggest others explore leveraging

tools and channels users associate with more than one online account: browsers and

password managers [21].

2.3 Motivation

This thesis responds directly to the call of Golla et al. [21], shifting domains and

investigating an alternative channel for communicating password reuse to the users

of online accounts. Where past research has assessed the impact of password reuse

notifications related to data breaches and threat analysis conducted by the providers of

online accounts [21], this project is the first to take a closer look at how users understand

and respond to notifications generated by third-party applications explicitly connected

to passwords and security. Password managers, broadly speaking, are an important tool

for addressing password reuse. In this research, I do not differentiate between stand-

alone password managers [41–45] and those included in major modern browsers [46,47].

The latter have come in recent years to offer all of the features commonly associated

with other third-party offerings, distinguishing themselves principally by leveraging

convenience in an attempt to encourage users to enrol. Conversely, the most popular

stand-alone password managers function largely as web apps, and deliver notifications

in the browser and across sites by means of plugins and extensions. In effect, seriously

considering password managers as a means to communicate password reuse results

in addressing both password managers and browsers as communication channels

simultaneously.

Whether or not password managers can reliably improve the security of users is a

somewhat contentious issue. While this thesis reflects an intuition expressed by Golla

et al. [21], I have not blindly assumed that the cross-site cues provided by password

managers will fix users’ mental models or solve the reuse problem. I have instead

picked up another recent thread from the field of authentication. A 2018 study by

Lyastani et al. [29] focused on the impact of password managers on the creation of

strong, unique passwords. The work of these researchers addresses earlier claims that

password managers provide no net security benefit. The use of password managers
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alone has not been shown to significantly improve the security of users nor to uniformly

reduce incidences of password reuse in past studies. Neither the team of Wash et

al. [32] nor that of Pearman et al. [5] found evidence of a significant security benefit

associated with password manager use. However, these well known and frequently cited

studies relied significantly upon inference to determine how and when participants

were interacting with password managers. Researchers could with a high degree of

certainty determine if participants had a password manager installed, and observe

them logging into some online services absent any keyboard input: that is the extent

of what could be measured [5, 32].

Lyastani et al. conducted a large-scale study, instrumenting carefully many aspects

of their participants’ interactions with password managers. The goal of these researchers

was to do away with inference, and measure the impact of password managers on

password strength and password reuse [29]. Their findings offer some hope. While they

confirmed that merely having a password manager installed was not enough to improve

security outcomes, the researchers observed results suggesting that interaction with

password managers did indeed impact password strength and uniqueness. Interestingly,

they found that security benefits were dependent largely upon how password managers

were used. Participants who engaged with password managers during the creation of

new passwords (i.e. to save a new credential pair, rather than store an existing one)

tended to generate passwords that were stronger and more likely to be unique than

those that did not. The use of password managers to support tasks not related to

the creation of new passwords (i.e. to autofill fields) was observed to either have no

meaningful impact on user security (password strength and reuse) or to aggravate

existing problems related to weak passwords and reuse. Participants using password

managers as simple aids to memory or as tool to automate the input of existing

passwords, were observed to be less secure than those who did not use password

managers at all. In their call for further work, Lyastani et al. enjoin researchers to

examine how password managers can “better support users’ password strategies in order

to improve password security as well as stop aggravating existing problems” [29]. This

call coupled with their observation that some password manager-based interventions

can significantly impact password reuse [29] informs my thesis and the decision to

conduct experiments in line with the intuitions of Golla et al. [21].
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This thesis is positioned to make a meaningful contribution to the fields of usable

privacy and security, and authentication. Where prior work explored the notifications

of service providers [21], I explore the promise of using password managers to better

communicate reuse and support users. Where past work has examined correlations

between the use of password managers and the strength and uniqueness of user

passwords [29], this project enhances the understanding of how users interpret the

feedback they get from these applications. But the reasons to explore this topic go

beyond the opportunity to modestly advance an existing body of research.

The users of online accounts are likely to continue using textual passwords for the

foreseeable future [2–4], and the most common strategies employed by users to manage

an increasing number of these passwords result in significant password reuse [5,20,32],

leaving them vulnerable to account compromise [16–18]. In response to this situation,

users are frequently encouraged to adopt new security practices; adopting more secure

alternative authentication methods and single sign-on (SSO) options [13], enabling

multi-factor authentication (also known as two-factor authentication or 2FA) [27], and

using password managers [28]. These tools, unfortunately, are not widely adopted.

The barriers to adoption can take many forms, but researchers have reliably observed

that users are not well supported in the development of mental models that will leave

them receptive to new tools and security behaviours [14,15,31].

2.3.1 Learning, Accessibility and Comprehension

In a 2017 study, Redmiles and Mazurek [15] examined the role of messaging and

dialogues in motivating users to adopt new security behaviours. They worked with a

small group of participants (n = 12) to generate qualitative data reflecting the efficacy

of different strategies for encouraging users to enrol in the 2FA schemes of online

service providers. The case study built on a prior investigation with Koss that featured

a large-scale, census-representative survey [30]. This work yielded strong evidence

that many users could and did learn new security behaviours from warnings, alerts,

and related dialogues. More than 80% of participants reported that they learned new

security behaviours from messages generated by applications and online tools [30].

This was evidence enough for Redmiles and Mazurek to choose to focus on messaging

and its potential to motivate users in their 2FA invitation case study, which identified
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a set of factors that could reliably improve the invitations online account providers

generate to encourage users to enable multi-factor authentication. Their work resulted

in a testable set of best practices, a prototype message developed via co-design, but

their discussion of the study and its motivations is perhaps most valuable.

In their paper, Redmiles and Mazurek point to an opportunity to improve the

mental models of users, to adapt to their needs, and support them through the design

of applications and their dialogues [15]. Their small, case study reflects a first attempt

to engage with the results of a much larger survey in a constructive way. Redmiles

and Mazurek built upon past work to find a way to capitalize on the fact that many

users appear ready to adopt new security practices if presented with the right kind of

dialogue. In making the case for other researchers to further explore options related

to messaging and motivation (distinct from reactive alerts designed to correct user

behaviour) the researchers introduce an important, related topic; accessibility [15].

Accessibility is frequently a focus for researchers in the field of usable privacy and

security. Models and research goals have to account for users who are not always

able-bodied, highly-educated, well-resourced, or in possession of technical expertise.

The research of Redmiles and Mazurek [15] is positioned in response to prior work

by Rader et al. [48], as well as previously published work by Redmiles and the team

at the University of Maryland [30,49], which highlights the importance of messaging

and dialogues in helping users who (largely due to economic status) might need to

rely more on applications as a source of security knowledge. Users learn new security

behaviours from many sources (at work, school, from friends and family) [48], but

for many, warnings, alerts, and other application dialogues are a crucial source of

information [30]. Poorer users are less likely to access new security knowledge, less

likely to be exposed to new security behaviours at work or school, and less likely to have

close social relations with others who do. In the case of these users, the messages and

notifications generated by applications can be one of the best sources of information

and security advice [15,49].

This thesis, in addressing users’ understanding of the complex problem of password

reuse, also seeks in part to address the “digital divide” described by Redmiles et

al. [49]. The project is about better understanding how users respond to password

reuse messages presented in the context of the password manager, and exploring an
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opportunity to better support and secure users interacting with these applications

through the notifications and dialogues they encounter. Porter Felt et al. [50] argued

persuasively that alerts and other dialogues could and should focus on improving users’

understanding of the threats they face. They presented the case of balancing the goal

of encouraging immediate adherence (compliance with directions or advice) against

the more long-term goal of improving user comprehension regarding complex threats.

They demonstrated that applications and their dialogues could contribute to users

making better security decisions in future [50]. The finding of these researchers, and

the framework they published run parallel to the best practices of Golla et al. [21] in

important ways, and suggest that it is possible to extend the work of those researchers

while focussing explicitly on improving user comprehension of a complex threat that

could result in an overall improvement when it comes to online security [50]. While

Porter Felt et al. conducted research related to SSL/TLS warnings and alerts, their

goal of addressing the underlying complexity of a problem poorly understood by users

is reflected in the work of researchers such as Golla et al. [21] concerning password

reuse, and validates a set of strategies worth exploring.

It is possible to reach users through alerts, notifications, and other dialogues, and

to engage with them in a way that will improve their understanding of the security

risks they face [50]. Users can and do adopt new behaviours, and change old practices,

based on the messages applications generate [30]. Researchers in the field of usable

privacy and security are interested in users, and care about people. My thesis research

is therefore not just motivated by a desire to improve password security, but to support

and secure users. This work capitalizes on an exciting opportunity at the intersection of

a number of concerns, and has the potential to inform future work to support the users

of online accounts and related security focused applications like password managers

through providing guidance related to the development of password reuse notifications.

These kinds of notifications have been shown to contribute in a meaningful way to

better securing vulnerable users with fewer resources [30, 48, 49], and are worthy of

serious consideration, study, and further development. I have designed and carried out

an experiment with these issues in mind.
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2.4 Objectives

A modest set of research objectives are informed by the prior work discussed in this

chapter. My thesis responds directly to calls from researchers in the fields of usable

privacy and security, and authentication, presenting a preliminary investigation into

the efficacy of communicating password reuse via password managers. This is an early,

exploratory project to provide concrete data regarding the attitudes and intentions

of users encountering password reuse messages originating with applications that

have explicit cross-site access. I reflect past methodologies and frameworks for the

development of notifications, in an attempt to facilitate a comparison of my own results

with past measures. A series of regression analyses provide data helping to isolate

factors improving the effectiveness of dialogues. The overall aim of this project is to

expand upon past knowledge and offer some direction to researchers seeking to better

secure vulnerable users and develop more effective and usable security-enhancing tools.



Chapter 3

Study

This chapter describes in detail the study at the heart of my thesis. I outline all aspects

of my experiment. The research questions addressed by this thesis are first enumerated

(3.1 Research Questions). The rationale for my study are revisited and further unpacked

in context (3.2 Rationale). My experimental methodology (3.3 Methodology), survey

tools (3.3.1 Survey), experimental conditions (3.3.2 Conditions), and study participants

are all discussed independently (3.3.3 Participants). Finally, the statistics used to test

my hypotheses and analyse my data are outlined (3.4 Statistics).

3.1 Research Questions

Past researchers have reported that even when password reuse notifications hew to

established frameworks and reflect best practices from the field of usable privacy and

security regarding warnings and alerts, they fail to effectively improve the understanding

of users or improve the likelihood of users taking appropriate action to address risks

associated with password reuse [21]. It has been suggested that this failure is in someway

linked to the fact that most of the password reuse notifications users encounter come

from a single online service provider. The problems associated with password reuse

are complex, and cross-site in nature. Notifications originating with a single online

service provider do little to improve, change or challenge mental models, and appear

to have little effect [21].

The most important research question addressed by my thesis is that of whether

password reuse can be effectively communicated when notifications originate with an

application understood by users to have explicit access to multiple credentials, for

multiple online accounts. An important related question is whether notifications in

this context can be effective enough to reasonably be expected to improve security

outcomes related to password reuse.

RQ1: Can password reuse notifications originating with a password manager improve

17
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user comprehension regarding the problem of password reuse, its associated risks?

RQ2: Can password reuse notifications originating with a password manager improve

the likelihood of users taking appropriate corrective action, replacing affected passwords

with strong, unique ones?

I additionally consider what kinds of interactions with password managers can

reinforce messaging, improving the effectiveness of reuse notifications.

RQ3: Within the context of a password manager, can the channel or task associated

with password reuse notifications impact their effectiveness?

This research is preliminary and exploratory, but positioned to make a contribution

to the fields of usable privacy and security, and authentication. My research questions

are designed to validate the approach of alerting users to password reuse, and commu-

nicating associated risks, via the dialogues of password managers. My experimental

results are meant to provide an early concrete test of the intuitions of past researchers,

and may inform the development of a fully interactive prototype application or plugin,

and testing with partners in academia and industry in future. This research also has

the potential to extend existing frameworks for supporting the development of reuse

notifications across domains, as I further isolate effective factors, and consider complex

interactions in my analysis of study results.

3.2 Rationale

This thesis seriously and scientifically explores the efficacy of communicating password

reuse and associated risks to users via password managers. The project is informed by

the intuitions of past researchers, and there is a common sense appeal to addressing

reuse via security-focussed applications like password managers, but scientists are not

inventors, and are not guided by hunches. Gut feelings and common sense are not

sufficient evidence to direct resources toward the development and testing of a new

application or extension. The strategies such a tool might embody need to first be

validated in a rigorous way.

The research described in this thesis takes up the call of Golla et al. [21], shifting

domains and investigating an alternative channel for communicating password reuse to

the users of online accounts. It adapts the framework developed and validated by these

researchers, extending it modestly by incorporating explicitly concepts from Porter
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Felt et al. [50], and addressing elements from industry leading password managers

to enhance external validity [41–47]. My work validates an approach to addressing

password reuse not previously investigated, while also seriously considering the most

recent findings concerning how and when interaction with password managers has

been shown to enhance the security of users, and considering the impact password

manager-based interventions can have during key activities [29].

The study conducted in support of this research has been shaped by recent,

important developments in the fields of usable privacy and security, and authentica-

tion [21,29,50]. It is motivated by the understanding that addressing problems like

password reuse through the right kind of notifications can offer potential benefits

with regard to accessibility as well by enhancing the security of users with fewer

resources [30,48,49], and reflects my larger goal of supporting good security decision

making for all users. The results of my experiment are meant to help point the way

forward, identifying opportunities to improve upon or augment existing messaging

and strategies for addressing password reuse.

3.3 Methodology

Survey of Popular
Password Managers

+
Notification

Frameworks [21, 50]

Model Notification
Conditions

+
Prototypes [51]

Online Survey
(LimeSurvey [52]
and MTurk [53])

Data Analysis
and Comparison

+
Logistic Regressions

Figure 3.1: Experimental Methodology
This figure depicts the design and development of the thesis experiment, from the
creation of the model notification and prototypes, to data collection and analysis.

To determine whether password reuse notifications originating with a password

manager could improve user comprehension regarding the problem of password reuse

and its associated risks, and effectively encourage users to replace duplicate passwords
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with strong, unique ones, I executed an experiment testing a model reuse notification

via an online scenario-based survey. Participants encountered a dialogue in the context

of a prototype password manager, and reported attitudes and opinions reflecting their

understanding of both the model notification and password reuse more generally. Like

Golla et al. [21], I employed a factorial design in my experiment. I modified a model

notification in an attempt to isolate the impact of three experimental variables. I

conducted a preliminary, between subjects study with the goal of generating data to

better asses how users understand and respond to password reuse messages originating

with password managers.

My experimental design reflects a desire to efficiently and thoroughly validate a

set of best practices and extend past work into a new, adjacent domain. As a result,

my approach closely parallels that of the team of Golla et al. [21], who proposed a

framework for reuse notifications and called for researchers to investigate opportunities

to communicate password reuse via password managers and browsers. To facilitate

comparison, improve consistency, and avoid the introduction of confounding factors, I

have necessarily implemented some of the strategies adopted and validated by others.

The methodology outlined in this section reflects the practices of past researchers1, as

well as established practices from the fields of human computer interaction, and usable

privacy and security concerning how to best conduct online research while guarding

the validity of results.

Like these researchers, my work relies upon participants’ self-reporting of their

attitudes, intentions, and understanding. This is common in early investigations in

the field of human computer interaction, but can present challenges when interpreting

experimental results and generating inferences. There has been some skepticism

expressed in particular with regard to the validity of self-report data where matters

of security and privacy are concerned [54]. More recently, however, a team from the

University of Maryland lead by Redmiles has presented findings which suggest that

while responses related to security messages may show some bias, they do indeed

correlate to participants actual responses in the field [55]. Though self-report data does

not map perfectly to real-world responses and security behaviours, it has been shown

1It should again be briefly noted that I have benefited from the patience and support of peers and
mentors who conducted the study to which my work responds [21], receiving guidance concerning the
development of my survey instrument in particular.
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via a large-scale systematic study to provide a reliable indication of attitude, intent,

and action [55]. Knowing this to be the case, I argue that this kind of data is more

than sufficient to support a preliminary investigation, focussed on the comprehension

of notifications and associated risks. My experimental design has the added benefit of

providing rapid results while maximizing convenience and control.

3.3.1 Survey

My thesis and experiment relied on a single, crucial instrument: an online survey hosted

locally on the graduate server of Dalhousie University’s Faculty of Computer Science.

This survey tool was the source of all experimental data. Following recruitment, study

participants were directed via a static link to a survey site designed specifically for this

research project. They were presented with a scenario by means of a short introductory

text, and asked to imagine themselves to be the users of a new password manager

(NewPass). They were then shown one of eight high fidelity prototype images depicting

an onscreen notification associated with a password related task, and guided through

an online survey consisting of 35 short answer and multiple choice questions designed

to capture their understanding of a security problem related to password reuse, as

well as relevant demographic information.

Knowing that the value and validity of my experimental data would be largely

contingent on the strength of the survey instrument, I ensured its development and

testing reflected best practices and established methodologies. I deployed strategies

designed to limit response bias and guard the validity of results, and implemented a set

of best practices specific to survey work in privacy and security focussed research [56].

Established best practices were observed in constructing and conducting the survey [57],

and following the approach of Golla et al. [21] my survey design reflected long-standing

practices from the field of social psychology to limit biases related to social desirability

in participant responses [58].

My survey instrument resembles in many ways the survey of Golla et al. [21].

This is by design. To address my research questions (in particular RQ1 and RQ2),

I required a point of comparison or control. I chose the expedient path of treating

past results (from a very similar experiment, conducted under very similar conditions,

with the same sampling frame) as this point of comparison, and used them to provide
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context for observations and inferences. My experiment and survey questions were

developed in consultation with past researchers [21], and I have captured data amiable to

comparison, at least in the context of a preliminary investigation. My survey instrument

was additionally designed to provide data specifically related to participants’ attitudes

toward and experiences with passwords and password managers.

The survey questions are presented in their entirety in an appendix to this thesis

(Appendix B: Survey Instrument). Experimental questions ask participants to describe

what a password reuse notification is telling them, to rate their agreement with

statements about the notification (via 5-point Likert scale), or to report how they

might respond to it. A combination of multiple choice and short answer questions

designed to generate quantitative and qualitative data, provide measures of consistency

in the responses of a given participant, and offer unobtrusive attention checks have been

included. Security knowledge, attitudes regarding passwords and password managers

are likewise captured, along with questions related to past experience with data

breaches and account compromise, past experience using password managers.

Questions addressing security and privacy can result in biased responses. As a result,

these questions take a number of forms in my survey, and some are indirect [59]. Others

reflect extensively validated approaches from the field of usable privacy and security.

In an attempt to stay within a reasonable question budget, I eschewed the approach of

Lyastani et al. [29], who used questions from Westin’s Privacy Segmentation Index [60]

in an attempt to capture participants’ attitudes related to privacy and security, using

a more modern psychometric tool; the Security Behavior Intentions Scale (SeBIS) of

Egelman et al. [61, 62]. From the SeBIS question set, I included only those related

to passwords. Combining data from these four questions with responses to questions

focusing on participants’ attitudes regarding the utility of passwords in supporting

personal security goals from the survey of past researchers. This permitted me to focus

in on the most relevant security related attitudes supported by respondents, and also

to compare my sample against that of Golla et al. [21].

To improve analyses, and provide the opportunity to fully explore interactions

between experimental variables and potentially confounding subject variables, I ad-

ministered a secondary set of questions related to demographic information about

age, gender identity, education, technical knowledge and expertise. I chose to limit
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questions focussed on technical ability and knowledge, to keep the survey from running

longer than necessary, and to avoid fatiguing participants. Instead of using a validated

method like the questions of Hargittai and Hsieh [50,63], which wold have required six

more questions, I stuck with the parsimonious approach of past researchers. Like Golla

et al. I have treated data about education attainment and employment (particularly

employment in fields related to IT, computer science, or engineering) as providing

measures which can proxy technical expertise [21].

Figure 3.2: Survey Presentation

The survey was administered, and participants’ interaction with the survey site

instrumented, using tools provided by LimeSurvey GmbH [52]. LimeSurvey provides

extremely high quality survey software under GNU General Public License (GPLv3),

and its open core model permits researchers to create and customize their own local

instances without any interaction with either the company or its partners. I used

the LimeSurvey software to develop a custom site to host the scenario-based survey,

to collect and manage experimental data securely. LimeSurvey is built using PHP,

with AJAX for interaction, and supports MySQL and SQLite databases. This greatly

simplified creating an instance on the Hector graduate server of Dalhousie University’s
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Faculty of Computer Science. I was able to use local resources, secured by Dalhousie’s

ITS group, to securely store data by pointing the application at my own database

on the Faculty’s SQL server. Without compromising security (the confidentiality of

participant data), I was able to do more customization my survey site, access better

block and question randomization options, provide better mobile optimization and a

more modern experience for participants than I might have, had I used the University’s

Opinio survey tool [64]. LimeSurvey offered the additional benefit of being able to

more readily manage interaction with participants recruited from online services.

The application simplified the task of generating completion codes for participants

recruited via Amazon’s Mechanical Turk (MTurk) service [53], managing persistent

random identifiers while dropping or ignoring possible source of personally identifying

information (PII), and permitted me to write scripts to handle the random assignment

of participants to experimental conditions, among other things. Finally, the software

provided significant control over the kind of data each question would generate (nominal,

ordinal, ratio) and offered direct export to formats compatible with both the GNU

PSPP [65] and IBM SPSS [66] statistical suites. An example of the kind of screens

displayed to users via the survey site is presented in Figure 3.2.

The survey instrument and site were developed and tested over a period of one

month, prior to the recruitment of participants. Members of my lab group (N = 16)

piloted the survey extensively and repeatedly as part of an iterative development

process. The design of both the survey proper and its presentation were improved.

I was able to test scripts controlling the assignment of participants to experimental

conditions, and well as those managing the flow of a given survey task (adding or

omitting questions reflecting past responses as participants progressed through the

survey site’s screens). An early export of representative response data was used to

ensure the correct formatting data and syntax files used by the statistical software, the

validity of my proposed approach to statistical testing, and the accurate instrumentation

of questions to capture timing data.

3.3.2 Conditions

I employed a 2 × 2 × 2 factorial design in which three independent variables (each

with two levels) were manipulated, resulting in eight experimental conditions. The
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experimental conditions encountered by survey participants reflect modifications to a

model password reuse notification. Significant research informed the development of

this model. I engaged with prior work from the fields of warnings and alerts, and usable

privacy and security, considering established frameworks and practices for capturing

attention and communicating risk [67–70]. Warning and alerts, and related dialogues

are well-trod territory. I felt it important to be conversant in the arguments from

primary sources, like recent foundational works of Bravo-Lillo and colleagues [67, 68],

Akhawe and Porter Felt [69], Egelman and Schechter [70], to ensure the validity of

my approach. Golla et al. acknowledged a similar body of research when attempting

to synthesize a notification reflecting the best of the state-of-the-art messages they

surveyed, and prior work necessarily informed their set of best practices for developing

password reuse notifications [21].

This thesis represents a concerted attempt to extend the work of Golla et al.,

focussing on the effectiveness of password reuse notifications generated by and delivered

via password managers. I adopted the best practices proposed by these researchers in

developing my experiment and model. Golla et al. identified five practices they argued

should employed in the development of password reuse notifications. The approach

was validated by the results of their linked studies [21]. The best practices might be

paraphrased:

Password Reuse Notification Best Practices [21]

1. Reuse notifications should be explicit. Making the cause of password reuse as
plain as possible.

2. Reuse notifications should force a password reset. Making corrective action
mandatory.

3. Reuse notifications should strongly encourage the replacement of similar
passwords. Making the cross-site nature of the problem clearer and improving
security.

4. Reuse notifications should strongly encourage the adoption of other security-
enhancing technologies (e.g. 2FA). Making attacks related to reuse more
difficult and improving mental models.

5. Reuse notifications should be delivered via immediate and trusted communi-
cations channels (e.g. email and push), more than one when possible. Making
a notification appear more valid.
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I directly reflected these best practices in the development of my model password

reuse notification, and the conditions survey participants encountered. I made a

reasoned decision not to include a 2FA invitation, after members of the original

research team suggested this factor was perhaps one that showed statistical, but not

practical significance in their analysis [21], but addressed each of the others in my

design.

Along side this set of best practices, I also considered the guidelines of Porter Felt

et al. for improving users’ comprehension of security risks [50], viewing this work to

run happily parallel to that of Golla et al. in many ways. One of the major problems

discussed in the work of Golla et al. [21], and further explored in this thesis, is the

persistent failure of reuse notifications to be read correctly and understood by users. I

sought to develop a model password reuse notification that reflected the approach of

past researchers, while being mindful of an original source (cited in their published

findings) that had in part informed their investigations and approach to designing

notifications [21]. When attempting to address and improve users’ comprehension of

complex security problems through warnings, alerts, and other dialogues, in an effort

to support informed security decision making and improve long-term outcomes, Porter

Felt et al. suggest a parsimonious approach that might be paraphrased:

Addressing Comprehension [50]

1. Address the source of a threat explicitly. Making clear where a security
problem is located (e.g. local machine, browser, website of a service provider).

2. Address what data is at risk. Providing context, making clear what possible
negative outcomes could be associated with inaction.

3. Address the possibility of false positives. Making the validity of notifications
plain.

Incorporating these two related approaches I built my model password reuse notifi-

cation, sourcing phrases and dialogues from market-leading password managers. These

I modified and combined to suit the particular needs of my study. The applications sur-

veyed in advance of my research included the stand-alone applications 1Password [41],

BitWarden [42], Dashlane [43], Keeper [44], and LastPass [45]. I additionally examined

the password managers included in two major modern browsers: Google Chrome [46]
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and Mozilla Firefox [47]. Prior to the start of my thesis research proper, I completed an

extensive survey of these applications focussing on usability, dialogues and notifications.

I attended particularly to password reuse: both how reuse was measured (e.g. did

applications identify partial or merely exact reuse) and how it was communicated to

users. I found a number of common factors during my coding of the data collected, as

well as opportunities to improve upon existing offerings. My results will be more fully

described in a secondary publication. For the model reuse notification, I borrowed

from and synthesized password reuse dialogues and notifications from the password

managers tested, to improve participant acceptance and enhance the validity of my

study. I looked to the security audit tasks, challenges, and alerts from each of the

seven applications drawing out related features and taking care to capture those that

could directly address elements from the framework of Porter Felt et al. [50] and the

best practices of Golla’s research team [21].

Duplicate Password

You have used this password or a very similar one for another
online account.

Reusing passwords can make it easier for hackers to steal your
online accounts and personal information.

Use your password manager to generate a new, unique password
now for this account and others using similar passwords.

Name: AcmeMail
Username: jodoe

Generate New Password

Figure 3.3: Model Notification

A generic version of my model password reuse notification is presented in Figure 3.3.

Direct, imperative language is employed throughout the model notification. Password

reuse is clearly identified as the cause of the notification, with partial reuse explicitly

included. The notification directs users to generate a new, unique password, providing

no alternative course of action. The danger of password reuse is outlined in brief,
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lay terms, and the data at risk is clearly identified. Related accounts (those relying

on similar credentials) are referenced, and users are directed to change associated

passwords as well. The possibility of false positive alerts is implicitly addressed by the

context of the password manager, which must necessarily store credentials for multiple

accounts. Delivery channel is addressed by the fist of three experimental variables,

though it is always assumed to be presented in a timely and direct fashion.

Implementing a 2×2×2 factorial design, the model notification was modified slightly

in order to operationalize three experimental variables. All possible combinations of

these varied factors were tested, resulting in a total of eight conditions encountered

by study participants. Each of the experimental variables is designed to help isolate

factors which might result in observed difference between my own results and those of

past researchers2.

Delivery Channel
Login Alert : Active alert during simulated login task

Security Audit : Application dialogue during simulated security audit task

Reuse
Partial : “You have used this password or a very similar one for another

online account... and others using similar passwords.”
Exact : “You have used this password for another online account... and

others using this password.”

Remediation
Generate: “Use your password manager to generate a new, unique password

now...”
/ : “Create a new, unique password now...”

Figure 3.4: Notification Factors Varied
This figure displays the factors varied across my study’s eight conditions at a glance,
and each of the experimental variables is described in detail in the following section.

2The scope of this experiment, and the variables manipulated, where again discussed with members
of the research team of Golla et al. [21]
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V1: (Delivery Channel) – The first variable addresses the best practices of Golla

et al. [21], facilitating an exploration of how the channel of communication impacts

the effectiveness of password reuse notifications in a new domain. This experimental

variable also reflects the observations of Lyastani et al. [29], who found that the

security benefits associated with password manager use where different depending

on the tasks users engaged in and how they interacted with the applications. Study

participants were presented with conditions featuring one of two simulated tasks. An

audit task (reflecting the challenges, check-ups, and diagnostic tools provided by all of

the password managers surveyed) was presented via high fidelity prototype images

depicting a web application. A simulated login task, interrupted via a dynamic, active

alert (most similar to those generated by the LastPass browser extension3) features a

generic email login page.

V2: (Reuse) – The second variable relates to mental models and the nature of password

reuse. Partial reuse (known to significantly increase the vulnerability of users [16–

18], while being poorly understood [5, 21]) was named explicitly for participants

encountering one set of conditions, while a simple description of exact reuse featured

in an alternative set of conditions.

V3: (Remediation) – The third variable again responds to the best practices developed

by Golla et al. [21], affording the opportunity to validate the past observation that

effective password reuse notifications should force users to accept the most appropriate

corrective action. Study participants were presented with conditions in which they

were directed to use a password manager to generate a strong, unique password to

replace a weak, reused one. In another set of conditions, this instruction was omitted,

and participants were simply told to change the affected password.

With variables and conditions established, I proceeded to create eight high fidelity

prototype images to present to survey participants. The prototypes were designed to

be maximally acceptable to participants, and embody elements observed, captured,

and coded during my survey of market-leading password managers. Each of the

applications included in my survey engaged users principally via the browser; either

3While all of the password managers surveyed featured dynamic alerts and dialogues that would
interrupt an enrolment or account set up task, inviting users to generate long random passwords when
the autocomplete == "new password" attribute is detected, only LastPast generated a similar alert
when a reused password was being submitted as part of a login attempt.
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leveraging plugins, extensions, and web applications [41–45] or a browsers’ own built-in

features [46, 47]. From the perspective of the user, this was a distinction without

a difference. I argue that seriously considering password managers as a means to

communicate password reuse results in addressing both password managers and

browsers as communication channels simultaneously. As a result, each of my prototype

images features a browser frame for context. I selected a current, default Google

Chrome theme to enhance validity. At the time of my experiment, Google’s Chrome

browser commanded greater than 60% of the global browser market share, with the

next most popular applications holding only about 17% [71–73]. I first engaged in a

rapid prototyping effort, using Chrome’s Devtools [74] to manipulate and combine

existing elements presented via the browser to password manager users during login

and security audit tasks, capturing my results as screenshots. The resulting images

were used in my first pilot studies, and would inform the development of my final, high

fidelity prototypes. The high fidelity prototypes were produced using the vector-based

illustration, development, and prototyping tool Figma [51]. Figma is a tool commonly

used in studies conducted by researchers in the fields of human computer interaction,

and usable privacy and security. It can output a variety of high fidelity formats, provide

for user interaction.

Condition 0
Login Alert - Partial - Generate

Condition 4
Security Audit - Partial - Generate

Figure 3.5: Model Experimental Conditions
This figure depicts a pair of representative prototype images.
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The final resulting prototype images are of a very high quality. The prototypes

represent a synthetic state-of-the-art, selecting and combining factors from my survey of

password managers. They include design elements, use pallets and icons, common across

modern web applications. To avoid priming and limit response bias, all notifications

feature generic branding. While the prototypes reflect some of the design choices

made by real-world providers of password managers and webmail applications, the

visual branding presented is that of two fictional companies: NewPass and AcmeMail.

The prototypes used in my experiment supported usability (I wrote scripts to ensure

survey participants could zoom in on prototype elements and the text of the reuse

notifications, with no loss of image quality), and guarded validity.

Figures representing the model password reuse notification as it appeared to

participants experiencing Condition 0 and Condition 4 are presented in this chap-

ter (Figure 3.5), and all prototypes are reproduced in an appendix to this thesis

(Appendix C: Prototypes).

3.3.3 Participants

Study participants were recruited via Amazon’s Mechanical Turk (MTurk) service [53].

This is a practice common in the fields of human computer interaction, and usable

privacy and security, where data from online survey tasks is frequently used to validate

frameworks, scales, and test prototypes. It is an expedient and affordable tool for

recruiting a large and reasonably diverse sample, increasingly leveraged in usability

research [75]. Avoiding a convenience sample drawn from university populations, I

used MTurk to recruit participants from a sampling frame exactly matching that of

past researchers [21]. Like Golla et al., I recruited adult (18 years of age or older)

Mechanical Turk workers, located in the United States, with a 95%+ task approval

rating. Matching these factors was an important measure in guarding the validity of

data and preserving the opportunity to compare experimental observations against

those previously published.

I recruited a total of 297 study participants, observing established practices from

the fields of human computer interaction, usable privacy and security, and other human-

centred disciplines to ensure my experiment was conducted ethically, my participants

compensated appropriately, and that my data would be of sufficient quality to support
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the comparisons and statistical tests my research required [75–79]. In place of a

traditional recruitment notice, I published a task as a “requester” via MTurk’s Human

Intelligence Task (HIT) system. The HIT was designed to closely align with current

best practices for conducting ethical research with human subjects via Amazon’s

services, to avoid coercion or compromise, and preserve choice. The full text of the

HIT is reproduced in an appendix to this thesis (Appendix A: HIT).

I hewed as closely as possible to the guidelines published by Danielle Navarro of

the University of New South Wales [78], an expert in conducting ethical research using

Mechanical Turk4. I also attended to practices outlined by the Committee for the

Protection of Human Subjects, at the University of California, Berkeley [79], who have

published documents concerning how to align MTurk research with U.S. Department

of Health and Human Services requirements [80]. Active and informed consent was

required as a condition of participation in the survey experiment, and participants

were instructed that they could end their survey at any time, without forfeiting a

promised honorarium. Each participant was paid $1.00 Canadian in recognition of

their contribution to the research effort, as well as being entered into a draw to receive

one of three bonus payments of $50.00 Canadian. After submitting a unique identifier

(their Mechanical Turk Worker ID) at the beginning of the survey task, all participants

received a completion code that could be used to request their payment and be entered

into the draw. There was no special monetary incentive to complete the survey. The

promise of an up-front honorarium disincentivized participants from implementing a

“satificing” strategy [58] in completing the survey task or rushing through the survey

to secure a payment with minimum effort.

The thesis experiment was conducted over the course of one week in January 2020.

38 distinct batches of human intelligence tasks were generated programatically using

the MTurk service, to provide for more granular management of participants, and

ensure that requests for honoraria were approved efficiently. All communications with

survey participants, as well as the payment of honoraria, were mediated by Amazon’s

services, with persistent random identifiers (Mechanical Turk Worker IDs) passed

4I was fortunate to have the opportunity to correspond with Dr. Navarro when designing my study,
to discuss ethical issues not previously addressed in the literature. In particular, Dr. Navarro helped
to address the possible impacts of providing survey completion codes to participants in advance of a
research task.
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to the survey software and shown to me via MTurk dashboards. Multiple passive

methods were used to prevent repeat participation in the survey experiment while

preserving the anonymity of participants. IP addresses and other sources of personally

identifying information were discarded by the LimeSurvey software. A first-party

cookie, JavaScript embedded in the source code of the HIT published, a custom

MTurk “qualification”, and the Mechanical Turk service’s own defaults were leveraged

in combination to prevent any attempted repeat participation. Each new participant

to load the survey site was assigned a unique number by the LimeSurvey software.

A counter was incremented, and a script using a simple modular operation assigned

participants to one of the eight experimental conditions in round robin fashion. Given

the method of recruitment, this pseudo-random assignment to conditions is considered

sufficient to guard the validity of data.

3.4 Statistics

The survey instrument was designed to generate both quantitative and qualitative

data. Questions capturing participant responses via a 5-point Likert scale resulted

in ordinal data, while most others were of a multiple choice format, and resulted in

discrete, categorical measures. Both of these kinds of data are amenable to analysis

by logistic regression. To test whether responses to these questions varied significantly

by condition, relative to the password reuse notification encountered, I generated a

series of regression models. I used a pair of similar statistical software packages to

support my analyses: GNU PSPP [65] and IBM SPSS [66]. GNU PSPP (a mature,

free software statistics suite) was used to calculate frequencies, descriptive stats, and

perform tests establishing the independence of categorical variables. IBM SPSS (a

more full-featured tool) was used to fit ordinal and multinomial regression models, and

to test the assumption of proportional odds (ensuring the validity of ordinal models).

Before performing statistical regressions, I calculated frequencies and generated

descriptive statistics to explore the overall shape of the data collected. The goal was to

ensure that all of the assumptions for the tests I was running were met. I then calculated

coefficients of correlation to establish that participant groups were similar enough

in their composition to compare the responses of their members across conditions.

This could be assumed, with a large number survey participants pseudo-randomly
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assigned to condition groups, but I wanted to ensure there was no concentration of any

potentially confounding subject variable before beginning my analysis proper. These

statistics could in effect provide an early indication of multiple collinearities that might

in turn impact the validity my regression models. I calculated a Pearson Chi-Square

statistic for each combination of independent (predictor) variables to establish their

independence.

Responses to multiple choice questions yielded sets of binary outcomes (e.g. par-

ticipants identified password reuse as the cause of a notification or they did not).

Simple analyses via binary (binomial) logistic regression could be performed, with the

notification condition treated as the independent variable. Ordinal logistic regression

models were similarly calculated where the dependent variable being measured took a

range of values (e.g. participants identified the level of concern a notification elicited

or how quickly they might act to take corrective action after receiving a notification

via Likert scale).

My research is preliminary, and exploratory in nature. I preformed multiple statisti-

cal tests on the data, in an attempt to identify which factors most strongly influenced

participants’ responses, and this required an acknowledgement of the risks associated

with taking multiple measures and testing multiple hypotheses. Similar to Golla et

al. [21], I chose to set α = 0.05 and apply a Holm-Bonferroni correction [81], as a

way to reduce the likelihood of type I errors and reduce the family-wise error rate

(FWER).

I favoured simplicity in the regression models generated, attempting to isolate

factors before reporting significance. In an approach closely reflecting that adopted

by past researchers [21], a variety of models were considered, and factors eliminated

to arrive at the most parsimonious explanation possible. These multinomial models

took into account the independent variable of the notification condition, the individual

variables adjusted by condition (V1, V2, V3), as well as covariant subject variables

such as experience with account compromise, data breach, the use of password managers.

All independent variables (experimental and subject alike) were treated as categorical.

In the case of the experimental variable, the seventh and final notification condition

was always used as a reference, the number of respondents encountering each condition

being approximately equal. In the case of each subject variable, the commonest measure
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became the reference value when calculating coefficients of regression and odds ratios.

I sought to isolate the notification condition as the most meaningful factor, by testing

null models absent this variable and comparing p-values with those including it. Only

in cases where the notification was itself significant could the significance of related

factors (subject variables) be meaningfully reported. As in past studies, I share both

p-values and odds ratios where significant relationships are indicated by the regression

models.

The coding of participant responses to open-ended, short answer questions posed

a challenge. Absent a team to collaborate in the coding process, and without other

expert readers to reinforce or moderate my observations, I looked for recurring themes

in qualitative data. When possible, I mapped these to existing frameworks for under-

standing users’ relationships to passwords and authentication technologies, attending

particularly to the usability benefits outlined by Bonneau, et al. [3]. This prior work

helped name common themes and concerns related to effort, scalablity, recovery and

lock-out expressed by respondents with regard to their likely responses to password

reuse and prescribed mitigation. As in prior research [21], I report only on recurring

themes present in multiple responses captured. While qualitative responses provide

an opportunity to explore some of the rationale offered by study participants for the

attitudes they report, they are of limited explanatory value in this thesis. A more

thorough coding exercise in advance of future publications will improve the predictive

and explanatory value of this kind of data.



Chapter 4

Results

This chapter presents the results of my thesis experiment. A brief, lay summary provides

an introduction to the overall shape of the data collected and the broad significance of

observed patterns (4.1 Summary). Demographic and sample-related statistics are then

described in detail to better identify study participants (4.2 Sample). Data reflecting

differences in the perception and comprehension of password reuse notifications, related

to experimental conditions and subject variables, as well as interactions between these

factors are fully analysed (4.3 Perception and Comprehension) to lay the groundwork

for this work’s final discussions and the presentation of my conclusions.

4.1 Summary

My thesis experiment resulted in a total of 297 completed surveys. Data from this pool

of respondents was collected between 14 and 22 January 2020 via an online survey

tool. A conservative approach to recruitment and the administration of the experiment

resulted in only a few participants at a time interacting with the survey site during

early phases of the study, so the tool could be observed as load increased, and minor

course corrections could be made to improve the experience of study participants. The

goal was to make the survey instrument as effacing as possible, so that participants

could complete their tasks without encountering issues related to lag or misbehaving

scripts. Two small changes were made over the course of the experiment that are

not likely to have impacted the data collected significantly. On the first day of the

survey, a single typo was corrected, and the validation of Mechanical Turk Worker IDs

(not part of the survey proper) was relaxed slightly to reflect greater than anticipated

variation in the length of valid ID strings1.

1While the structure of MTurk worker IDs is fixed, they are not uniformly 14 characters as some
sources suggest. Future researchers should take this into account when validating strings via scripts
employing regular expressions or similar methods.

36
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Following the data collection phase, I performed an early, cursory analysis of the

responses captured. The purpose of this analysis was to identify and discard data

that appeared unsuitable for inclusion in statistical analyses, and likely to impact

the validity of observed trends. The survey site was highly instrumented. The first

factor considered during the weeding out of unsuitable responses was related to timing:

participants’ overall time spent interacting with the survey site. All data from survey

tasks completed more than one standard deviation faster than the mean completion

time were discarded. I made a reasoned decision to retain responses associated with

surveys that took significantly longer than the mean completion time, provided they

passed other tests. To do otherwise might have unduly biased results by removing

participants from the study who might have taken longer due to some subject variable

(measured or unmeasured), and harmed the validity of results. After removing data

generated by participants determined to have spent too little time interacting with

the survey and prototypes to have generated usable data, I considered the content

of responses. I discarded data associated with surveys that were incomplete; where

there was obvious disagreement between a participant’s responses (e.g. responding

that taking action in response to a notification would be a “Very high priority”, but

indicating that action would be taken “After a week”.); where responses to open-ended,

short answer questions were nonsensical, off topic, or likely submitted via script2.

The responses of 260 participants were retained for analysis. This translated to

>=30 participants per experimental condition, and a sample similar (in terms of

the distribution of demographic and subject variables) to that accessed by past re-

searchers [21]. The groups of participants assigned to each of the study’s experimental

conditions were not significantly different from one another (i.e. participants encoun-

tering the first prototype were no more likely to have experienced data breach or used

a password manager than those seeing the next). Finding neither correlations nor

collinearities between independent variables, and being confident that both sampling

and assignment resulted in data suitable for comparison and the fitting of regression

models, I began an in-depth analysis of experimental data.

An observation of central importance to my thesis, and speaking directly to the first

2In at least three cases it seems likely that an automated tool was used to complete and submit the
survey. Short answer responses appear to be pasted text related variously to mobile push notifications,
mobile messaging applications, accessibility.
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research question (RQ1), is that participants in this study appear to have been better

able to identify password reuse than past respondents encountering reuse notifications

related to data breaches [21]. A related observation is that study participants reporting

an intention to change affected passwords also appear to express a better understanding

of meaningful mitigation strategies than in prior experiments. I found little evidence of

variation in participants’ responses that could be definitively linked to the notification

conditions they encountered, but was able to isolate factors associated with the

individual variables adjusted by condition (V1, V2, V3) that appeared to have an

impact on participants’ reported attitudes and understanding. While no statistically

significant effect could be measured isolating the notification factor or its components

as the primary drivers of observed difference, I did find that some subject variables

(in particular experience with data breach) resulted in participants appearing more

receptive to password reuse notifications. I was able to observe some interesting trends,

making observations of potentially practical significance concerning notification factors

which tended to increase concern (communicating risk and improving validity).

My results, and the statistical tests informing them, are further unpacked in the

sections that follow. A detailed presentation of descriptive statistics and regression

tables is provided in an appendix to this thesis (Appendix D: Detailed Statistics)

4.2 Sample

I accessed a sample substantially similar to that engaged by past researchers [21],

using Amazon’s Mechanical Turk service [53] to recruit study participants from the

same sampling frame in order to facilitate comparisons between my own observed

results and the those described in prior work. Participant responses to demographic

questions and questions capturing subject variables show little deviation between the

two study groups for the most part.

Of 297 total participants, the responses of 260 were retained for analysis. The great

majority of these participants were between the ages of 25 and 44 (70.4%), with 7.7%

younger and 21.9% older. There was a modest contrast between the sample I accessed

and that of past studies [21], with just 40.8% of respondents identifying as female (a

difference of about 8%). Similar to previous samples, more than one half (52.7%) of all

participants had completed two- or four-year post-secondary degrees, and about one
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third (31.2%) reported an education or employment in fields related to IT, computer

science, or engineering that could reasonably proxy technical expertise.

A quarter (26.2%) of participants reported that their online accounts had been

accessed by someone else without permission. Of those respondents, 10 knew the

person who compromised their account(s) personally, where the remaining 58 did not.

Better than one third (35.4%) of participants had prior experience with data breaches,

either having been notified by account providers that data had been compromised

or investigating themselves, using auditing tools and online services like haveibeen-

pwned [82]. This is a significantly reduced proportion respondents in comparison to

the 53.2% figure reported by Golla et al. [21], and is further examined in the following

chapter (§5 Conclusion).

Finally, 34.6% of participants reported being either past or current users of password

managers. Market-leading third-party password managers (i.e. 1Password, Bitwarden,

Dashlane, Keeper, Lastpass) were all represented. Of those participants who reported

using password managers, 36 reported using their browser’s built-in password manager

(with most mentioning either Chrome or Firefox by name). Password manager use was

not captured or considered by past researchers, nor were the attitudes and behaviours

of participants regarding passwords as addressed by questions from the Security

Behavior Intentions Scale (SeBIS) [61, 62]. 70.8% of participants reported creating

passwords that exceeded the minimum complexity required by the sites they used,

with 65.4% claiming to include special characters even when not explicitly required to

by a password policy. Greater than three quarters of respondents (75.8%) said they

used different passwords for different accounts, and 31.5% reported changing their

online account passwords more often than services required.

4.3 Perception and Comprehension

Participants successfully identified password reuse. Study participants were

instructed to choose from among ten potential causes of the notification they encoun-

tered in the scenario-based survey, selecting all that applied. The question closely

reflected one included in the previous experiment of Golla et al. [21]. Past researchers

found that only a minority of respondents could correctly identify password reuse as

the cause of the notifications they were presented with. Golla et al. saw just 44.7% of
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participants across conditions able to name reuse as having resulted in the messages

they saw, with that number rising modestly to 57.9% for the most effective notification

tested. In contrast, 92.7% of those taking part in my study identified that “[reusing]

the same or similar passwords for multiple online accounts” was the root cause of

notifications, regardless of experimental condition. A number of conditions were more

successful, with Condition 3 (Login Alert - Exact - /) resulting in 100% of respondents

naming password reuse as the cause of their having received the notification. Condition

6 (Security Audit - Exact - Generate) was the poorest performer in this regard, with

just 83.3%.

The proportion of participants selecting password reuse as the cause of the notifi-

cation they encountered in my study did not vary meaningfully between experimental

groups (by notification condition). A binary logistic regression model could not be

fit, and notification group had no real predictive value. The operationalization of V3

(Remediation) appeared to make some impact, and approached significance when the

experimental variables when considered in isolation. Participants seeing notifications

instructing them to “change” affected passwords were more likely to select password

reuse as the cause of the notification, but not reliably.

Very few participants identified causes that were not in principal aligned with

password reuse. Fewer than 5% of respondents misidentified the notification they saw

as being related to a hacking attempt (4.6%) or number of allowed login attempts

exceeded (2.3%). A minority of participants (13.1%) thought the notification seen

reflected a “weak” password that needed to be changed. Importantly, only eight study

participants, just 3.1%, thought that any of the prototypes could be a false positive

message, checking “NewPass showed this notification by mistake” as one of their

selections.

Though the notification condition itself did not significantly impact participants

identification of password reuse, the overall result is promising. When weighed against

the findings of past researchers [21], my experimental results provide a strong indication

that notifications delivered via the password manager, and explicitly referencing

“duplication” and “reuse”, might better communicate password reuse than state-of-the-

art messages originating with individual online service providers.
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Figure 4.1: Cause of Notification
This figure depicts participants’ understanding of what may have cuased them to see
the notification. Ten potential causes were presented, and respondents were ask to
select all that they felt applied. The percetage of participants selecting a given cause
is reproted across all conditions.

4.4 Changing Passwords

Participants intended to change reused passwords. Study participants were

asked what they would do if they saw the experimental notification about a “frequently

used email account [they] had with a real company” (the fictional, AcmeMail). Three

options were presented, of which respondents could select only one. Better than three

quarters (78.1%) of respondents across conditions indicated that they would change

an affected primary password. In response to a second, similar question about what

they would do about other affected accounts reusing the same password, a cumulative

majority (81.2%) indicated that they would change these passwords as well.

Neither set of responses was observed to vary significantly by experimental group.

Numbers remained high, regardless of the notification condition encountered. No

multinomial logistic regression model could be fit. Notification group had no real

predictive value, nor did any of the experimental variables when considered in isolation.
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Likewise, no subject variable could be identified as meaningfully contributing to

respondent’s decisions to change affected passwords.

The responses to questions about changing affected passwords to address reuse

appear to vary markedly from those captured by past researchers. Golla et al. [21]

reported that greater than 90% of their participants said they would change a primary

password in response to a reuse notification from an online service provider. Just 35.2%

of the subjects in the study they conducted would change related passwords used for

other accounts. Some possible reasons for these observed differences are explored in

the following chapter (§5 Conclusion), and the likely implications discussed.

0 10 20 30 40 50 60 70 80 90 100

AcmeMail

Change Keep Don’t Know

0 10 20 30 40 50 60 70 80 90 100

Other Accounts

All Same Similar Important Keep Don’t Know

Figure 4.2: Intention to Change Passwords
This figure depicts participants reported intention to change passwords for AcmeMail
(“a frequently used email account”) and for other accounts. A variety of options were
presented for managing the credentials associated with other accounts: participants
could elect to change all of their other passwords, passwords the same or similar to their
AcmeMail password, to change only important passwords, or to keep their passwords
unchanged. Cumulative percentages are reported.

Participants would change reused passwords in ways likely to improve

security. Study participants who indicated that they would change a password

were presented with follow-up questions not visible to those who intended to ignore

the notification they saw and keep their affected passwords the same. In both the

case of AcmeMail and other accounts, study participants were instructed to select

one of five options indicating what sort of a strategy they would implement when

replacing passwords. A related and significant observation is that those respondents

who identified that they intended to change passwords, would largely do so in ways likely

to enhance their security and limit password reuse. In the case of the primary account

(AcmeMail), 54.9% reported that they would change their password to “something

completely unrelated to the old password” (explicitly eschewing minor modifications to
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existing strings or exchanging an affected password for one associated with a different,

existing online account). Another 32.7% responded that they would change their

password, using a new one “generated by a password manager or browser”. For other

accounts, the story was much the same. 54.3% of participants responding to this

question would select a completely unrelated password as their preferred replacement,

with 30.5% identifying an intention to use a password manager or browser to generate

a new password.

Participants’ responses to questions about how they would change reused passwords

appear to vary in meaningful and measurable ways. Again, there were no multinomial

regression models that could be fit to predict outcomes based on the notification

condition, nor individual variables. The operationalization of V3 (Remediation) gave

the impression of having some effect when analysing participants’ strategies for changing

their primary password (AcmeMail) and considering the experimental variables when

considered in isolation. Those instructed to use an application to “generate” a new

password appeared less likely to report a remediation strategy incorporating reuse, but

this trend did not raise to the level of statistical significance. This will be unpacked

in the following chapter (§5 Conclusion) and discussed in relation to other findings.

The subject variable of password manager use was observed to significantly impact

reported remediation strategies in both scenarios. For the primary, email account

(regression p = 0.001), respondents were much more likely to report an intention to

generate a new password with a password manager or browser than to simply try

to create a unique one if they have previously used a password manager (p < 0.001,

odds ratio = 3.61). The results were similar for other accounts as well (regression

p = 0.001). Those who had previously used a password manger were again more likely

to generate new passwords with an application than attempt to create secure ones by

other means (p < 0.001, odds ratio = 3.77).

These findings are a departure from those reported from past researchers [21], who

found that those reporting an intention to change reused passwords would mostly

do so in ways that left them still vulnerable to password reuse attacks. Just 1.4% of

past participants claiming they would change the password of an affected primary

email account would choose a wholly unique password as a replacement, with 9.7%

saying they would use an application to generate a new password. This contrast is
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certainly worthy of discussion, especially in light of the overwhelming majority of past

participants saying they intended to change reused passwords. It seems possible my

experimental results indicate that notifications delivered via the password manager

could impact users’ comprehension or at least result in greater consideration of the

problems and the likely cost of mitigations than state-of-the-art messages originating

with individual online service providers.
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Figure 4.3: Strategies for Changing Passwords
This figure depicts participants strategies for changing reused passwords for AcmeMail
(“a frequently used email account”) and for other accounts. A variety of possible options
were presented: participants could change an affected password for something similar
to the old one (partially reusing an existing string), create a new password unrelated to
the old one, use a password already associated with another online account (exactly),
or generate a new password with an applications. Cumulative percentages are reported.

4.5 Considering The Notification(s)

A series of questions asked participants to address their perception of the notification

they encountered directly, recording their agreement with statements about the notifi-

cation and how they might respond to it on a 5-point Likert scale. The resulting data

were of particular interest. They reinforce and provide context for other observations,

and may also reflect the validity of the prototypes and the overall experiment.

Participants accepted the notifications, and felt the cause was clear. The

vast majority of study participants responded positively to questions designed to

determine if the experimental notification they encountered was perceived as valid

or likely to represent a false positive. Better than half (53.8%) of all participants,

across conditions, registered strong agreement with the statement, “I would expect

a real password manager to display notifications like this one when necessary”, and

an additional 36.5% agreed. Respondents further reported that, were they to receive
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a notification like the one seen about a real email account, they would “believe that

it was accurate or correct”. A cumulative 90.7% responded either that they strongly

agreed or agreed with this. These results taken together suggest a level of acceptance

that could reflect high validity.
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Figure 4.4: Notification Impact and Acceptance
This figure depicts a set of responses to questions concerning the impact of notifications
and participants’ acceptance of the notifications they encountered. The questions
instructed participants to rate their agreement with sataments concerning:
· The validity of the notification they saw (would they expect a real password manager
to display a notification like this).
· The likelihood of notifications being interpreted as false (would they believe a
notification like this to be accurate and correct).
· The likelihood of the cause of a notification being correctly identified (would they be
confused and not know why a notification had been generated).

When presented with an instruction to rate their agreement with the statement,

“If I saw this notification about a frequently used email account I have with a real

company, I wouldn’t know why I saw this notification”, greater than three quarters

(76.5%) of study participants registered some level of disagreement. Respondents were

presented with a 5-point Likert scale, running from “Strongly disagree” to “Strongly

agree”, with both a true neutral option and the option of answering with “Don’t

know”. 42.3% reported disagreeing strongly with the statement, while another 34.2%

disagreed. This negatively framed, personalized question reflected the first multiple

choice responses identifying the cause of the notification encountered. Interestingly,

while an overwhelming majority (92.7% of respondents) successfully identified password

reuse as a cause in the earlier question, the responses to this question concerning

comprehension and the understanding of cause more closely align with response rates
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to questions related to changing passwords and taking action. Again, 78.1% of study

participants across conditions indicated that they would change an affected primary

password.

The proportion of participants registering disagreement with the statement about

not knowing why a notification was presented did not vary meaningfully between

experimental groups (by notification condition). Notification group had no real predic-

tive value, nor did any of the experimental variables when considered in isolation, and

no ordinal logistic regression could be made to fit the data. The subject variable of

experience with data breach came close to having a significant impact on participants

responses, falling just short. Respondents who reported past experience with a data

breach appeared more likely to understand the cause of a notification, regardless of

the prototype they encountered.

Most respondents understood the notifications. Study participants were asked

to report whether or not they agreed that the notification to which they were exposed

explained what was going on with primary email account (AcmeMail) adequately.

Responses were again recorded via a 5-point scale ranging from “Strongly disagree”

to “Strongly agree”, with neutral and “Don’t know” options. 45.4% of participants

registered agreement with the statement, 31.9% strong agreement. These numbers are

inline with the earlier observation that relatively few respondents misidentified the

cause of the notification they encountered, believing that the email account had been

hacked (4.6%) or that the maximum number of login attempts had been exceeded

(2.3%).

The proportion of participants responding in the affirmative varied little across

conditions, with no statistically significant effects associated with the notification

condition nor even with the experimental variables when they were considered indi-

vidually and treated as independent predictors in ordinal regression models. Only

participants’ past experiences with account compromise were found to trend toward

having a meaningful impact on outcomes. Though the omnibus statistic did not suggest

it was a strong indicator, those reporting unauthorized access to online accounts did

appear somewhat more likely to view the notifications as informative.

The observation that experience with data breaches appears to impact the per-

ception of password reuse messages, reflect the results of past researchers [21] quite
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closely, and is thoroughly discussed in the following chapter (§5 Conclusion).

0 10 20 30 40 50 60 70 80 90 100

Informative

S. Agree Agree Neither Disagree S. Disagree Don’t Know

Figure 4.5: Clarity of Notification Content
This figure depicts participants’ agreement with the statement, “This notification
adequately explains what is going on with my email account.”

Most participants could fix the problem based on the information provided.

Respondents were asked to report whether they felt the notification explained to how

to resolve the problem it communicated. They registered agreement with a positively

framed statement via a standard 5-point Likert scale. An overwhelming majority

expressed agreement with the statement, “I feel that the notification explained to me

how to resolve the situation.”, with 44.6% selecting “Agree” and nearly half (47.3%)

selecting “Strongly agree”. This result again runs interestingly parallel to data collected

early in the survey, concerning participants’ understanding of what caused them to

see a notification, and bears further discussion.

These responses did not vary significantly with the notification condition, and no

ordinal logistic regression model could be made to fit the data. While not rising to

the level of statistical significance, the operationalization of V2 (Reuse) did appear

to have some effect. Respondents exposed to notifications making reuse explicit, and

mentioning the even “very similar” passwords increased risk, seemed more likely to

find a notification informative and to report knowing how to resolve the problem of

password reuse being communicated.
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Figure 4.6: Mitigations in Notification Content
This figure depicts participants’ agreement with the statement, “I feel that the notifi-
cation explained to me how to resolve the situation.” Respondents were instructed
to rate their agreement with this statement on a 5-point Likert scale to measure the
success of the experimental notifications in communicating information about changing
passwords and managing password reuse.
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Participants would take action, but were not sure how concerned to be.

Participants were asked to rate their agreement with the statement, “I feel that ignoring

this notification would not have any consequences.” Their responses were captured

via a 5-point Likert scale, running from “Strongly disagree” to “Strongly agree”, with

both a true neutral option and the option of answering with “Don’t know”. The result

was an almost even split between respondents expressing concern (13.8% strongly

disagreed with the statement, while another 36.9% disagreed) and those who were

either uncertain of the consequence of ignoring a notification or indifferent to it. More

than a fifth of my study’s participants (21.2%) recorded a neutral response of “Neither

Agree nor Disagree”.
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Figure 4.7: Consequences Associated with Ignoring Notifications
This figure depicts participants’ agreement with the statement, “I feel that ignoring
this notification would not have any consequences.” Respondents were instructed to
rate their agreement with this statement on a 5-point Likert scale as part of a series
of questions measuring participants’ acceptance of the experimental notifications and
their likely impact.

Participant responses did not vary significantly with the notification condition,

and no ordinal logistic regression model could be fit to the data. However, the opera-

tionalization of V2 (Reuse) did approach significance, and appear to have an impact

on participants’ level of concern and perception of consequence when the experimental

variables when considered in isolation. Notifications informing respondents they reused

a password exactly across multiple online accounts were more likely to believe that

ignoring the notification could have serious consequences, though the link was not

definitively, statistically significant. Only the subject variable of experience with data

breach was observed to be a strong predictor of whether or not participants reported

feeling concerned about a notification (regression p < 0.001). Experience with breaches

resulted in respondents being much more likely to believe that inaction would have

consequences (p < 0.001, odds ratio = 2.33).
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Figure 4.8: Intention to Act on Notifications
This figure depicts participants’ completion of the statement, “For me, taking action
in response to this notification would be a:” Respondents were instructed to select a
phrase from among five scaled possiblities ranging from Not a priority to Very high
priority.

The possible uncertainty communicated by respondents’ assessment of the con-

sequences associated with the notifications needs to be reconciled with their ability

to correctly identify reuse as the cause of notifications, and their reported intention

to replace reused passwords. Participants’ willingness to take action in response to

the notifications was again confirmed by asking them to rate how much of a priority

responding to the notification would be for them. This question immediately followed

the request for them to consider the likely consequences of inaction, and observations

were in line with previous measures, but showed some possible moderation. A cumula-

tive 60.8% said responding to the notifications would be a High or Very high priority,

with another 22.7% setting it as a Medium priority. These results are considered in

tandem and unpacked in light of explanatory responses to open, short answer questions

in the following chapter (§5 Conclusion).



Chapter 5

Conclusion

This chapter presents my conclusions. A final accounting of my thesis experiment

and discussion of observed results is provided, elaborating upon the likely value of

my findings in context (5.1 Discussion). The concrete contributions of this work are

outlined, and both benefits and limitations are addressed (5.2 Benefits and Limitations).

In closing, likely avenues for further research are explored (5.3 Future Work).

Through a detailed consideration of my experimental results, I will paint a clear

picture regarding the importance of my specific observations, and their potential for

guiding future research in the fields of usable privacy and security, and authentication.

5.1 Discussion

The results of my thesis experiment are, on the whole, encouraging. Participants in

my study appear to have been able to identify password reuse more readily than the

respondents of Golla et al. [21], who encountered state-of-the-art reuse notifications

related to data breaches. Study participants were additionally observed to express

a better understanding of how to change reused passwords effectively to limit their

vulnerability to attack than in past experiments.

5.1.1 Demographics and Subject Variables

Before the potential significance of these findings can be seriously discussed, some

of the observed difference between my sample and that of past researchers must be

addressed. I made every effort to access a group of participants substantially similar

to that of Golla et al. [21], using Amazon’s Mechanical Turk [53] to recruit from the

same sampling frame, and observing best practices for engaging these online workers.

Despite this, some potentially important differences between the two subject groups

were observed. In particular differences in the reported genders of study participants,

and their past experience with data breach need to be addressed.

50
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While there was some difference in the proportion of respondents identifying as

female (40.8% in my study v. 48.4% in the study of Golla et al.), gender identity

was not found to have any significant predictive value in analysis or that of past

researchers [21], and was ignored in my own statistical tests. This factor is very

unlikely to account for observed differences in the dependent variables tested, and the

variation in sample populations appears to simply reflect fluctuations in the overall

demographics of Mechanical Turk workers during the times when the two studies were

conducted [83].

In contrast, whether or not participants reported past experience with data breaches

was observed to have a significant impact on the level of concern notifications elicited,

and was found by past researchers to have a significant impact on respondent per-

ceptions of notification validity [21]. The difference in the proportion of respondents

reporting this kind of experience (35.4% in my study v. 53.2% in the study of Golla

et al.) might account for some of the differences between my results and those of

past researchers. It is also possible however, that study participants simply responded

to the question capturing experience with data breach differently. While the exact

same question was posed in both studies (it followed the experimental questions and

preceded demographic questions about age, gender identity, etc. in both cases), there

is reason to think that priming and recency effects could have biased the responses

captured by Golla et al., the whole of their experiment having been focussed on reuse

messages generated by online service providers in response to data breaches [21]. This

possible priming, and the impact of communicating a credible threat related to a

breach as opposed to a theoretical one related to local data is more fully explored in

the discussion of subjects’ reported intention to change reused passwords.

5.1.2 Identifying Cause

One of the most exciting results from my thesis experiment is the observation that

study participants were overwhelmingly able to identify password reuse as the cause

of the notifications they encountered. The experiment, survey, and sampling frame

all closely reflect past experiments, supporting the inference that shifting domains

and communicating reuse via a password manager can meaningfully impact user

comprehension of password reuse. Participants viewing reuse notifications originating
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from a single service provider were seldom able to correctly identify the cause of

a warning in past studies [21]. The great majority of my participants ( 92.7% of

respondents, across experimental conditions) could identify password reuse as the

root cause of the notifications they saw in the context of a password manager (an

application with explicit access to credentials for multiple sites).

There is good reason to accept that the responses participants provided to this

question as valid, and not merely a function of the question having been presented

early in the survey (shortly after respondents read the scenario and examined the

prototype). The responses to Likert scaled questions at the end of the survey task

appear to closely reflect the results observed. 92.7% of respondents selected “You

reused the same or similar passwords for multiple online accounts.” when asked to

identify what might have caused them to see a notification. A cumulative 91.9% either

agreed or strongly agreed with the statement that the notification they had seem

explained the problem they were facing and how to resolve it correctly later in the

survey, with similar numbers additionally indicating a high level of acceptance of the

prototype images and belief that the warning these prototypes communicated would

be accurate and not false. While far from definitive, these observations tend to support

one another and add some weight to the suggestion that the notifications presented

could have an impact on participants thoughts regarding password reuse in some way.

Though there was no statistically meaningful variation observed in the proportion

of participants identifying the cause of password reuse across conditions, some did

appear to have more of an impact than others. There were additionally patterns in

way the conditions appeared to perform that need to be discussed.

It is possible that Condition 3 (Login Alert - Exact - /) outperformed others by

chance. The notification condition was not observed to have a statistically significant

impact on participants’ attitudes or understanding of password reuse in any of my

tests. It is notable, however, that this condition, which resulted in 100% of respondents

naming password reuse as the cause of their having received the notification, is also

a brief and straight forward version of the dynamic alert. This version of the model

notification is parsimonious, and eliminates additional information regarding partial

reuse that might be interpreted as equivocation or be otherwise misaligned with

participants’ intuitions about reuse. The addition of the words, “or a very similar one”
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could be seen as weakening the notification or communicating uncertainty, and appear

to downplay the severity of the issue. This aligns with a possibly practically significant

trend showing a reduced tendency to interpret notifications as having consequences

when partial reuse was made explicit. Those in which only exact reuse was mentioned,

and which instructed participants to simply “create” a new password were also the

most readable, with high measures of readability and low grade level equivalent on the

Flesch-Kincaid scales [84,85] (increasing readability by 5 points, and reducing grade

level from 10 to 9). This simplicity cannot be discounted as a possible cause of what

appears to be an improvement in comprehension.

5.1.3 Resolving the Problem

Most study participants reported that they would change a reused password in response

to notifications like the ones encountered during the survey. This was encouragingly

true regardless of whether a primary email account (AcmeMail) or other related

online accounts were considered. 78.1% of respondents said that they would change an

affected primary password, and a cumulative 81.2% reported that they would change

other passwords as well. This observation contrasted interestingly with the results of

Golla et al. [21], who posed an almost identical pair of questions in their own study.

Past participants reported that they would change a reused password for a frequently

used email account in much greater numbers (more the 90% selecting this option

regardless of the message seen). A difference of more that 10% needs to be unpacked.

It is possible that the participants recruited by Golla et al. [21] were better motivated

to act by the data breach messages that they were exposed to, and that password

reuse messages originating with password manager fair less well by this measure.

It is also possible that past participants were more susceptible to a good subject

bias, and that this coupled with the desire to present a correct the socially desirable

response to a security focussed question influenced the number of positive responses

recorded. Neither of these hypotheses seems likely. It has been established that the

survey instruments employed by both myself and past researchers were substantially

similar, that participants were drawn from the same sampling frame, treated similarly,

and that demographic and subject variables were proportionally similar. This wold



54

tend to discount the idea that one group would be much more susceptible to bias

than the other. I also think it unlikely that stand-alone breach messages were more

effective at communicating password reuse or encouraging participants to report an

intention to act to mitigate the problem identified. A consistent proportion of my

respondents (around 80%) said they would change passwords for all affected accounts.

The participants of past researchers did not appear to understand that additional

action was required to improve security, and that the passwords of other affected

accounts also had to be changed. Only about a third (35.2%) of these participants

registered an intention to change any of their related passwords, where 81.2% of mine

were prepared to do so.

I see the consistency in my participants’ responses as a positive indicator of

increased comprehension. They also demonstrated a much better understanding of how

to change their passwords to effectively address the risks associated with password reuse.

Participants in my study who indicated that they would change password identified

mitigation strategies incorporating wholly unique new passwords and using password

managers and browsers to generate secure random strings overwhelmingly, whereas

the respondents of Golla et al. largely reported an intention to make modifications

that simply amounted to more reuse [21]. The proportion of respondents indicating

an intention to change all of their affected passwords in the early questions presented

in my survey also runs closely parallel to the number of participants indicating that

experimental notifications were informative (explaining what was going on with the

primary email account) and that they would know why a notification was presented if

encountered in the wild. All of these results considered in combination tend to support

a greater level of confidence in the validity of the observed response to questions about

changing passwords, indicating strong comprehension.

I am inclined to view my study’s participants as rational. There is evidence in the

literature that users can and do make informed choices about when to act on security

advice, adopt new technologies or change behaviours, and when not to [11,14]. Unlike

in past studies, my participants were presented with notifications originating with a

password manager, an application with direct access to credentials for multiple online

accounts. The notifications encountered during the study could have been correctly

interpreted as indicating increased risk without communicating any information about
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the likely availability of password data to malicious parties and potential attackers. In

effect, participants choosing not to indicate an intention to change their passwords

could have been refusing to act on what they perceived to be a theoretical threat. The

participants of Golla et al. [21] saw notifications explicitly related to data breaches,

making the risk communicated potentially more concrete.

The responses to open, short answer questions, tend to support the inference

that my participants were acting (or believed themselves to be acting) rationally

when refusing to change reused passwords. Past researchers believed many subjects

refusing to change reused passwords to be expressing a kind of belief in their own

invincibility, misunderstanding the risks associated with password reuse [21]. My

own subjects may be expressing credulous faith in the security of online service

providers, but the commonest justification for choosing not to opt to change reused

passwords were expressions in the local security of account credentials. Participants

referenced their systems for saving and accessing passwords, the use of mnemonics

in creating new passwords. One wanted to discuss their “extensive password system”

(P88). Participants also expressed a belief that they correctly adhered to other security

advice concerning safe browsing, and weighing costs and benefits associated with

changing passwords if they were not sure they would be attacked. P56 talked about

being “careful online” and a concern that making changes would be a waste of time

and energy. The effort associated with changing passwords was repeatedly mentioned

when participants enumerated potential costs (aligning with the past findings of Herley

and van Oorschot [2] as well as Bonneau et al. [3]). These kinds of responses indicate

an imperfect understanding of the overall shape of the threat posed by password reuse,

but a good understanding of the content of the experimental notifications, perhaps

highlighting something to be better addressed in future models. In contrast, many of

those participants that would change passwords appeared to draw on past experience

or other security knowledge to justify their own decisions. P13, who had experience

with both unauthorized account access (e.g. hacking) as well as data breach, summed

up the views of many of these respondents eloquently by likening the chances of being

subjected to an attack to playing an “unlucky lotto”.

Considering evidence from all of the experimental questions, and allowing for the

open responses to provide a moderating effect, there appears to be good reason to
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thing that there is some promise in password managers as vehicles for effectively

communicating password reuse to users.

5.1.4 The Impact of Experience

I found little evidence to suggest that the variation in participants’ responses to the

survey questions was influenced by the notification condition they encountered. I did,

however, observe that the subject variables of password manager use and experience

with data breach had a significant impact in certain cases. Users of password managers

were much more likely to report an intention to change reused passwords by generating

a new one with a password manager or browser than to simply say they would create a

unique one. Participants reporting previous experience with data breaches were inclined

to take the experimental notifications they encountered significantly more seriously

and interpret them as having greater consequences. In both cases I interpret my

observed results as reflecting the common sense inference that experience colours users

understanding of reuse notifications. First-hand knowledge of the common features of

password managers could be reasonably expected to result in participants selecting

the option to “generate” a strong, unique new password. Likewise, whether or not a

past data breach could be definitively linked to an account compromise or attempted

attack, it is reasonable to assume the experience would have an impact on future

perceptions of risk in related domains.

The results of Golla et al. [21] depart slightly from my own in this regard. While

both I and past researchers found experience with data breaches to be a variable with

significant predictive value, I was not able to fit a regression model for any hypothesis

that suggested a technical background (as evinced by education or career) made a

meaningful impact1. This difference may reflect nothing more than the greater sample

size captured in the previous experiments resulting in a more sensitive set of statistical

tests. It might be a further indication that the changing of domains from stand-alone

data breach messages to notifications associated with a password manager has some

impact on the way information about password reuse is received and perceived.

What my results and those of past researchers have in common is that they strongly

indicate is that subject variables can and do impact how password reuse notifications

1Past researchers did not consider password manager use a factor in their analyses.
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are interpreted by users. This seems to align with what some of the most current

research in the field of authentication focussed on password managers suggests (that

different kinds of users benefit from different kinds of supports when adopting and

using password managers) [86], and may have interesting implications for future work.

5.1.5 Revisiting the Research Questions

In light of the results presented in the previous chapter (§4 Results) and discussed

here, the research questions which this thesis and its experiment were designed to

answer need to be formally revisited.

The two research questions at the heart of my thesis focussed on whether password

reuse could be effectively communicated to users via notifications originating with an

application understood to have explicit access to multiple credentials, for multiple

online accounts. I argue that there is a strong indication that this is indeed the case.

RQ1: My experiment resulted in strong evidence suggesting that password reuse

notifications originating with a password manager did indeed appear to have the

potential to meaningfully improve user comprehension regarding the problem of

password reuse. Participants in my study were almost universally able to identify

password reuse and understood how to resolve it, and my experimental results differed

markedly from those of past researchers who ran a similar experiment measuring

responses to state-of-the-art reuse messages related to data breaches [21].

RQ2: The proposed mitigations shared by study participants further suggested that

password reuse notifications originating with a password manager could improve the

likelihood of users taking appropriate corrective action, replacing affected passwords

with strong, unique ones. In stark contrast to past results [21], participants in my

study reporting an intention to change reused passwords would employ strategies likely

to enhance security and address password reuse across affected accounts, leaving them

less vulnerable to targeted guessing attacks.

RQ3: I saw no evidence to suggest that the channel or task associated with password

reuse notifications significantly impacted their effectiveness. Neither the notification

condition nor V1 (Delivery Channel) were observed to have any real predictive value.

There was some slight clustering of effects around conditions featuring an Active Alert,

but nothing worthy of reporting. This may be a function of my experiment, and the
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limited level of interaction my prototypes could support. The idea of examining the

possibility that a dynamic, active alert interrupting a login could uniquely capture users

attention and motivate them is still something that could be incorporated into future

experiments. Similar approaches are employed by market leading applications [45],

and have been long validated in the field of warnings and alerts [69,87].

While this research is preliminary and exploratory, the results are promising. My

observations appear to provide some early validation for the approach of alerting users

to password reuse, and communicating associated risks, via the dialogues of password

managers. These results reflect the the intuitions of past researchers, and can help

others feel more confident moving forward with additional testing, potentially via user

studies and more fully interactive prototype applications or plugins.

5.2 Benefits and Limitations

This thesis describes an early effort to explore a problem of current interest and

importance to researchers in the fields of usable privacy and security, and authentication.

The study I conducted is one of just a handful looking at password reuse notifications

and their role in addressing a common vulnerability. It is the first to take up the

challenge of examining the efficacy of addressing password reuse and improving user

comprehension via notifications originating with password managers.

The goal of this research project was to provide an expedient exploratory analysis

of factors. With this in mind, I accepted certain compromises. In a fashion reflecting

the work of Golla et al. [21], I gathered a convenience sample of Mechanical Turk

workers, collecting data via a scenario-based online. This provided a quick source of

data and made possible a number of comparisons that were important to the validity

of the research project. It also meant that like past researchers I had to consider the

possibility that participants’ responses could reflect biases tied to self-reporting and

a desire to provide correct the socially desirable answers. My experimental design,

recruitment document, and the survey instrument itself were all constructed in an

effort to reduce or counteract these biases, and like Golla et al. [21] I chose to interpret

my results as reflecting likely attitudes and actions, without perfectly representing

them [55]. For a study like the one I conducted, this is sufficient. The most significant

trends in the observed data are strong enough to justify the claim that additional,
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more nuanced investigation into the applications and factors examined is warranted.

These tools were appropriate for a preliminary investigation.

Maintaining an appropriate scope in my thesis research was a challenge. Again,

some of the compromises I accepted are only forgivable in light of the early, exploratory

nature of the work presented. Rather than duplicating the experiments of Golla et

al. [21], I chose to attempt to hold as many variables as possible constant between my

own study and that of past researchers, and to report tentative observations based a

broad comparison of descriptive statistics. While I have presented a preponderance of

evidence in support of the modest claims made in this thesis, it should be acknowledged

that my own study and that of the previous research team were conducted at different

times, with different samples, and that there are likely many variables that could not

be wholly controlled for between these two studies. It is also worth noting that the

validity of prototypes was never independently tested in either my own work or that of

the team of Golla et al. [21]. Subject responses to questions concerning the acceptance

of prototypes provide indications of validity, and in both cases a systematic approach

to the survey of state-of-the-art notifications and frameworks was made. There is no

guarantee, however, that assumptions and design decisions made by myself or past

researchers did not have an impact on the data collected.

The scope of my thesis project (a necessarily independent venture) might have

prevented me from capturing more significant results. Realities associated with scale,

time, budget, and the fact that I was working independently, resulted in me capturing

a smaller sample size than past researchers, being able to run fewer statistical tests,

and limited the kind of coding that could be done to aid in the interpretation of

open, short answer questions. The contributions of this thesis are quite reasonable.

However, particularly when the need to explore multiple hypotheses is considered, a

larger sample, and the more powerful and sensitive tests that it could facilitate might

have made an impact.

While I was fortunate to have access to a lab group willing to pilot my study, I

had to design an experiment that could be completed in isolation. I took steps to

limit the possible impacts of my own biases, but was not able to seek the opinions

of co-investigators to validate my choices. I was conservative in my approach, opting

to discard survey data when observations called into question the reliability of a
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respondent. I acted consistently, attempting to avoid bias, but it is possible that some

of my own assumptions could have coloured or shaped some of the data retained

for analysis. Many of the questions presented in my survey had been previously

validated, and in turn reflected best practices. This might reduce the likelihood of my

misinterpreting observed disagreement between values recorded for related questions

designed to indicate inattention or attempts on the part of respondents to implement a

“satificing” strategy [58] in completing the survey task, but the reliability of participants

still had to be considered to guard the validity of reported results and observed trends.

My own biases might have been better limited if a group had approached the problem

of sanitizing survey data cooperatively.

5.3 Further Work

This thesis represents a modest contribution to what will hopefully be a growing

discourse around how best to address password reuse while focussing on usability and

improving users’ comprehension of this complex, cross-site problem. I have presented

early results offering tentative validation of past researchers intuition that “ecosystem-

level” solutions leveraging password managers and browsers might be worthy of

investigation [21], and my observations are in turn well-positioned to inform and direct

future work in the fields of usable privacy and security, and authentication.

I have established that password reuse notifications originating with a password

manager present a opportunity to meaningfully improve users’ ability to recognize

reuse, and potentially their comprehension of underlying issues as well. I believe

further research, and greater investment is warranted. The approach of communicating

reuse via password managers having now received early validation, studies increasing

ecological validity should be undertaken. There is reason to believe the that work

associated with a user study featuring a more fully interactive prototype would not

be wasted. The acceptance of browser-based password managers is high, they are

convenient, with few barriers to adoptions and available to most users. Leveraging an

open source, browser-based option to create and test a prototype embodying some of

the features from this study, and incorporating a model notification similar to the one

generated following my own survey could be a meaningful next step. A study of this

kind could generate some of its data by directly instrumenting participants devices or
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browsers, limiting the impact of biases related to self-reporting, and painting a clearer

picture or what impact task and channel might have if any on the comprehension of

password reuse and its appropriate mitigations.

A more in depth user study would necessarily be conducted with a relatively

small number of subjects. Work like this might be combined with research efforts

aimed at better understanding and isolating those factors improving the efficacy of

password reuse notifications among sub-populations of users with different needs and

experiences. Both I and past researchers [21] observed strong evidence suggesting

that the effectiveness of notifications was impacted by subject variables like password

manager use and experience with data breach. This is in line with current thinking

regarding the need to personalize some aspects of user security. An attempt to isolate

those factors that could make password managers more effective tools for addressing

reuse by providing personalization, would be timely. Determining how to better leverage

users’ experiences (how to best help novices, experienced users, those who have never

experience an account compromise or even an attempted attack) would address a

number of open questions concerning how to best support the users of password

managers raised by Lyastani et al. [29] as well as Pearman et al. [86]. It myst be said

that any future work aimed at capturing opinions, attitudes, and intentions, should

include a significantly greater sample size to ensure appropriate sensitivity in statistical

tests.

This thesis has confirmed and validated some assumptions about the role password

managers and related applications can play in communicating password reuse to the

users of online accounts. In doing so, my work has also help to shine a light on a pair

of avenues ripe for further exploration. This is a meaningful contribution to a field

and a research community of importance.
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Appendix A

Mechanical Turk Recruitment

A Survey About Online Account Notifications (Academic Research)

Please complete a short survey for academic research.

I am conducting academic research to measure the possible impacts interaction with

password management applications can have on users’ understanding of common

online account notifications. As a participant in this research you will be asked read a

short scenario and imagine yourself to be the user of a new password management

application. You will be shown a notification and asked to respond to 35 short answer

and multiple choice questions concerning your understanding of the notification seen.

This HIT has been allocated 60 minutes to complete, but should take approx-

imately 15 minutes total. We do not want your HIT to expire, so have allocated

significantly more time than you will require.

The survey will be conducted via another website. Here are the relevant instruc-

tions:

1. When you are ready to take the survey, please click this link to open a NEW

browser tab or window: https://web.cs.dal.ca/ macgregor/survey/index.php/597983

2. Before taking the survey please take the time to read and consider the consent

document provided. The survey will begin when you click through an onscreen

prompt.

3. You will be given a unique completion code reflecting your participation in this

survey. You must enter the code into the box below when you submit this HIT.

Your HIT will then be complete, and your payment will be released within 48

hours.
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4. You should keep this Amazon Mechanical Turk HIT window open at

all times. Closing this window may make it impossible for you to collect your

payment.

You will be paid $1.00 CDN for completing this HIT. In addition, 3 of the

300 workers who will eventually participate in this survey will be randomly

assigned a bonus of $50.00 CDN.



Appendix B

Survey Instrument

Scenario

Introduction: In the following survey, you will be asked to imagine that you have

recently started using a new password manager, NewPass. You have installed the

application and added passwords for email, banking, social media, and other frequently

used online accounts. Imagine that you have added your own passwords for accounts

that are important to you.

This survey should take approximately 15 minutes to complete.

Prompt: After installing NewPass and adding passwords for email, banking, social

media, and other frequently used online accounts:

1. You begin browsing the web. A NewPass notification appears in the browser

window while logging into a frequently used email account.

The notification appears below.

2. You begin using NewPass to check that the passwords you have added are secure.

A notification appears related to a frequently used email account.

The notification appears below.

Questions

1. In your own words, please describe what this notification is telling you.

(short answer)

2. What may have caused you to see this notification? Please check all that apply.

◦ Someone hacked or attempted to hack your email account.

◦ You attempted to login to your email account from a new location or device,

or accidentally entered the wrong password too many times.

◦ You reused the same or similar passwords for multiple online accounts.
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◦ Someone is trying to gain unauthorized access to your email account.

◦ NewPass regularly checks the security of passwords. This is just a normal

security notification.

◦ You have a weak password for your email account.

◦ NewPass showed this notification by mistake.

◦ You went to a malicious website or downloaded malicious software.

◦ NewPass requires you to regularly change your email account password

(e.g. every 90 days).

◦ Don’t know.

3. If you saw this notification about a frequently used email account you had with

a real company, which of the following best describes what you would do about

your password for that account?

◦ I would keep my password the same.

◦ I would change my password.

◦ Don’t know

4. Why?

(short answer)

5. If "I would change my password" is selected in Q3. What would you use for your

new password?

◦ Something related to the old password, but a few characters different.

◦ Something completely unrelated to the old password.

◦ A password that I already use for other accounts.

◦ A password generated by a password manager or browser.

◦ Other

6. If "I would change my password" is selected in Q3. How would you try to

remember your new password? Select all that apply.

◦ Write it down (e. g. in a diary, on a sticky note).

◦ Use a password manager.

◦ Just try to remember it.

◦ Save it on my computer (e.g. in a document).
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◦ Save it on my phone (e.g. in a note).

◦ Other (short answer)

7. If you saw this notification about a frequently used email account you had with

a real company, which of the following best describes what you would do about

passwords on other accounts? Please select all that apply.

◦ I would change all of my passwords I have on other accounts.

◦ I would change my passwords only for other accounts where I use the same

password.

◦ I would change my passwords only for other accounts where I use similar

passwords.

◦ I would change my passwords only for really important accounts (e.g. bank

account).

◦ I would keep my passwords the same.

◦ Don’t know.

8. Why?

(short answer)

9. If any of the first four responses in Q7 is selected. What would you use for your

new password(s) on those other accounts?

◦ Something related to the old password, but a few characters different.

◦ Something completely unrelated to the old password.

◦ A password that I already use for other accounts.

◦ A password generated by a password manager or browser.

◦ Other (short answer)

10. If any of the first four responses in Q7 is selected. How would you try to remember

your new password(s) for those other accounts? Select all that apply.

◦ Write it down on paper (e. g., in a diary, on a sticky note).

◦ Use a password manager.

◦ Just try to remember it.

◦ Save it on my computer (e. g., in a document).

◦ Save it on my phone (e. g., in a note).

◦ Other (short answer)
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11. People have different reactions and responses to notifications about their online

accounts. If you saw this notification about a frequently used email account you

had with a real company, how likely would you be to take the following actions?

◦ Very Unlikely ◦ Unlikely ◦ Neither Likely nor Unlikely ◦ Likely ◦ Very Likely

◦ Don’t Know

· Enable Two-Factor Authentication.

· Update my security questions.

· Review my recent account activity.

· Leave my password as-is.

· Commit to change my password more frequently in the future.

· Use a password manager or browser to generate a new password.

· Sign up for an account with a company offering identity theft protection.

· Sign up for an account with a company monitoring data breaches for

passwords I use.

· Update the software my devices more regularly.

· Add a/Change my current password, PIN, pattern, fingerprint, etc. to lock

my phone.

· Add a/Change my current password to lock my computer.

12. There are many different actions that people could take in response to notifi-

cations about their online accounts. Please select the answer choice that most

closely matches how you feel about the following statements:

If I saw this notification about a frequently used email account I have with a

real company, it would improve my account security if I...

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

· enabled Two-Factor Authentication.

· changed my password for this account to a new password that is a modifi-

cation (changing a few characters) of the old one.

· changed my password for this account to a completely new password unre-

lated to the old one.

· changed my password for this account to a password I use for another online

account.
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· used a password manager or browser to generate a new password for this

account.

· used unique passwords for each of my online accounts.

· changed all of my similar passwords on other online accounts to one new

password.

· updated my security questions.

· reviewed my recent activity.

· left my password as-is.

· committed to change my password more frequently in the future.

· signed up for an account with a company offering identity theft protection.

· updated the software on my devices more regularly.

· added a/changed my current password, PIN, pattern, fingerprint, etc. to

lock my phone.

· added a/changed my current password to lock my computer.

13. I would expect a real password manager to display notifications like this one

when necessary.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

14. If I saw this notification about a frequently used email account I have with a

real company, I would believe that it was accurate or correct.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

15. I feel that ignoring this notification would not have any consequences.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

16. For me, taking action in response to this notification would be a:

◦ Not a priority ◦ Low priority ◦ Medium priority ◦ High priority ◦ Very high

priority ◦ Don’t Know

17. After seeing this notification, I would probably take action:

◦ Immediately ◦ Within 24 hours ◦ Within 3 days ◦ Within a week ◦ After a
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week ◦ Don’t Know

18. This notification adequately explains what is going on with my email account.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

19. If I saw this notification about a frequently used email account I have with a

real company, I wouldn’t know why I saw this notification.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

20. I feel that this notification explained to me how to resolve the situation.

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

21. To your knowledge, has anyone ever gained unauthorized access to one of your

online accounts?

◦ Yes

◦ No

◦ Don’t know

22. If yes is selected in Q21. Who do you think accessed your online account? Please

select all that apply.

◦ Someone you know personally

◦ Someone you don’t know personally

◦ Don’t know

23. If yes is selected in Q21. Please describe what happened.

(short answer)

24. Do any of your online accounts require you to change your password regularly

(e.g. every 90 days)?

◦ Yes

◦ No

◦ Don’t know



79

25. If yes is selected in Q24. Please describe how you were informed of this regular

password change policy.

(short answer)

26. Have you ever been notified that your information was exposed in a data breach?

◦ Yes

◦ No

◦ Don’t know

27. If yes is selected in Q26. Please describe how you found out and what happened.

(short answer)

28. There are many different approaches that people can take to manage passwords

for their online accounts. Please select the answer choice that most closely

matches how you feel about the following statements:

◦ Strongly Disagree ◦ Disagree ◦ Neither Agree nor Disagree ◦ Agree ◦ Strongly
Agree ◦ Don’t Know

· I do not change my passwords, unless I have to.

· I use different passwords for different accounts that I have.

· When I create a new online account, I try to use a password that goes

beyond the site’s minimum requirements.

· I do not include special characters in my password if it’s not required.

29. Have you ever used a password manager?

◦ Yes

◦ No

◦ Don’t know

30. If yes is selected in Q29. Which password manager did/do you use?

(short answer)

31. With what gender do you identify?

◦ Female

◦ Male

◦ Non-binary
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◦ Other

◦ Prefer not to say

32. What is your age?

◦ 18-24

◦ 25-34

◦ 35-44

◦ 45-54

◦ 55-64

◦ 65-74

◦ 75 or older

◦ Prefer not to say

33. What is the highest degree or level of school you have completed?

◦ Some high school

◦ High school

◦ Some college

◦ Trade, technical, or vocational training

◦ Associate’s Degree

◦ Bachelor’s Degree

◦ Master’s Degree

◦ Professional degree

◦ Doctorate

◦ Prefer not to say

34. Which of the following best describes your educational background or job field?

◦ I have an education in, or work in, the field of computer science, computer

engineering or IT.

◦ I do not have an education in, nor do I work in, the field of computer science,

computer engineering or IT.

◦ Prefer not to say

35. (Optional) Do you have any final thoughts or questions about today’s study?

(short answer)



Appendix C

Prototypes

Condition 0
Login Alert - Partial - Generate
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Condition 1
Login Alert - Partial - /
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Condition 2
Login Alert - Exact - Generate
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Condition 3
Login Alert - Exact - /
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Condition 4
Security Audit - Partial - Generate
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Condition 5
Security Audit - Partial - /



87

Condition 6
Security Audit - Exact - Generate
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Condition 7
Security Audit - Exact - /



Appendix D

Detailed Statistics

Frequency Data
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Tests of Correlation
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Multinomial Logistic Regressions of Significance

Password Manager Use by Q5 (Mitigation Strategy - Email)
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Password Manager Use by Q9 (Mitigation Strategy - Other)
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Ordinal Logistic Regressions of Significance

Experience With Data Breach by Q15 (Consiquences)
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Binomial Logistic Regressions Approaching Significance

Partial Reuse by Q2 (Cause of Notification)

Password Manager Use by Q2 (Cause of Notification)
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Ordinal Logistic Regressions Approaching Significance

Partial Reuse by by Q15 (Consiquences)
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Experience With Data Breach by Q19 (Wouldn’t Know Why)
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